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Foreword

Interest in technological advances — be that processing, or representation and
engineering — as they relate to legal information and knowledge, has been growing for
decades. Formal and computational models of legal reasoning, legal data analytics,
legal information retrieval, the application of machine learning techniques to various
legal tasks, and experimental evaluations of these systems have all been active research
areas, and seem likely to continue to be so.

This book presents the proceedings of JURIX 2025, the 38th International
Conference on Legal Knowledge and Information Systems, held from 9 to 11
December in Turin, Italy, under the auspices of the JURIX Foundation for Legal
Knowledge-Based Systems, and hosted by the University of Turin. The annual JURIX
conference has become an international forum for academics and professionals to
exchange knowledge and experiences at the intersection of law and artificial
intelligence (AI). For this edition, we received 139 eligible submissions (of which 103
were long papers) by 392 authors from 35 countries. Following a rigorous review
process, carried out by a programme committee of 107 experts recognised in the field,
22 submissions were selected for publication as long papers and 18 as short papers,
representing a 21.3% acceptance rate for long papers (per long submissions, 15,8% for
long papers per all submissions) and 28.7% overall (accepted for presentation/all
submissions). An additional 18 submissions were accepted as posters. The wide range
of topics covered includes formal approaches (deontic logic, cased-based reasoning,
formal argumentation, and other formalisms) applied to various aspects of legal
reasoning, machine learning (large language models, including conversational agents)
and information retrieval methods applied to various natural language processing tasks,
hybrid approaches to working on the frontiers between symbolic and sub-symbolic
methods, experimental inquiries on interfaces between computational systems and legal
systems, and network analysis in the law.

Providing an overview of recent advances, the book will be of interest to all those
working at the intersection of law and Al.
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Preface JURIX 2025

We are pleased to present the proceedings of JURIX 2025, the 38th International
Conference on Legal Knowledge and Information Systems. Organised under
the auspices of the Foundation for Legal Knowledge-Based Systems (https:/
www jurix.nl), the JURIX annual conference has become established as an
internationally renowned forum for the exchange of ideas concerning theoretical
models and practical applications in the broadly construed domain of artificial
intelligence (Al) and law research, including legal information systems and legal
knowledge systems research. Traditionally, the field of Al and law has been concerned
with legal knowledge representation and engineering, logic, and computational models
of legal reasoning, legal data analytics, and legal information retrieval, but recent years
have witnessed the rise to prominence of the application of machine learning tools to
legally relevant tasks, recently joined by a sharp increase in the exploitation of large
language model (LLM)-based Al agents and systems for law-related tasks.
Furthermore, the constantly growing influence of Al on different spheres of social life
has prompted interest in the explainability, trustworthiness, and responsibility of
computational systems. From their inception, the JURIX conferences have been a
venue for interdisciplinary research, integrating methods, approaches, and conceptual
frameworks from different branches of computer science and jurisprudence, including
cognitive and socio-technical dimensions.

The 2025 edition of JURIX, which runs from 9 to 11 December, is hosted by the
University of Turin, in Turin, Italy. An exponential growth in the number of
submissions was experienced for this edition compared to previous years, with 139
eligible submissions (of which 103 were long papers) by 392 authors from 35 countries
being received. Following a rigorous review process, carried out by a programme
committee of 107 experts recognised in the field, 22 submissions were selected for
publication as long papers and 18 as short papers, representing a 21.3% acceptance rate
for long papers (per long submissions, 15.8% for long papers per all submissions) and
28.7% overall (accepted for presentation/all submissions). An additional 18
submissions were accepted as posters. The accepted papers cover a wide range of
topics, including formal approaches (deontic logic, case-based reasoning, formal
argumentation, and other formalisms) applied to various aspects of legal reasoning,
machine learning, natural language processing and information retrieval methods as
applied to various legal tasks, hybrid approaches working on the frontiers between
symbolic and sub-symbolic methods, experimental enquiries on interfaces between
computational systems and legal systems, and network analysis in law.

Two invited speakers, Marie-Francine Moens and Tiago Cabral, have honoured
JURIX 2025 by kindly agreeing to deliver keynote lectures.

Marie-Francine Moens pioneered in NLP for Al&Law; we now live in a world
(partly) shaped by her. She is currently a professor emerita at KU Leuven, Belgium.
From 1992 to 2007, she was a researcher, guest professor and associate professor at the
Centre for Law and ICT, and later became a professor and full professor at the
Department of Computer Science at KU Leuven.
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Marie-Francine Moens received the ERC Advanced Grant CALCULUS (2018-
2024), awarded by the European Research Council. From 2012 to 2016, she was the
coordinator of the MUSE project financed by Future and Emerging Technologies
(FET) of the European Commission. In 2021, she was the general chair of the 2021
Conference on Empirical Methods in Natural Language Processing (EMNLP 2021). In
2011 and 2012, she was appointed as chair of the European Chapter of the Association
for Computational Linguistics (EACL) and was a member of the executive board of
the Association for Computational Linguistics (ACL). She is currently associate editor
of the journal IEEE Transactions on Pattern Analysis and Machine Intelligence
(TPAMI) and of the journal Al Open. In 2014, she was a Scottish Informatics and
Computer Science Alliance (SICSA) Distinguished Visiting Fellow. She is a fellow of
the European Laboratory for Learning and Intelligent Systems (ELLIS). Her research
topics include machine learning for natural language processing; representation
learning for language grounding in the physical and social world; deep learning, latent
variable models and brain-inspired models; and machine learning models for structured
prediction and generation.

Tiago Sérgio Cabral is a Legal and Policy Officer at the European Commission,
where he works in the European Al Office in the team responsible for AI Regulation
and Compliance. He specializes in Artificial Intelligence, Data Protection, and
Cybersecurity. He holds a PhD in Legal Sciences — Specialization in Public Legal
Sciences, a Master’s in European Union law, and an LL.B. Before joining the European
Commission, Tiago worked as a lawyer in various international law firms. He is also
frequently involved in research projects and lecturing commitments.

This year, continuing a tradition, JURIX has also been accompanied by satellite
co-located events: five workshops — CLAIRvoyantS, Al4Legs-V, NLL2FR2025,
AI4EVIR, and AI4A2J — and the Doctoral Consortium.

CLAIRvoyantS: 3° ConventicLE on Artificial Intelligence Regulation and Safety
explored topics such as the impact of the Al Act on high-risk and sensitive sectors (e.g.
the judicial, legal, and health domains), and questions whether Al tools are currently
transparent, accurate, and trustworthy enough.

Al4Legs-V: The 5th Workshop on Al for Legislation discussed challenging
questions involving the use of Al and technology in general to support the legislative
process, with interdisciplinary instruments coming from the philosophy of law,
constitutional law, legal informatics, including Al and law, computational linguistics,
computer science, HCI, and legal design.

NLL2FR2025: Translating Natural Legal Language into Formal Representation
brought together researchers and practitioners interested in bridging the gap between
natural legal language and formal representations, but the focus of the workshop
extended beyond the translation of natural language rules into logical formulae to
include the formalisation of legal cases described in natural language.

AI4EVIR: Al for Evidential Reasoning aimed to bring together researchers working
on formal, computational, and empirical approaches to reasoning with evidence, as
well as those with expertise in forensic science and evidence evaluation. The goal of
the workshop was to foster discussion and exchange between theoretical and applied
perspectives on how Al can contribute to evidential reasoning in legal and investigative
contexts.

AI4A2J: Al for Access to Justice, Dispute Resolution, and Data Access invited
legal technologists, researchers, and practitioners to discuss how innovations in Al can
help to close the access to justice gap: the majority of legal problems go unresolved
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around the world because potential litigants lack the time, money, or ability to
participate in the court processes which could solve their problems. The workshop had
three main tracks: i) Data issues related to access to justice (building reusable,
shareable datasets for research), ii) Al for access to justice generally, and iii) Al for
dispute resolution.

Organising this edition would not have been possible without the support of many
people and institutions. Special thanks are due to Francesca Grasso (Local Chair),
Rachele Mignone (Web and Social Media Chair), Ivan Spada and Federico Torrielli
(Tech Chairs), and the local support team of the University of Turin, Davide Audrito,
Marinella Quaranta, Ilaria Angela Amentea, Marianna Molinari, and Stefano Locci.
We would like to thank the workshop organisers for their proposals and for the effort
involved in organising the events. We owe our gratitude to Monica Palmirani, who
kindly assumed the function of Doctoral Consortium Chair this year as well. We are
particularly grateful to the 107 members of the Programme Committee for their work in
the rigorous review process and for their participation in the discussions.

Finally, we would like to thank Jaromir Savelka and Michal Araszkiewicz for their
advice, and the current JURIX General Board for their support and for taking care of
all JURIX initiatives.

Réka Markovich, JURIX 2025 Programme Chair

Luigi Di Caro, JURIX 2025 Organising Co-Chair
Amon Rapp, JURIX 2025 Organising Co-Chair
Claudio Schifanella, JURIX 2025 Organising Co-Chair
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Abstract. Research in Al and Law has traditionally focused on case-based reasoning in common law systems,
where factual similarity and factor-based modeling dominate. Much less attention has been given to continental
jurisdictions, where judicial decisions are formally non-binding but still exert significant interpretive influence.
This paper investigates how precedents function as interpretive resources in statutory reasoning, using the
Polish Supreme Court decision as a case study. We use the case frame method, which structures judicial
reasoning into slots: interpreted provision, competing interpretations, supporting arguments, meta-rules, and
final decision. By applying this model to the source case and its reception in later case law, we identify three
recurring patterns: (i) cross-domain influence, where the interpretive meta-rule travels across criminal,
administrative, and transitional justice contexts; (ii) different takeaways, where distinct interpretive holdings
(e.g., evidentiary standards, procedural guarantees) are extracted from the same judgment; and
(iii) modificatory application, where courts cite the precedent but reshape its operative force.

Keywords. Case-based reasoning, Case frames, Continental legal systems, Precedent,
Statutory interpretation

1. Introduction

Al and Law research has developed rich models of case-based reasoning (CBR) in the
context of common law jurisdictions, where stare decisis makes earlier judicial decisions
formally binding. Much of this work has focused on factor-based representations of cases
and on methods for reasoning about similarities and differences between fact situations
[1-8]. By contrast, continental legal systems, where statutes are primary sources of law
and precedents are formally non-binding, have received much less attention in case-
based modeling until recently [9, 10]. Here, the use of earlier cases arises not primarily
from factual analogy but from interpretive reasoning: courts cite and rely on prior
decisions as persuasive authorities for construing statutory terms. Existing factor-based
CBR models are ill-suited to capture this practice, since the decisive question is typically
not whether current facts resemble those in earlier cases, but how statutory provisions
were interpreted and eventually applied.

To model such reasoning, this paper adopts the Case Frames approach [10], which
represents cases in terms of their interpretive structure: the provision at stake, the
interpretive methods employed, the competing readings considered, the meta-rules
invoked, and the final decision. Case frames allow us to see how courts make use of
earlier judgments in statutory interpretation.

! Corresponding Author: michal.araszkiewicz@uj.edu.pl. This research was funded by National Science
Centre, Poland (grant no. 2023/49/B/HS5/00753).
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The contribution of this paper is as follows. It demonstrates the effectiveness of
the case frames method in structurally presenting the content of cases under continental
law and in tracing how subsequent courts make use of earlier decisions. Our manually
crafted dataset, consisting of 33 judgments citing the landmark Polish Supreme Court
decision V KK 74/08,? reveals three recurring patterns: (i) cross-domain transfer of an
interpretive meta-rule, (ii) reliance on different holdings embedded in the same decision,
and (iii) modification of the transferred meta-rule. Together, these patterns highlight
argumentation practices in continental legal culture that differ significantly from those
in common law and contribute to the theoretical foundations of Al and Law by enabling
the study of distinctive forms of precedent use in statutory systems.

The paper is structured as follows. Section 2 introduces the case frame method and
explains the simplified representation employed in our analysis. Section 3 presents the
source case V' KK 74/08 and reconstructs its interpretive content. Section 4 examines its
reception in later judgments, distinguishing three characteristic modes of citation and
adaptation. Section 5 discusses the implications for Al and Law, situating our findings
within the literature on case-based and rule-based reasoning. Section 6 concludes and
outlines directions for future work, including the integration of case frames with formal
methods of legal knowledge representation including the Semantic Web technologies,
and large language models.

2. Case Frames Method

In statutory legal systems, once the evidentiary facts are established, the crucial legal
question usually turns on how to interpret the wording of the applicable statute.
Precedents therefore function less as repositories of factual patterns and more as sources
of interpretive knowledge. To capture this knowledge, we use the case frame method, a
structured representation of judicial reasoning in interpretive disputes.

For the purposes of this study, we employ a simplified version of the case frame
model [10]. Each case frame records the following elements:

e Case name: unique code identifying the case.

e Interpreted provision: the statutory clause or term at issue.

e Competing interpretations: alternative readings considered by the court.

e Arguments: the interpretive methods invoked (e.g., linguistic, systemic,
purposive).

e  Meta-rule: the second-order directive governing the relationship between
methods (e.g., primacy of linguistic interpretation, holistic combination).

e Final decision: the interpretation ultimately adopted.

This representation allows us to observe how courts cite and reuse earlier cases. A
later decision may transfer a case frame in its entirety, but often only selected
elements are borrowed. For example, a court might cite a precedent to adopt its meta-
rule while ignoring its specific interpretation of a provision, or conversely, invoke the
same statutory interpretation but change the justificatory arguments. Case frames thus
provide a fine-grained lens through which to study cross-domain transfers and
modifications of precedents in continental legal jurisdictions.

2 There exist cases in Polish law that are quoted much more frequently. This case was selected randomly
from the pool of cases that have more than 20 citations.
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In the sections that follow, we apply this model to analyze the reception of a
landmark Polish Supreme Court’s judgment. By reconstructing case frames for the
source case and for the later cases that cite it, we can show how interpretive knowledge
travels across doctrinal boundaries, sometimes intact, sometimes transformed.

3. Source Case: V KK 74/08

The judgment V KK 74/08 of the Polish Supreme Court (18 November 2008) arose from
a cassation in a homicide case. The defendant had been convicted of murder, and one of
the key issues concerned the recidivist aggravator in art. 148 § 3 k.k. This provision
imposes harsher penalties when the perpetrator commits homicide after having already
been convicted of “murder” (PL: zabodjstwo). The problem was whether a prior
conviction for a privileged form of homicide — for example, killing under strong
emotional disturbance — also counts as “murder” for the purpose of this aggravator.

This was not a trivial question. If “zabojstwo” were read broadly to cover all forms
of homicide in the Code, then even someone previously convicted in mitigated
circumstances would face aggravated punishment if convicted again. But if the term were
read narrowly, limiting it to the basic and qualified types of murder, then those with a
privileged prior conviction would not fall under the aggravator. The interpretive dispute
thus turned on whether the legislature intended “zabojstwo” to be a blanket reference to
all types of homicide, or a more selective reference consistent with the internal structure
of the Criminal Code.

The Supreme Court’s resolution of this issue made V KK 74/08 a landmark decision.
It began with a linguistic analysis, noting that the wording could be understood in more
than one way. Because the linguistic outcome was not univocal, the Court turned to
systemic reasoning: privileged homicide provisions exist precisely to mitigate liability,
and treating them as aggravating factors would contradict their function. From this, the
Court drew the broader principle that linguistic interpretation is the starting point but not
the end point of statutory reasoning. Even where terms appear clear, their meaning must
be tested against systemic and purposive considerations. Let us note that this is one
among many possible meta-rules governing the sequence of application and the
preference relations between different interpretation canons [11,12].

Beyond this interpretive canon, the judgment also addressed procedural guarantees
(prohibition of reformatio in peius), the standard of proof in circumstantial cases, and
the scope of clerical error correction. These holdings, although ancillary in the original
case, would later be invoked independently by other courts. The following Table
expresses the crucial interpretive problem of the case.

Slot Content
Case name Case: V KK 74/08, Supreme Court (Poland), 19 November 2008
Interpreted Art. 148 §3 Criminal Code: “If the perpetrator of homicide was
provision previously convicted of homicide, ...”
Competing Broad interpretation: “homicide” covers all forms under Art. 148,

interpretations including privileged types (e.g. infanticide, euthanasia).
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Slot Content

Narrow interpretation: “homicide” covers only basic and
aggravated forms; privileged types are excluded.

Linguistic: the wording “homicide” is ambiguous, could support
both broad and narrow readings.

Systemic: excluding privileged forms preserves coherence of the
Criminal Code.

Purposive: privileged forms are meant to mitigate liability,
inconsistent with aggravation.

Arguments

Holistic canon: linguistic interpretation has priority but not
Meta-rule exclusivity; even clear terms must be tested against systemic and
purposive considerations.

Narrow interpretation adopted: Art. 148 §3 applies only to prior
Main holding convictions for basic and aggravated homicide; privileged forms
do not trigger the aggravating provision.

Proof standard: conviction on circumstantial evidence valid only
if all reasonable alternatives are excluded.

Additional Guarantee: prohibition of reformatio in peius reaffirmed.

holdings Clerical errors: art. 105 Code of Criminal Procedure allows
correction only of genuine clerical mistakes, not substantive
changes.

Table 1. Case Frame representing the Source Case.

4. Reception of V KK 74/08 in Later Case Law

The significance of V KK 74/08 lies not only in its original resolution of a homicide
provision, but also in the way later courts have cited and adapted it. In Continental legal
systems, precedents are formally non-binding, yet they often serve as interpretive
resources. What is striking in this line of reception is not merely that later courts quote
V KK 74/08, but that they do so in markedly different ways. In order to trace the
reception of V KK 74/08, we created a dataset of 33 cases citing it. The citing cases were
identified on the basis of hyperlink system available in the LEX database: one of the
leading electronic commercial repositories of Polish legal resources. All citations of the
source cases were identified and their structure analyzed by an experienced lawyer. Three
patterns emerge:

Cross-domain influence — the case is cited outside criminal law, for example in
administrative and transitional justice proceedings, illustrating that precedents in
continental legal culture can be mobilized across doctrinal boundaries.

Different takeaways from the same case — later courts may extract distinct elements of
the case frame (e.g., the interpretive meta-rule, the standard of proof, or the guarantee
against reformatio in peius), treating them as independent resources.

Modificatory application — courts sometimes narrow or transform the very element
they cite, producing outcomes that differ in spirit from the original decision.
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Each of these phenomena can be represented through case frames, which make visible
which elements are transferred, which are omitted, and which are reshaped. In the
following subsections, we illustrate each pattern with examples.

4.1. Cross-Domain Influence

The most striking feature of the reception of V. KK 74/08 is the extent to which
its interpretive meta-rule, according to which linguistic primacy does not imply
exclusivity, and that even seemingly clear terms must be tested against systemic and
purposive arguments, has been mobilized beyond the original context of homicide law.

In criminal law, the decision has been cited not only in later homicide cases, but also
in disputes concerning other provisions of the Criminal Code, such as the interpretation
of “possession” in drug offences or of “significant quantity” in narcotics law. In each
instance, courts explicitly referred to V KK 74/08 to justify the methodological move
from literal wording to systemic and purposive arguments. This shows that the meta-rule
has become a general meta-rule of statutory interpretation, detached from the original
dispute over homicide provision.

The meta-rule has also travelled into administrative adjudication, where courts and
other authorities have faced questions of statutory interpretation under regulatory
statutes. In such settings, V KK 74/08 has been cited to stress that reliance on apparent
linguistic clarity is insufficient: the statutory term must be construed in considering its
systemic context and purpose.

The precedent has influenced cases concerning the status of repressed persons under
the 2015 Act on opposition activists. Here, the term “harm” (szkoda) in art. 3 pkt 3 lit. b
raised an analogous interpretive issue: does it require actual realized detriment, or can
politically motivated attempts at repression also qualify? By invoking V KK 74/08, the
Supreme Administrative Court underscored that interpretation could not stop with the
linguistic reading but had to integrate systemic and purposive considerations.

The following table illustrates how the overall structure of the source case reasoning
with the meta-rule was mirrored in two selected cases: one from the field of criminal law
and another from the administrative law.

II AKa 30/10 (Court of SKO 4134/2/11 (Self-Government

Slot Appeal, Szczecin, 2010) Appeals Board, 2011)
Case name Case: II AKa 30/10, Court of Case: SKO 4134/2/11, Self-
Appeal Szczecin, 2010 Government Appeals Board, 2011
Drug law provision: Environmental protection law:
Interpreted e “ . .. .
.. prohibition of “possession of  definition of “environmental
provision . . , .
narcotics. nuisance” in relation to odor.
Narrow: “possession” = Narrow: odor not explicitly listed,
Competing durable, significant possession so excluded. Broad: odor falls
interpretations only. Broad: includes within the scope of environmental
immediate-use possession. nuisance.
Linguistic: “possession” Linguistic: “odor” not literally
ambiguous regarding minimal covered. Systemic: environmental
Arguments

amounts. Systemic: excluding law protects against all nuisances
immediate-use creates affecting quality of life. Purposive:
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1T AKa 30/10 (Court of SKO 4134/2/11 (Self-Government

Slot Appeal, Szczecin, 2010) Appeals Board, 2011)
loopholes. Purposive: aim is to statutory aim to protect human
prevent all narcotic circulation. health and environment includes

odors.

Holistic canon (citing VKK Holistic canon (citing V KK 74/08):

74/08): linguistic reading not  literal reading not conclusive;
Meta-rule g . . . .

decisive; systemic and systemic and purposive reasoning

purposive arguments decisive. required.

Broad interpretation:

possession includes Broad interpretation: odor included
Final decision immediate-use quantities; law as an environmental nuisance;

applies regardless of protection extends to air quality.

possession purpose.

Table 2. Exemplary transfer of the interpretive meta-rule to subsequent cases.

These two cases illustrate how the holistic canon of V KK 74/08 travels across doctrinal
boundaries. In I AKa 30/10, the Court of Appeal used it to expand the meaning of
“possession” in drug law, while in SKO 4134/2/11 an administrative body relied on it to
include odor within environmental nuisances. Despite the differences in subject matter,
both decisions demonstrate the same reasoning pattern: when linguistic interpretation
leaves uncertainty or gaps, systemic coherence and legislative purpose drive the
outcome.

The faithful transfer of the holistic canon from V KK 74/08 does not lock courts into
a uniform interpretive direction. Once systemic and purposive arguments are weighed
alongside the linguistic text, the result may be either a broadening or a narrowing of the
statutory term. Both directions remain consistent with the meta-rule, as its role is not to
dictate substance but to ensure methodological completeness. The contrast between |
KZP 9/11 and IIT OSK 732/21 illustrates this dual potential.

Slot Broadening outcome Narrowing outcome

IIT OSK 732/21 (Supreme
Administrative Court, 2022)

Criminal law provisions on security Art. 3(3)(b) Act of 2015 on

Case name I KZP 9/11 (Supreme Court, 2011)

Interpreted measures — whether their duration is opposition activists (“harm”
provision capped by the length of the imposed caused by offence or petty
sentence offence)

Broad: “harm” includes
potential or attempted
detriment. Narrow: “harm”
requires actual, realized

Narrow: security measures may not
Competing exceed sentence duration. Broad:
interpretations security measures can last

independently of sentence duration.

detriment.
Application of Court qpphed hOllStlF: canon: Court gpphc?d holistic canon:
metarule systemic and purposive purposive aim of recognizing

considerations (protection of genuine repression reinforced
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Slot Broadening outcome Narrowing outcome

society, coherence of security law) a restrictive reading of
outweighed the literal link to “harm.”
sentence duration.

Narrowed interpretation:
only actual, realized harm
qualifies, excluding potential
or attempted repression.

Broadened interpretation: security
Effect measures not capped by sentence
length, extending their applicability.

Table 3. Faithful transfer of interpretive meta-rule: broadening or narrowing outcomes.

In sum, the reception of V KK 74/08 across criminal, administrative, and transitional
justice cases confirms both the portability and flexibility of its holistic canon. The same
methodological directive—testing linguistic meaning against systemic and purposive
considerations—travels easily across domains yet does not dictate uniform results.
Depending on the balance of arguments, it may justify either a broadening (as in I KZP
9/11 on security measures) or a narrowing (as in III OSK 732/21 on the notion of harm)
of statutory terms. This dual character demonstrates that the meta-rule is used as
a framework for disciplined reasoning, one that accommodates divergent but
methodologically consistent outcomes.

4.2. Different Takeaways from the Same Source Case

While V KK 74/08 is most frequently cited for its holistic canon of interpretation, later
courts have also drawn on its other holdings, each of which resolved an interpretive issue
under different statutory provisions. These include the standard of proof for
circumstantial evidence (art. 7 CCP), the prohibition of reformatio in peius (art. 443
CCP), and the scope of clerical error correction (art. 105 CCP).

Under continental law assumptions, such holdings have no binding force: they are
ancillary to the main ruling and are not meant to structure future case law. Nevertheless,
practice shows that they are transferred virtually 1:1 into subsequent decisions. Courts
cite these passages of V. KK 74/08 as if they were stable interpretive authorities,
confirming their persuasive weight in shaping juridical consensus. The below table
illustrates the three streams of the cases transferring the selected elements. Notably, they
are all from the field of procedural criminal law. For the sake of conciseness, we do not
present full case frames of the citing cases.

Interpreted

provision Interpretation in V KK 74/08 Later use in case law

Conviction on circumstantial

Art. 7 CCP (proof evidence valid only if all Cited as the authoritative

evidentiary standard in

standard) reasonable alternatives are . .
circumstantial cases.
excluded.
Art. 443 CCP An appeal cannot worsen the Reaffirmed in appellate
(reformatio in defendant’s position when only practice as a core procedural

peius) they appealed. guarantee.
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Interpreted

.. Interpretation in V KK 74/08 Later use in case law
provision
Art. 105 CCP Corrections limited to genuine Cited in procedural rulings
(clerical error clerical mistakes, not substantive  on scope of permissible
correction) changes. corrections.

Table 4. Three streams of specific elements transfer in criminal case law quoting V KK
74/08.

4.3. Modificatory application

The mere fact that a court cites V KK 74/08 does not guarantee that the holistic
interpretive canon is transferred in its original form. Citation can be a misleading signal:
while the authority of the precedent is invoked, the substantive element being transferred
may be reduced or redirected. A striking example comes from 11 AKa 447/12, where the
appellate court formally acknowledged V KK 74/08 but confined the use of systemic and
purposive interpretation to situations where linguistic interpretation itself does not
resolve the interpretative issue—that is, only when the text itself allows at least two
different readings. This move effectively narrowed the meta-rule, stripping it of its
broader function in V KK 74/08, where systemic and purposive considerations were
required even when the wording seemed clear. To present this phenomenon in a clear
manner in the table below we contrast the narrowing reading of the meta-principle (as
applied in I AKa 447/12) with faithful transfer of the meta-rule which took place in
another case, V KK 119/10.

IT AKa 447/12 (Court of Appeal, V KK 119/10 (Supreme

Slot Gdansk, 2012) Court, 2010)
Art. 77 §2 CC — whether parole PI:OVISIOI’IS on anonyr‘r‘lous
Interpreted . . witnesses — whether “personal
.. restrictions must be repeated in a v
provision data” includes contextual

combined sentence . .
identifiers

Linguistic meaning has priority but

Original canon . .
g not exclusivity; systemic and

Same holistic canon: linguistic

from V KK . X reading tested against systemic
purposive reasoning must also be .
74/08 . and purposive arguments
applied
Court cites V KK 74/08 but Court cites V KK 74/08 and
Application of  restricts systemic and purposive  fully applies the canon to
1YY Yy purp Y app
canon reasoning to cases of explicit broaden “personal data”
ambiguity in the text beyond literal wording
Meta-rule narrowed: linguistic Meta-rule faithfully applied:
. .. interpretation regains near systemic and purposive
Final decision exclusivity unless two readings are reasoning decisive in extending
possible protection scope

Table 5. Modifying vs. faithful transfer of the meta-interpretive rule.
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This comparison illustrates that citation of V KK 74/08 can serve different strategic
purposes. In some instances, as in Il AKa 447/12, the precedent is invoked mainly to
anchor authority, while its operative force is curtailed. In others, like V KK 119/10, the
canon is transferred intact and used to expand the statutory meaning. Importantly,
modification need not always be restrictive: courts could also make the canon more open-
ended by broadening the range of permissible systemic or purposive arguments, or by
introducing additional interpretive elements. What remains constant is the dual function
of citation—both as a gesture of continuity with established authority and as a vehicle
for recalibrating interpretive freedom.

5. Discussion

For Al and Law, our findings suggest the need to move beyond factor-based models of
case-based reasoning that dominate analyses of common law precedents. Unlike the
Anglo-American context, where the central task is identifying factual similarities and
differences, in continental legal culture statutory law, the key unit of transfer is the
interpretive element: a reading of a provision, a set of competing arguments and a meta-
rule about how interpretation should proceed. Case frames provide a natural
representational tool for this setting, as they decompose judgments into slots [13] that
can be selectively reused in later cases.

This insight resonates with earlier work by Rissland and Skalak, who emphasized the
importance of modeling open-textured concepts and flexible interpretive strategies in
case-based reasoning systems (CABARET) [14, 15]. Their approach underscored that
legal reasoning frequently involves applying or modifying abstract interpretive heuristics
rather than simply matching factual patterns. Our analysis confirms this observation
within a statutory, continental legal culture: courts do not merely “follow facts,” but
rather transfer, reframe, and sometimes narrow or broaden interpretive statements and
meta-rules across doctrinal boundaries.

The semi-formal representation developed here complements these insights. By
explicitly representing interpretive slots—provisions, competing interpretations,
arguments, meta-rules, holdings—case frames provide a richer structure for encoding
how open-textured legal terms are resolved in practice. Recent research highlights that
large language models (LLMs) can be leveraged to identify and reason about open-
textured terms in statutes [16]. Our approach complements this line of work: whereas
LLMs can help detect where open-texture arises, case frames capture how
courts resolve such open-texture by mobilizing interpretive arguments and meta-rules.
Such research should also relate to the earlier work concerning identification of elements
of case law useful for statutory interpretation [17].

A further point concerns methodology. All the tables presented in this paper except
for the first one were in fact generated with the assistance of ChatGPT-5 from the raw
text of the judgments, using carefully designed prompts explaining the Case Frames
method,® and subsequently verified by an expert lawyer. This workflow demonstrates
the feasibility of combining LLM-supported extraction with expert supervision in
building structured representations of case law. We intentionally refrain from proposing

3 The key prompts are available here:
https://docs.google.com/document/d/1Zd_V8mYkiWEkhydFBORI4TQ48mqphMEIQm7POB3QKdQ/edit?u
sp=sharing
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a fully formal model here, as our dataset is based on raw textual documents.
Nevertheless, existing formal frameworks of legal reasoning [18 - 21] could be directly
tested against, or integrated with, our semi-formal structures.

6. Conclusions and Further Research

This paper has shown how the case frames method can capture the structural reuse of
interpretive reasoning in continental legal systems, using the landmark decision V' KK
74/08 and 33 judgments citing it as a dataset. The analysis identified three recurring
patterns of reception—cross-domain transfer of interpretive canons, reliance on
additional holdings, and modificatory applications—which together demonstrate that
precedents in statutory cultures function primarily assources of interpretive
resources rather than binding commands. Case frames, by decomposing cases into
provision, competing interpretations, arguments, meta-rules, and holdings, offer
a transparent, systematic and replicable way to study these dynamics.

A further contribution of this work lies in its methodological direction, which appears
promising for practical applications. The case frame tables were generated with the
assistance of ChatGPT-5, based on carefully designed prompts explaining the method,
and then validated by an expert lawyer. This workflow illustrates how LLMs can assist
in extracting structured representations from raw judicial texts, while human expertise
ensures legal accuracy. The result is a semi-formal dataset that bridges the gap between
textual judgments and formal models of legal reasoning, motivating the development of
hybrid legal applications useful for legal practice [22].

Although primarily analytical rather than experimental, this research provides a
foundation for systematic experimentation with LLMs on case datasets. Future work
could explore how models can be trained or fine-tuned to generate reliable case frames
automatically, to detect interpretive issues, and to predict which elements of a source
case are likely to be transferred, modified, or ignored in later decisions. This would
complement ongoing work on open-textured statutory terms by enabling computational
tools not only to identify interpretive uncertainty but also to model how courts resolve it.

Further research should also pursue three broader directions. First, building a larger
corpus of case frames would allow for quantitative analysis of how interpretive
arguments and meta-rules propagate across domains. Second, aligning case frames
with formal knowledge representation methods and reasoning models would make it
possible to test the expressive power of existing solutions (e.g. [23]) against real-world
interpretive practices. Third, by encoding case frames in machine-readable formats (e.g.
RDF), they could be integrated into Semantic Web environments and leveraged
in retrieval-augmented generation systems [24], offering structured, high-quality
resources for Al systems trained on legal texts.

Taken together, these avenues point toward a hybrid research agenda: case frames
provide a jurisprudentially meaningful unit of analysis while also serving as
a computationally useful resource, bridging doctrinal insight and Al-supported modeling
of statutory interpretation in continental legal systems.
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Abstract. The litigation arising from weaknesses in the implementation of pub-
lic policies in Brazil has become a growing challenge. Among the many affected
groups, Individual Microentrepreneurs (MEI) represent a significant case, with
thousands of lawsuits addressing rights, obligations, and structural shortcomings
of this regime. Analyzing such cases is complex due to the large volume and un-
structured nature of judicial data. Advances in Artificial Intelligence (AI), particu-
larly Large Language Models (LLMs) and semantic clustering, offer opportunities
to transform legal texts into structured knowledge. This study presents a pipeline
that combines BERTopic and prompt engineering to extract and analyze judicial
cases involving MEIs. The results highlight recurring issues such as employment
relationships, social security benefits, free legal aid, tax exemptions, and registra-
tion fraud. The methodology proved robust, scalable, and adaptable to other judi-
cial contexts, contributing to both academic research and decision-making in public
administration and legal practice.

Keywords. Jurimetrics, Legal Analytics, Public Policies, Natural Language
Processing , Large Language Models, Topic Modeling

1. Introduction

Guided by its Digital Government Strategy, Brazil has advanced a transformative agenda
for public administration and the economy, ranking 14th worldwide in the United Na-
tions 2023 index of digital public services [1]. Yet, evaluating Brazilian public policies
remains complex: traditional methods such as surveys, while robust, are costly, time-
consuming, and unable to capture the dynamic nature of social impacts [2]. This gap
makes policy evaluation itself a structural challenge. The Individual Microentrepreneur
regime, established by Complementary Law No. 128/2008 [3], is an example of a com-
plex public policy. It allows self-employed workers and small business owners to for-
malize their activities under a simplified tax and social security framework. Fifteen years
after its creation, the regime has generated a lasting legacy of judicial disputes, making
it a relevant case study for this research.

le-mail: loreane.brandizzi @ gmail.com
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Rather than relying solely on traditional surveys and economic models, policy eval-
uation can benefit from judicial data, where conflicts and system failures are formally
recorded. Legal disputes often provide an X-ray of unresolved problems, as illustrated by
the billion-dollar fraud in unlawful social security discounts at Brazil’s INSS, which had
been signaled for years through thousands of lawsuits and complaints before erupting in
April 2025 [4,5,6] . To detect hidden problems of this scale before they erupt, jurimet-
rics, combined with advances in Al, offers transformative potential. The integration of
statistical methods with NLP and LLMs has revolutionized legal data analysis [7,8], and
this work contributes by applying LLMs to unstructured judicial data and enhancing the
semantic representation of case summaries.

This work proposes to analyze the impact of the MEI policy within the judiciary and
to show how modern Al techniques can automatically uncover the main issues arising
from its implementation. Our main contribution is the development of a pipeline that ap-
plies Topic Extraction, enhanced with LLM-based prompt techniques, to transform thou-
sands of unstructured judicial decisions into semantically organized and interpretable in-
formation. The method improves topic modeling by generating clearer and less redun-
dant labels, enabling the identification of litigation patterns linked to public policy im-
plementation. In addition to the analytical pipeline, we also provide a visualization tool
that makes the results accessible to stakeholders interested in evaluating public policies.

The proposed approach is parameterizable, enabling its adaptation to different con-
texts of policy judicialization while supporting evidence-based decision-making.

2. Related Work

Jurimetrics combines statistical methods and data science to Law [9]. In Brazil, studies
highlight its use in legal research [10] and in decision support [11]. More recently, the
field has advanced with the application of Al and LLMs [7,8,12,13].

The rise of LLMs has accelerated the use of Al in jurimetrics, enabled by the Trans-
former architecture [14], advances in computational infrastructure, and the availability
of large-scale datasets. In the legal domain, specific models such as LawGPT, ChatLaw,
LexiLaw, and JurisLMs have been developed for tasks like summarization and deci-
sion classification [7,8]. In Portuguese, initiatives such as Legal BERT-pt [12] and Juris-
BERT [13] show the adaptation of these models to local contexts. Recent works, includ-
ing CaseEncoder [15], SAILER [16], and LawGPT [17], highlight the growing sophisti-
cation and diversification of legal-domain language model architectures.

Despite progress, unstructured legal data remain difficult to process due to their
lack of standardization and inherent complexity [7]. This challenge, recognized by the
Brazilian Judiciary in the recent Manual for Standardization of Case Summaries [18],
underscores the need for specialized modeling and data curation.

LLMs are increasingly used in legal data pipelines for tasks such as summariza-
tion and information extraction, supported by prompt-engineering strategies like Prompt
Chaining [19], Chain-of-Thought [20], and In-Context Learning [21], enabling zero-shot
summarization without explicit training [22,23].

The use of LLMs in jurimetrics is well established; however, their exclusive adop-
tion raises concerns about interpretability, bias and reproducibility [24]. To mitigate these
issues, unsupervised topic modeling remains a alternative for large-scale legal text anal-
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ysis. Among such methods, BERTopic [25] stands out for generating semantically coher-
ent and interpretable clusters, with comparative studies confirming its superiority over
classical models such as LDA, NMF, and Top2Vec [26]. BERTopic can be enhanced
through the integration of LLMs, which refine topic labeling via prompt-based methods
that produce clearer labels [25]. This same synergy has been explored in recent works
such as TopicGPT [27] and TNT-LLM [28].

Recent studies confirm BERTopic’s effectiveness in legal text analysis across juris-
dictions. Didwania et al. [29] compared it with LDA and NMF on Indian and UK judicial
documents, finding similar coherence scores but higher semantic quality in expert evalu-
ations. Likewise, Aouichaty et al. [30] analyzed nearly 200,000 Arabic legal judgments,
showing that domain-specific monolingual embeddings achieved higher topic coherence
and, overall, confirming BERTopic’s suitability for large-scale legal corpora even when
using standard Uniform Manifold Approximation and Projection (UMAP) and Hierar-
chical Density-Based Spatial Clustering of Applications with Noise (HDBSCAN) set-
tings.

Building upon these insights, the present study adopts BERTopic for its maturity and
interpretability, combining it with domain-adapted prompts for label refinement, summa-
rization, and structured insight generation in Portuguese judicial texts, using BERTim-
bau as the embedding model [31].

3. Methodology

The proposed methodology is parameterized, allowing easy adaptation to other datasets.
It consists of five stages (Figure 1) and is based on 57,075 Brazilian judicial case
summaries explicitly mentioning ‘“Microempreendedor Individual”. The data were web-

scraped from public sources and stored in a database, containing only case summaries
and metadata (case number and court), with no personally identifiable information.

st 1- Information | _ 2-Metadata | 3 - Topic » 4 - Cluster » 5- Cluster 6 - Clusler-hased 7 - Interactive

eps Extraction Enrichment Extraction Labe\lnq Gruupm Data E i
Prompt Aw Prumpl Prumpl Pmmm Data

Methods [ Engineering ) [ DataJud ) [ BERTORC ) [ Engineering ) [ Engineering ) ( Engineering j ( Discovery j

Figure 1. Executed stages of the pipeline.

Approximately 96% of the case summaries contained between 100 and 20,000 to-
kens, ensuring sufficient textual depth for analysis. Four large-context LLMs (codestral-
22b, pixtral-12b, deepseek-ri-distill-qwen-14b, and 1lama-3.1-8B-instruct)
were tested via the SERPRO [32] LLM API on a stratified sample of 200 cases us-
ing a common summarization prompt. Evaluations considered format and content cri-
teria, with the latter verified through an LLM-as-a-judge approach using GPT-3.5.
Pixtral-12B [33] achieved the best balance and was selected for subsequent stages.

3.1. Information Extraction

Exploratory analysis showed that many mentions of MEIs in the case summaries were
contextual, appearing in legal citations or references to related provisions, rather than
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indicating that the MEI was directly involved as a party. This required an initial filtering
step to identify cases where the MEI effectively participated in the dispute.

To ensure consistency and extract relevant information from the summaries, the texts
were standardized following the Manual for Standardization of Case Summaries [18].
A prompt, which included a one-shot example to guide formatting, was applied to both
reformat the summaries and verify MEI involvement (Figure 2), confirming participation
in 11,775 of the 57,075 analyzed cases.

Prompt Used for Structured Legal Summarization

INSTRUCTIONS: You act as a legal assistant with expertise in making complex judicial case summaries more
understandable, using clear and accessible language. Your approach follows the guidelines established by the
National Pact for Plain Language in the Judiciary, an initiatiwve of the National Council of Justice
(CNJ) . Your task is to transform the provided summary inte a clear, direct, and easy-to-understand response. Do
not introduce new information, arguments, legal reasoning, or conclusions that are not explicitly contained in the
original text, and do not make speculative inferences. Respond exclusively in Portuguese and strictly follow the
indicated format.

Based on the provided case summary (ementa), extract the following fields and return the answer in JS0N format:

- "descricao_caso": Summarize what happened in the case, explaining the main facts and what was requested. Do not
mention names of people or companies. Up to 300 words.

- "questoes_em_discussao”: List the main points discussed in the judgment. Up to 300 words.

- "splucoes propostas®: Explain briefly how the issue was analyzed or resolved. Up to 200 words.

- "decisao": State the outcome of the case. Use only one of the following options: "Accepted", "Denied",
"Partially Accepted", or "Under Review".

- "tese": If applicable, describe the main idea of the decision, such as a rule that may apply to similar cases. Up
to 100 words.

- "envolvemei": Indicate "Yes" or "No" depending on whether the case explicitly involves an Individual
Microentrepreneur (MEI) as plaintiff or defendant. If it is only a generic or indirect reference, answer "Mo".
- "mei_doprocesso": If envolvemei is "Yes", state whether the MEI is the "Plaintiff" or the "Dafendant™. If
unclear, write "None".

Example of Expected Response:

{"descricao_caso®: "An Individual Microentreprenenr (MEI) filed a lawsuit against the municipality
claiming undue tax charges not established by law.",
"questoes_em_discussao®™: "The case discussed whether the charge had a legal basis and was
proportional to the MEI's business activity.”,
"solucoes_propostas": "The court ruled the charge unlawful due to the absence of legal foundation
and disproportionality to the activity.",
"decisao": "Accepted",
"tese®™: "A municipality cannot charge taxes from an MEI without legal basis and proportionality.",
"envolve_mei": "Yes",

"mei_do_processo": "Plaintiff"}

Figure 2. Mapping between Prompt Fields and the CNJ Ementa Model (translated from Portuguese) [18].

3.2. Metadata Enrichment

Metadata were obtained through the public DataJud API [34], with endpoints identified
according to each case’s court of origin. For MEI-related cases, metadata were success-
fully retrieved for 9,786 records, including details such as case type, jurisdiction level,
municipality code, judging body, legal subjects, filing date, and procedural history.

3.3. Topic Extraction

The concatenated texts from the fields descricao_caso and questoes_em_discussao
were vectorized using BERTimbau for all cases in which MEI involvement was con-
firmed. The resulting embeddings were then clustered semantically with the BERTopic
library [25].
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The BERTopic model was configured with its default hyperparameters, which com-
bine dimensionality reduction through UMAP with the HDBSCAN algorithm. While
HDBSCAN was used with its default settings, the UMAP parameters were customized
(n_neighbors=30, n_components=5, min_dist=0.15, metric=‘euclidean’) to re-
duce noise and improve topic separation.

Following clustering, BERTopic identifies topics using a frequency-based TF-IDF
representation restricted to each cluster. It can also leverage LLMs for topic labeling
through prompts applied to centroid documents and keywords. In this study, that strategy
was adopted with specific adaptations described in the next step.

3.4. Cluster Labeling:

Cluster labeling was performed through prompt engineering, instructing the LLM to in-
fer labels from a representative set of documents. The prompt integrated three compo-
nents: (i) TF-IDF topic keywords, (ii) the texts of the documents closest to each cluster
centroid, and (iii) concise instructions in Portuguese. We employed the Pixtral-12B
model via an external API (outside the standard BERTopic pipeline), sending one request
per cluster with the prompt illustrated in Fig. 3 (translated from Portuguese).

For each cluster, labeling was based on the documents nearest to its centroid (in
terms of cosine distance). To ensure the representativeness of this subset, k¥ members
were selected, defined as k = min{max([pn],15),100,n}, where p = 0.30 and n is the
cluster size.

Prompt Used for Topic Labeling

You are an intelligent topic extraction assistant specialized in naming topics in a short, clear, and user-friendly
way, based on representative texts and keywords. Your goal is to create a concise label that captures the main

common issue discussed within the topic, making it easily identifiable by end users.

Follow the guidelines below:

Do not include the term *'MEI"" in the topic name.

The name must contain between 1 and 3 words.

Do not mention names of people, places, or institutions.
#t# Sampled texts from this topic:

[text_1] .... [textK]
#H# Keywords: [keywords]

Return only the short name of the new topic, without explanations or additional punctuation.

Figure 3. Prompt for Topic Labeling (translated from Portuguese).

In an alternative to the standard BERTopic workflow, which uses another prompt and
a limited set of integrated LLMs, we invoked Pixtral-12B externally, applying a cus-
tom prompt and contextualized examples for topic labeling. Representative documents
were selected proportionally to cluster size and based on centroid proximity.

3.5. Cluster Grouping

Once the topic clusters were obtained, a verification stage evaluated potential dimen-
sionality reduction, as some topics presented semantically similar names. Embeddings
of each topic label were generated using BERTimbau, and cosine similarities were com-
puted to form an N x N matrix, where N corresponds to the total number of topics. Topic
pairs with similarity above 0.75 were then submitted to the Pixtral-12B model with a
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legal prompt (Figure 4) to confirm whether they represented the same issue. The model
produced binary responses (“1” or “0”), resulting in a final binary N x N matrix of the-
matic equivalence.

Prompt Used for Topic Equivalence Verification

You are a legal assistant. Decide whether the two topics below essentially address the same core issue,
disregarding wording variations. Respond with a single character only: *'1’’ (same issue) or *'07' (different
issues).
Topic A:

Title: {topico.a}

Short description: {desc.a}
Topic B:

Title: {topico.b}

Short description: {desc.b}
Respond only with 177 or **0°'.

Figure 4. Prompt for Identifying Whether Two Topics Represent the Same Legal Issue

After constructing the similarity and binary matrices, a graph-based grouping strat-
egy was applied to merge topics representing the same legal issue. Each topic was treated
as a node, and groups were incrementally formed through a greedy and strict process: a
topic was included only if it was connected in the LLM validation matrix (1) and showed
cosine similarity above 0.75 with all existing members. This procedure substantially re-
duced topic redundancy while preserving semantic precision. In each group, all related
cases were updated in the database with the metadata of the most representative topic,
defined as the one with the largest number of associated cases.

¢ Group 1: Jurisdiction of Small Claims Courts; Classification for Small Claims
Courts; Legitimacy in Executions; Judicial Legitimacy; Legitimacy in Small
Claims Court; Legitimacy in Special Courts.

* Group 2: Rural Retirement; Social Security Benefits; Contributions and Retire-
ment.

* Group 3: Undue Charges; Fee Exemption for MEIs; Wrongful Credit Reporting.

* Group 4: Legal Aid; Free Justice; Free Legal Aid for Appeals.

* Group 5: Welfare Benefits; Benefits for People with Disabilities.

* Group 6: Classification of Insured Persons; Survivor’s Pension.

* Group 7: Debt Collection; Debt and Conciliation.

3.6. Cluster Based Summarization

To consolidate each cluster’s main characteristics, a LLM-based summarization step was
applied using the previously identified k representative cases. Six descriptive elements
were generated: a label (required after topic merging), a short and long description, the
main issues in dispute, the proposed solutions, and the underlying legal doctrines.

Each element was produced through a dedicated query to the model, using the
relevant fields (descricao_caso, questoes_em_discussao, solucoes_propostas,
tese and TF-IDF keywords) as context combined with specific output instructions. The
base prompt for this stage is shown in Figure 5.

The specific instructions varied according to the type of information requested, guid-
ing the model to generate updated cluster labels , concise summaries, descriptive texts,
lists of issues, proposed solutions, and legal doctrines, each with predefined length and
format constraints.
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Custom Prompt for Legal Summarization

You are a legal assistant with expertise in analyzing judicial decisions. Your role is to synthesize information
clearly, accessibly, and in an organized manner, so that anyone can quickly understand the key topics, issues, and
solutions discussed in a set of cases.

Based on the provided texts, generate the following information: [SPECIFIC IRSTRUCTION]

### Sampled case texta:

[text field from case 1]
[text field from case k]

Respond in Portuguese, objectively, following exactly the requested format. Do not add any explanations beyond the

answer.

Figure 5. Custom Prompt for Legal Summarization
3.7. Interactive Data Exploration

An interactive Tableau Public dashboard visualizes the main findings of the study. The
single integrated view provides a comprehensive analysis of judicialization involving
METIs, leveraging metadata from DataJud. It enables exploration of case volumes, their
distribution across judicial branches and municipalities, temporal evolution, and MEI
participation. Users can also examine topics derived from clustering and summarization
models, with access to short and long descriptions, key issues, proposed solutions, and
predominant legal doctrines.

The interactive dashboard are publicly available at https://public.tableau.
com/app/profile/loreane.brandizzi/viz/JuriDiscovery/VisoGeral and the
full pipeline implementation at https://github.com/LoreBrandizzi/juridiscovery.

3.8. Ablation Study and Evaluation

To assess the effectiveness of each methodological stage, an ablation study was con-
ducted. The data were clustered with BERTopic while systematically varying three fac-
tors: dataset (full corpus vs. MEI-filtered cases), textual input (original ementa vs. sum-
marized description and issues) and methodological techniques (without LLM labeling,
with LLM labeling, and with LLM-based grouping).

Topic coherence across stages was measured using the Normalized Pointwise Mu-
tual Information (NPMI) [35], which quantifies word co-occurrence within a fixed con-
text window for a topic’s top terms. Values range from [—1, 1], with higher scores indi-
cating stronger semantic associations and, therefore, more coherent topics.

4. Results

It was observed that 20.65% of the available cases effectively involve MEISs, either as
plaintiffs or defendants. Furthermore, the highest concentration of cases involving MEIs
is found in the State Courts and Labor Courts, which together account for more than
82% of the total, as shown in Table 1.

Among the 11,775 analyzed cases, 3,779 were classified as noise by the HDBSCAN
algorithm, as they did not present enough semantic density to form consistent clusters.
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Table 1. Distribution of cases by court type and MEI involvement

Court Branch  Involving MEI  Not Involving MEI

Labor Court 4,523 17,726
State Court 5,122 14,252
Federal Court 2,049 13,181
Electoral Court 81 141
Total 11,775 45,300

The remaining 7.996 cases were clustered by BERTopic into 57 distinct topics, which,
after label refinement via the LLLM, were consolidated into 54 topics. These were subse-
quently aggregated into a final set of 40 topics that represent the main judicial disputes
related to the MEI public policy. Notably, the top 12 topics account for approximately
90% of all classified cases.

Table 2 presents the results of the ablation study, showing that noise was progres-
sively reduced while the number of topics decreased and NPMI values increased, indi-
cating more coherent and consistent clusters.

Table 2. Ablation experiments with different methodological stages.

Experiment Records Topics (no noise)  Noise = NPMI
Experiment 1

No filter (All processes) and Full summary 53,256 523 22,065 0.16
Experiment 2

Processes involving MEI and Full summary 11,775 125 4,504 0.11
Experiment 3

Processes involving MEI and Description + Is- 11,775 57 3,779 0.32

sues in dispute

Experiment 4
Processes involving MEI, Description + Issues in 11,775 40 3,779 0.43
dispute, and Cluster labeling + grouping

Figure 6 illustrates the progressive refinement of topic clusters across Experi-
ments 1-3, culminating in the final configuration of the 20 most representative topics.

The topic Employment Relationship clearly stands out as the dominant cluster,
representing 37.1% of the cases, followed by Free Legal Aid with 13,9%, Tax Exemp-
tion for MEIs with 9.1%, Contributions and Retirement with 5.3% and Fraud in
Business Registration with 4.9%. These distributions reflect the 5 main areas of judi-
cialization involving MEISs in Brazil.

The Employment Relationship topic concerns the legality of hiring individuals
under MEI status, known as pejotizacdo, a practice used to circumvent labor obliga-
tions [36]. Its relevance is underscored by the Brazilian Supreme Federal Court’s nation-
wide suspension of related cases pending a ruling on Theme 1389 [37], and by the grow-
ing use of the term, which is even under consideration for inclusion in the Portuguese
Language Orthographic Vocabulary [38].

Moreover, the Free Legal Aid topic involves disputes over MEIs’ requests for court
fee exemptions, which hinge on proving financial incapacity and on whether they are
treated as individuals or legal entities.
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Figure 6. The top panels illustrate the ablation experiments (1-4), showing the progressive organization of
clusters. The bottom plot depicts the final configuration, where each point represents a judicial case projected
in two dimensions from reduced embeddings of the summarized case ruling content. The circle size is propor-
tional to the number of MEI-related cases classified under each respective topic (cluster).

Furthermore, the Tax Exemption for MEIs topic stems from regulatory reforms,
especially Resolution No. 59/2020 of the Management Committee of Simples Nacional
(CGSIM) [39], which exempted MEIs from municipal permits and licenses. The CGSIM
is a governmental body responsible for deliberations and regulations affecting compa-
nies.

The Contributions and Retirement topic highlights the challenges faced in ensur-
ing the effective realization of social security rights for MEIs. Although the MEI policy
was designed to expand social protection and simplify social security contributions, the
judicial cases reveal that many entrepreneurs encounter obstacles in proving contribution
periods.



L. Brandizzi and G. Rodrigues / JuriDiscovery 23

Finally, the Fraud in Business Registration topic concerns third parties fraudu-
lently registering MEIs in the CNPJ without the owners’ consent. The growing number
of such cases prompted the Federal Revenue Service (RFB), in 2023, to launch a service
enabling citizens to block unauthorized business registrations with their identification
data [40].

5. Conclusion
5.1. Discussion

The developed pipeline proved effective in generating automated and meaningful in-
sights into the judicialization of public policies. By combining topic extraction tech-
niques with LLMs, it transformed unstructured legal texts into interpretable analytical in-
formation. The approach performed well in the MEI policy context and, being parameter-
ized, can be adapted to other judicial domains, supporting the identification and analysis
of temporal, spatial and semantic patterns of litigation.

No manual validation or human labeling was used, ensuring reproducibility and
adaptability to other contexts. Rather than revalidating BERTopic’s well-established per-
formance, this study extends it to the legal domain, combining its clustering capabilities
with LLM-based label refinement and semantic grouping.

The proposed pipeline progressively enhanced data quality and interpretability, with
each stage [from prompt-based extraction to clustering, labeling, and grouping] incre-
mentally refining the representation of judicial cases. A key methodological contribution
lies in extending BERTopic through customized topic labeling and contextual grouping,
which substantially improved clustering coherence and interpretability, as evidenced by
the ablation study.

The integrated use of LLMs significantly enriched the labeling of topics and the
generation of high-quality descriptive summaries, making the data more accessible, un-
derstandable and actionable for analysts, public managers and researchers.

5.2. Limitations and Future Work

One limitation of this study concerns HDBSCAN’s sensitivity, which classified 31% of
cases as noise, reducing the analysis sample. Although prompt-based reclassification was
tested, it compromised visualization clarity. Nevertheless, excluding borderline cases im-
proved semantic homogeneity and coherence within clusters.

To mitigate LLM related risks (bias, misclassification, and over-simplification) four
models were tested and evaluated by an independent LLM using the same prompt, en-
suring the selection of the most accurate and contextually faithful model.

Another constraint stems from the dependence on the quality of case summaries.
Very short entries were excluded to preserve analytical integrity. Despite being non-
exhaustive, the dataset’s size and diversity support reliable generalization of trends in
MEI-related judicialization.

Future research may extend this pipeline to other public policy domains, such as
social security, healthcare, and education.
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Abstract. One of the most important legal assessments during legislative drafting
proposals in Parliament is to check whether the bills have some provisions clashing
with the Constitutional norms. Sometimes this situation is intentionally created by
the proposer of a party to underline inconsistencies or incompleteness in the legal
systems according to the reality of the society, but frequently, they are mistakes to
avoid. This paper presents a method to calculate a multi-factor index of presump-
tion of unconstitutionality of the provisions of a bill, to inform the proponent con-
cerning a possible constitutional conflict. The paper uses a large dataset of bills,
coming from the Chamber of Deputies of Italy, combined with Constitutional Court
judgments and abstracts, EU and National legislation (9095 Italian laws, 3710 bills,
2979 judgments from the Constitutional Court). The methodology used is hybrid,
considering different technological components, linked in a pipeline: i) embedding
similarity; ii) normative references navigation; iii) semantic topic of the bill; iv)
legislation cited in the judgments score based on the abrogated.

Keywords. Constitutional law, embedding, Akoma Ntoso, similarity, sentence
transformer

1. Introduction and Research Questions

Constitutional review is a cornerstone activity of modern democratic governance aimed
at ensuring that legislation aligns with the foundational principles enshrined in a nation’s
constitution. While ex post constitutionality review is usually demanded to specialised
high-level courts, it is also carried out ex ante (i.e., before the bill is approved) by Par-
liaments on bills under discussion, to prevent the unconstitutionality of the forthcom-
ing text. Such preliminary constitutionality review is traditionally carried out through le-
gal scrutiny by parliamentary committees and designated departments of civil servants.
However, the increasing complexity of legislative proposals and the evolving sociopoliti-
cal landscape suggest the possibility of integrating Artificial Intelligence (Al) systems in
support of the parliamentary activities for this specific task. From a legal point of view,
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this integration is not trivial. Principles of the rule of law and, in particular, constitutional
law foundations [1] - e.g., separation of powers, the autonomy of the decision-maker
[2], the law-making process - shall be conjugated with technical solutions that ensure
accountability, fairness, and explainability of the outputs [3].

In this study, we investigate the feasibility of a novel automated assessment method
of the constitutionality of bills while conjugating legal principles and the peculiarities of
legal texts. We focus on the Italian legal system, a civil law country in which a Constitu-
tional Court is tasked with an ex post assessment, and in particular on the activities of the
Chamber of Deputies, one of the two branches of the Parliament, that has the obligation
to check the possible unconstitutional provisions.

Given these premises, this study aims to investigate the following research questions:

* RQ1. How is it possible to represent the text of a bill with embedding while re-
specting its structure (paragraphs, subparagraphs, etc.) and navigating normative
references point in time? This is a preliminary objective that will allow us to com-
pare the bill with other material (e.g., decisions of the Constitutional Court).

* RQ2. How is it possible to fruitfully retrieve relevant decisions from the Italian
Constitutional Court, given the text of a bill? This objective allows us to identify
the decisions to compare with our bill.

* RQ3. How is it possible to compare a bill and the relevant decisions, and then to
measure the risk of a bill being unconstitutional, given the bill and the correlated
relevant decisions of the Constitutional Court?

To tackle these challenges, this study relies on a hybrid approach which combines
an XML-structured representation of the legislative text in Akoma Ntoso and subsym-
bolic approaches leveraging on this structure [4]. Owing to the novelty and experimen-
tal nature of the approach, our results should be interpreted as preliminary, yet they are
nonetheless encouraging. The paper is divided as follows: following this introduction,
Section 2 introduces the background and the motivation underlying the study; Section 3
describes the datasets, whereas Section 4 details the methodology. Experimental settings
are presented in Section 5, while their results are presented in Section 6 and discussed in
Section 7. Some conclusive remarks are reported in Section 8.

2. Background and Motivation

In 2024, the 32% of the judgments of the Italian Constitutional Court were about the
constitutional illegitimacy of law at the State and regional level (417 decisions, 132 of
unconstitutionality) 2. It is a problem of democracy, dialogue between institutions, and
the division of powers because the Constitutional Court seems to invade the legislative
space, especially in those domains with a lack of solid regulation (e.g., end of life). For
this reason, the topic is urgent and very sensitive.

However, this task is not very well studied by the scientific research, that has con-
centrated mostly on prediction, factors classifications, summarization of the decisions.

Predicting courts decision is a classic task of the Al & Law” domain [5,6]. Rele-
vant studies in the field use NLP techniques in selected domain, and include notorious
contributions in the European Court of Human Rights [7,8]. Among them, some studies
focus on higher courts tasked with constitutionality assessment (e.g., ”Supreme Courts”,

*https://www.cortecostituzionale.it/annuario2024/pdf/Dati_quantitativi_e_di_
analisi_2024.pdf Annual Report 2024
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”High Court”, and so forth). This has been the case for studies focusing on the United
States [9], Brasil [10], Germany [11], Singapore [12], and many other countries.

Surveys show a consistent pattern of duality: on the one hand, certain studies focus
on case law retrieval from higher courts and have the goal of retrieving pertinent to a
set of facts (in most cases) or a given piece of legislation [13]; on the other hand, some
studies focus on the constitutionality assessment as a classification task in which the
study’s goal is to predict the outcome of the Court’s decision given a set of facts or
prior cases [14]. This can happen with or without the case retrieval. Large Language
Models (LLM) are showing advances in both fields [15,16,17], despite the chance of
hallucinations[18] and technical constraints (e.g., context length).

Our study differs from the existing literature on three grounds:

* it focuses on the Italian legislative system, which has not been subject to particular
attention in the domain of unconstitutionality evaluation. This might be due to
several reasons, including data retrieval and language complexity;
it processes bills rather than in-force legislation or sets of facts. While training
datasets of the existing literature use applicable legislation, we directly measure
the risk of unconstitutionality over bills. The difference lies on the fact that in-
force laws are already interpreted by lower courts and constitutional courts have
prior interpretations at their disposal. From a legal standpoint, assessing the con-
stitutionality of bills is harder when compared to applicable legislation;
it uses an XML-enriched version of the legal texts to allow the point-in-time nav-
igation of legal references, rather than plain text. This contributes to increase the
proximity between the reasoning performed by the automated system and the one
performed by the Constitutional Court.

3. Datasets

In our experiments, we used three distinct datasets from different legal resources: 1) Ital-
ian legislation; ii) bills; iii) Constitutional Court decisions. Crucially, all these dataset are
provided in Akoma Ntoso XML or they were converted by us for our experiments. The
three datasets that we used are:

* Italian legislation in Normattiva: a dataset of Italian legislative documents ex-
tracted from the official website Normattiva containing Italian laws. It is composed
of all documents from 2000 to 2025, 9095 in total, including all consolidated ver-
sions. Furthermore, we extracted information about the abrogated articles of these
documents, which are used in our user interface to show judgments that include
normative references to abrogated norms. This parameter is fundamental for in-
forming legal experts regarding the up-to-date status of the legislative information.
Chamber of Deputies Bill (PDL): a dataset of 3710 legislative bills from the
XVIII and XIX (March 2018 to May 2024) legislatures. They were downloaded
from the official website of the Italian Chamber of Deputies and converted to
Akoma Ntoso XML using an ad-hoc procedure?. In the paper now we mention this
dataset simply as CD Italian bills.

Italian Constitutional Court Decisions: our starting point is a dataset containing
all the judgments from the Italian Constitutional Court converted to Akoma Ntoso.
We first extracted the more recent ones (from 2001 to 2025). Then, the metadata

3https://gitlab.com/CIRSFID/html2aknPDL
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Result (Italian) English translation Annotation
ill. cost. conseg. ex art. 27 legge n. 87/1953 ;Zr;?zeggfll 91;1;costltut1onahty ex Art. 27 negative
ill. cost. parziale conseg. ex art. 27 legge n. | consequential partial uncostitutionality ex .
87/1953 Art. 27 Law No. 87/1953 negative
illegittimita costituzionale unconstitutionality negative
illegittimita costituzionale parziale partial unconstituitonality negative
manifesta infondatezza manifest unfoundedness positive
non fondatezza unfoundedness positive

Table 1. The relevant results of the judgments and their annotation

associated with each document was used to extract judgments that contain at least
one verdict of unconstitutionality, obtaining 2979 judgments. The full list of ver-
dicts, as they are shown in the metadata, can be found in Table 2.

In addition to selecting the verdicts, it was also crucial to select the verdict results
and their relative annotation as either positive (non-unconstitutionality was found) or
negative (verdict of unconstitutionality). These result types, as shown in the metadata,
are found in Table 4.

4. Methodology

Our approach is to build a meaningful index of unconstitutionality for CD Italian bills
according to legal principles and considering the similarity of the bill with the relevant
decisions of the Constitutional Court that have already decided unconstitutionality. While
an alternative approach could have lead to find similarities between the current bill and
legislation already scrutinised by the Court, this would have lead to the inclusion of
legislation already assessed and, in turn, some degree of bias towards the prediction.
Therefore, we have considered three parameters: the similar domain, the similar legal
concepts, and the similar rationale in the legal reasoning.

In order to produce a meaningful measure of the risk of unconstitutionality, the first
step is to match bills with the relevant judgments from the Constitutional Court. One
might be tempted to use a lexical comparison based on TF-IDF or similar techniques.
These approaches, however, rely on the assumption that the lexical overlap between the
two documents being compared is significant. In the case of the comparison between
bills and constitutional court judgments, these are very different types of documents,
which have a different structure an lexicon. For this reason, our approach is based on
a sentence transformer [19], a type of model which allows the creation of embeddings
for sequences of text, which can then be used to find semantically similar texts. This
is typically achieved by using a contrastive learning loss, which forces the vectors for
similar sentences to have a high cosine similarity.

While sentence embeddings can be used to compare the semantics of relatively short
portions of text, the ability of any model to deal with longer documents is not guaranteed.
In fact, even LLMs struggle with documents, recent results show that the effective length
of most documents is lower than the maximum number of tokens by at least an order of
magnitude [20] and they are effectively able to deal with less than 10k tokens. To produce
a meaningful semantic similarity metric between Italian bills and Italian Constitutional
Court judgments, we considered the following portions of these documents:

* CD Italian bills: by leveraging the Akoma Ntoso format we are able to access the
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Referenced
Document

Figure 1. A graphical visualization of a possible application of the tree aggregation strategy. In this case,
an article contains three paragraphs, and the last one contains a list of three points, the last point contains a
normative reference.

structure of Italian bills and we operate at the granularity of a single article.

* Chamber of deputies commission: we use an unsupervised approach to associate
each bill with the relevant Italian Chamber of Deputies commission. This is fun-
damental in order to detect the legal topics of the bill from the legislative compe-
tencies of the committee.
Constitutional Court decisions: we select the paragraphs that are associated
with the motivation of the judgment, using the corresponding tag of AKN
<motivation>.
Constitutional Court abstracts: these are abstracts (massime) which are redacted
directly from the Constitutional Court. There can be more than one associated
with each decision, as each one may contain more than one interpretation if the
constitutionality assessment spans across different provisions.
Constitutional Court ratio decidendi: a series of terms are usually associated by
the judges to the decision, remarking the main legal reasons which are associated
with each judgment directly from the court.

The discussion of how these different textual sources were used in our approach can
be found in the next sections.

4.1. Tree embeddings

Both bills and decisions from the Constitutional Courts, however, have a hierarchical
structure (bill has articles, commas, paragraphs, etc. and decisions introduction, back-
ground, motivation, decision) and they can contain legal citations. For this reason, we
adopt a tree aggregation strategy for our embeddings. For the sake of clarity, we describe
this approach as it is applied to articles of CD Italian bills. For the paragraphs of the
motivation of the Italian Constitutional Court decisions, we use the same procedure, but
we treat the references to other judgments in a slightly altered manner.

Given a sentence transformer model, instead of applying it directly to the text of the
entire article, which might be too long for the maximum number of tokens for sentence
transformer models, we traverse its Akoma Ntoso XML tree, until we find a leaf node.
These leaf nodes were defined manually and they are based on a list of XML elements
that are marked as inline in the Akoma Ntoso standard (references, dates, modifications,
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etc). Our algorithm proceeds from the article to all its children nodes that do not belong to
this list. Then, we need to consider normative references. These references can be punc-
tual (reference to a single article, point, section, etc) or they can be generic references (to
an entire document). Formally, given an article a which contains children and references,
and a sententce transformer model M, we use the following recursive function:

| e(a)] | @l
v(a) = 2+ 1c(@)] (M(t(a))+ l; v(ci(a)) + ()] hg,l R(m(“))) (D

Where:
* t(a) is the text contained in the article which is not a part of any of its children
* ¢;(a) is the i-th non inline child of the article
* ¢(a) is the set of all the non inline children of the article a
* rp(a) is the h-th normative references which is directly contained in 7(a)
* r(a) is the set of all normative references which are directly contained in #(a)
In order to represent normative references, we define the function R as follows:

v(i) if i is a punctual reference
R(i) = ¢ SM(T(i)) +v(A;(i)) ifiisa generic normative reference (2)
IM(1(i)) +v(P(i))  otherwise

Where:

* T(i) represents the title of the referenced document

* A (i) represent the first article of the referenced document

* T (i) represents the introduction of the referenced judgment

* P(i) represent the motivation of the referenced document

By adopting these recursive functions, we obtain a procedure which creates a vector
representation for each article by leveraging its structure, and which also considers the
normative references contained in the documents.

4.2. Bill-Decisions Similarities

In order to produce a measure of similarity between a bill and the existing decisions from
the Constitutional Court, we use three different similarity measures.
4.2.1. Text Similarity

The first measure is the average similarity between each article of a bill and each para-
graph from the <motivation> tag of the decision. Formally, given a bill » and a decision
J» the similarity is measured as:

|A(D)]
Sap(b, J) = PG Z sim(v(A;(b)),v(P(J))) 3)

Where:
* sim represents cosine similarity;
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* A(Db) represents all the articles of bill b, A;(b) is the i-th article of bill b
* P(j) represents all the paragraphs of the motivation of judgment j, P,(j) is the
h-th paragraph of the motivation of judgment j

4.2.2. Legal Concepts Similarity

Another criterion for the comparison of the judgment and the bill is based on the ratio
decidendi of the judgment (which qualifies the final result of the decision) and the Italian
Chamber Commission assigned to the bill (that qualifies the topics and competencies
of the bill). Since most of the bills are never assigned a Commission, we first use an
unsupervised approach based on similarity to assign the Commission to each bill b as
follows:

Z(b) = argmaxy, <|A(b)| .

| )
; sim(v(AAb)),M(kh») ©))

Where:

* k represents all the Italian Chamber commissions;

* ky, is the textual description of the h-th commission, as found in the Chamber reg-
ulation as provided by its implementation in accordance to art. 22, paragraph 1-bis
Lettera circolare sugli ambiti di competenza delle Commissioni permanenti, 16
October 1996;

Once we obtained the Commission assigned to each bill, the similarity is calculated as
follows:

SCZ(b7j) :Sim<M(kZ(b))7M(d<j))) (5)
Where d(j) is the ratio decidendi associated with the current judgment j.

4.2.3. Reasoning Similarity

Finally, another similarity criterion is the one involving Judgment abstracts and Articles
of the bill. Formally, given a bill b and a judgment j, this similarity can be expressed as:

| A

Sam(b, J) = maxy, <|A| ; sim(v(A,»(b)),M(m;Kj)))) (6)

Where my,(j) represents the h-th abstract associated with judgment j. In this case, since
one judgment can be associated with multiple abstracts, we opted to use the maximum
similarity between the articles of the bill and each of the abstracts. This is motivated by
the possibility of one of the verdicts being more relevant for the bill than the others.

4.3. Unconstitutionality prevention index

In order to show the user a measure of risk for unconstitutionality for a given bill, we
first select the 10 most similar judgments from the court using one of the similarity
metrics from the previous section. Then, the judgments that contain at least one verdict
of unconstitutionality are considered, and the similarity value associated with them is
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used to scale their relative importance in the risk formula. Formally:

_ Eilisu(b)u(b)

k) 21'1:01 si(b)

)

Where s; is the i-th similarity value in the 10 most similar judgment to bill b, while I, (b)
is defined as follows:

Ih(b) = 1 if the h-th judgment contains at least an unconstitutionality verdict ®)
"700  otherwise

By adopting this method, we produce a risk value which is influenced by the relative
similarity of the judgments to the bill and which is able to provide the stakeholders with
a meaningful metric for the risk of unconstitutionality associated with each bill.

Italian English translation

Giudizio di legittimita costituzionale in via inciden-  Incidental controversies on the constitutional legiti-
tale macy of laws

Giudizio di legittimita costituzionale in via princi-  Direct controversies on the constitutional legitimacy
pale of laws

Questione incidentale di legittimita costituzionale Incidental question of constitutional legitimacy

Table 2. The types of judgments which are relevant for our analysis

5. Experimental Settings

From the technical point of view, our goal is to compare the three similarity metrics dis-
cussed in Section 4 and to assess the overall feasibility of this approach. We opted to use
one of the multilingual models from SentenceBERT, namely “paraphrase-multilingual-
mpnet-base-v2” [21]. This model is trained from a monolingual Sentence Transformer
model, namely “paraphrase-mpnet-base-v2” which is based on MPNet [22]. The adopted
approach is based on the teacher-student paradigm, where the goal is to produce a model
where the original and translated versions of the same sentence have a high cosine simi-
larity.

In order to assess the performance of our approach, we tasked an expert in consti-
tutional law to produce a list of 10 bills that involve different topics. Then, the expert
performed a preliminary analysis by annotating relevant decisions that could be used to
assess the risk of unconstitutionality for each bill. In particular, the focus was the cre-
ation of a list of subjects that potentially involve matters of constitutionality, and a list
of judgments that are the most important precedents for each subject. Then, the expert
manually checked the 10 most similar judgments to each selected bill, as produced by
the three similarity metrics. Finally, the 10 most similar judgments were annotated as
either “relevant” or "not relevant”.

The selected bills (Table 3) were identified by our Constitutional Law expert on
the basis of recent Constitutional Court case-law on the topic. Furthermore, to provide
a representative sample of different types of bills, both bills that only modify existing
laws and new legislation (which might also involve modifications of existing laws) were
considered.
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Topic Bill Type of legislative intervention
End of life Bill No. 313/2022 New Act
Employment rights on termination Bill No. 277/2018 Amending Act
Term limits for elected offices Bill No. 1644/2024 Amending Act
Regional autonomy Bill No. 1665/2024 New Act
Protection of animals Bill No. 1109/2023 New Act
Protection of cultural heritage Bill No. 1297/2023 New Act
Life without parole Bill No. 1951/2019 Amending Act
Children’s surname Bill No. 256/2022 Amending Act
Adoption by single persons Bill No. 467/2018 Amending Act
Criminal penalties for drug offences Bill No. 71/2022 Amending Act

Table 3. Type of topics chosen for the experiment

Similarity Criterion Top 10 Recall | Top 5 Recall
Articles-Paragraphs 0 0
Commission-Ratio decidendi 0 0
Articles-Abstract 0.51 0.31

Table 4. Results of the experiments with 10 bills

6. Results Evaluation

To measure the performance of the various similarity criteria, we used recall as a metric,
since we have access to the ground truth judgments provided by our expert, as well
as those that are within the top 10 and top Smost similar judgments to a given bill.
This choice of 10 and 5 judgments was motivated by a mediation between providing
users with as many relevant results as possible, while not overwhelming them with too
many, which would make the method less useful. The results of our evaluation are shown
in Table 4 and they show the recall of the system when using the top 10 and top 5
most similar judgments, respectively. Since we do not have access of a complete list
of true positives, as this would require an extensive and time-consuming exploration of
all the constitutional court judgments, we are unable to calculate the precision of the
system. In our experiments, the comparison between bill articles and the paragraphs
of the motivation proved unsuccessful. This can perhaps be explained by the fact that
this comparison involves many different portions of text, which makes it less reliable.
Furthermore, the differences in language between a judgment and a bill might also have
impacted the performance. The comparison between Chamber of Deputies Commissions
and ratio decidendi from the Court also proved unsuccessful. This result might be due
to the fact that the scope of each Commission is very broad, meaning that some details
about the specific bills cannot be represented correctly. Finally, our best results come
from the comparison between bill articles and abstracts from the Constitutional Court,
which is probably due to the more concise and simpler language used in the abstract
when they are compared with the overall judgments. Furthermore, since each verdict is
associated with its own abstract, this further enhances the granularity of the approach,
allowing the embeddings to be more accurate.

7. Discussion

In order to deepen our understanding of the shortcomings of our approach, we conducted
a post hoc legal analysis of the results. Firstly, we observed that in two cases (Term Limits
for Elected Offices and Criminal Penalties for Drug Offences), our system was unable
to retrieve any relevant judgments. From a legal perspective, both bills made only very
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specific modifications to highly technical existing legislation. Specifically, the bill on
term limits for elected offices consisted of a single substantive article and contained only
one explicit reference to the area of legislation affected by the modification. This suggests
that our methodology performs better when the theme of the legislation is repeatedly
expressed within the legislative texts, whereas it tends to struggle when the context must
be inferred primarily through normative references. Secondly, in the case of the bill on
children’s surnames, the system was able to retrieve all the relevant case-law annotated
by our expert. This bill, while modificative in nature, amends the Civil Code, which is a
particularly structured type of legislation, with a set of topics that are generally mutually
related and with semantically informative article titles. Thirdly, when comparing true
positives and false negatives, it can be observed that the approach struggles to identify
the most recent relevant judgments. In many cases (e.g., end-of-life or employment rights
on termination), the system identified some relevant case-law but missed the most recent
judgments on the matter. This limit is legally significant because of the evolving nature
of constitutional case-law, which requires constitutionality analyses to begin with the
judgments that best reflect the approach of the sitting court. Finally, the system suggested
judgments that were not annotated ex ante by our expert but were considered relevant
in the post hoc analysis. This highlights that very complex, time-consuming, and open-
ended legal tasks, such as researching the relevant case-law to assess the constitutionality
of bills, can benefit from assistive Al-based applications, which are capable of processing
large volumes of information in a short amount of time.

8. Conclusive Remarks

This paper demonstrates an innovative hybrid pipeline to calculate an index of unconsti-
tutionality of the bills of the Chamber of Deputies of Italy. We have fostered the AKN-
XML annotation of the heterogeneous legal sources repository, using embeddings to pre-
pare vectors for similarity comparison. We have also combined different levels of simi-
larity to grasp different aspects of the legal principles in the Constitutional Law to sup-
port the unconstitutionality analysis. The results are promising, but we intend to add
more levels of legal analysis in the future. We aim to improve our work, including Ques-
tion/Answering knowledge graphs coming from the legal knowledge of domain. Sec-
ondly, we intend to annotate some ratio decidendi with an ontology in order to improve
the embeddings with RAG based on supervised legal knowledge. Thirdly, we will start
an in-place evaluation made by legal experts of the Chamber of Deputies to capture more
reasoning models to inject in our system. Another improvement could be a time-sensitive
modeling of the unconstitutionality index, which would consider crucial temporal as-
pects such as the weight of abrogated norms. Finally, we intend to further improve and
validate our results by including articles of the Constitution in the analysis.
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Abstract. Legal decision-making requires comprehensive legislative knowledge
and up-to-date case information. Legal Knowledge Graphs can enhance accessi-
bility of such information, support semantic querying, and serve as knowledge-
intensive components for predictive machine learning applications. To address the
limited availability of legal KGs, this work develops a KG focused on cases of
violence against women. Two complementary construction approaches are pre-
sented: a bottom-up, domain-customized methodology and a novel Large Lan-
guage Model-based solution. Both integrate data extraction, ontology development,
and semantic enrichment using sentences from the European Court of Justice as
sources. The resulting KGs are validated through competency questions and show
potential to improve access to legal information, enable complex queries, and pro-
vide a valuable knowledge backbone for supporting predictive tasks such as case
outcome analysis.

Keywords. Knowledge Graph Generation, Large Language Models, Linked Data,
Semantic Web, Violence Against Women, Prediction.

1. Introduction

In recent years, the legal domain has witnessed an increasing usage of solutions based
on Artificial Intelligence (Al) to effectively manage the legal consultation and decision
process [1,2]. Despite the advancement of legal technologies [3], there is a significant
gap in the availability of structured and easily queryable resources tailored to the legal
domain, such as Knowledge Graphs (KGs) [4]. Current KGs in the legal domain often
do not address specific subtle challenges, particularly with regard to interoperability,
semantic richness, and adaptability to predictive tasks [5,6].

A legal KG must be able to cope with the specific and intricate writing style of laws
and sentences and keep track of their evolution, including exceptions and applicability.
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We address the urgent global phenomenon of violence against women?, a violation of hu-

man rights with serious physical, mental, economic and social consequences [7]. Effec-
tively countering this problem requires coordinated actions from governments, civil soci-
ety, and individuals. Our work contributes by developing advanced tools and knowledge
resources, particularly knowledge graphs, to support the analysis of judicial reasoning,
facilitate policy evaluation, and improve access to structured case-law data, on gender-
based violence. To this end, we introduce a novel Legal KG, specifically designed to
address judicial cases related to violence against women, along with the methodologies
adopted for its development.

The Legal KG is automatically derived from the jurisprudence of sentences of
the European Court of Human Rights® (ECHR), targeting cases of gender-based vio-
lence. It adheres to the FAIR (Findable, Accessible, Interoperable, Reusable) data prin-
ciples. The resource is built upon two methodologies: a customization of the general
KG development process to the legal domain [8] (with a bottom-up solution combin-
ing data extraction, ontology development, and semantic enrichment through alignment
to domain-specific ontologies), and a new approach to automated KG generation, based
on the exploitation of Large Language Models (LLMs), as recent advancements have
opened up new possibilities for automating and improving various phases of ontology
development[9], that could be customized to the legal domain. The two methodologies
produced complementary results: the former provided more precise outcomes, but is
more computationally expensive while the latter is more scalable, but ensured less ac-
curacy. The obtained resource has also been validated via suitable CQs (Competency
Questions) [10].

Besides being the first result addressing the ECHR case law to cases of violence
against women, the Legal KG may serve as a proxy for broader applications. Judicial
pronouncements prediction can be thus viewed a link prediction problem within the Le-
gal KG. This approach can be generalized to other domains, provided that legal KGs are
generated through the proposed methodologies.

The remainder of this paper is structured as follows: Sect. 2 reviews the state of
the art on legal informatics, KGs and ontologies in law. Sect. 3 presents a customization
to the legal domain of the bottom-up KG development process and the resulting Legal
KG. Sect. 4 presents a new approach for automated KG generation, grounded on the
exploitation of LLMs and customized to the legal domain, and the obtained Legal KG.
Sect. 5 discusses the results and the effectiveness of the adopted methodologies. Sect. 6
concludes the paper by outlining future research directions.

2. Related Work

This section reviews state-of-the-art work in legal informatics with a focus on KGs, on-
tologies, and thesaurus initiatives, covering methods for structuring legal data, automated
reasoning, and extracting insights from texts.

The Joint Knowledge Enhancement Model refines LLMs for improved extraction,
applied in building the Chinese Legal KG with 3480 triples but no domain ontology
reuse [2]. Similarly, a judicial case KG leveraging joint event extraction and Dgraph en-

*https://www.who.int/news-room/fact-sheets/detail/violence-against-women
3https://www.echr.coe.int/
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ables retrieval and case analysis but lacks interlinking [11]. The ManyLaws platform pro-
vides advanced legal data access in the EU through analytics and visualization, though
without semantic querying [12]. KG-based approaches for automatic document genera-
tion improve efficiency and quality but do not enable semantic queries [13].

At the operational level, ontologies support compliance checking by modeling deon-
tic norms and enabling reusable reasoning patterns [14]. An RDF-based graph for fine-
grained document retrieval leverages ontologies but requires heavy manual construc-
tion [15].

Prominent KG efforts include the Lynx project on GDPR and contract compliance,
structuring legal documents and linguistic data [16]. Inspired works process institutional
publications for queryability with limited ontology reuse [17], while Vietnamese and
other KGs [18,19] similarly show ontology underuse, though some incorporate ontology
design patterns.

Finally, ontologies and thesauri have been developed to standardize legal terminol-
ogy and foster interoperability across jurisdictions [20]:

EuroVoc* is a multidomain, multilingual thesaurus provided by the Publications Office
of the European Union used to classify EU documents into categories to facilitate
information searching. It is based on the Simple Knowledge Organization System’
(SKOS) standard that is used to represent and organize concepts and vocabularies.

European Law Identifier® is a standard created to identify legislative documents from
European states by providing an ontology and metadata. It provides simplified
access, exchange and reuse of legislation for legal professionals or citizens, and
forms the basis for a representation of the Official Journals of the member states
in the Semantic Web’.

European Case Law Identifier® (ECLI) defines a standard identifier for European ju-
risprudence, together with a minimal set of metadata. The identifier provided by
ECLI is intended to have an identification code whose structure is common among
all member states. This is divided into five parts separated by the colon as in the
following example: ECLI:CE:ECHR:2022:0210JUD007397516.

ECLI identifies case-law and ELI legislative texts, serving complementary roles.
To our knowledge, this is the first KG resource dedicated to legal cases of vio-
lence against women, providing SPARQL queryability, FAIR compliance, and in-
tegration with existing ontologies and legal thesauri, thereby addressing European
legislative specifics and supporting broader legal reasoning and decision-making.

3. Legal Knowledge Graph Construction: Bottom-Up Approach
Advancements in KG engineering have significantly impacted the legal domain by sup-

porting the organization of legislative texts, case law, and regulations, thereby improv-
ing legal reasoning, prediction, data integration, and complex querying. Following the

Shttps://www.w3.org/TR/skos-reference/
"Major progress towards transparency: a new European legislation identifier: https://ec.europa.eu/
commission/presscorner/detail/en/IP_12_1040.
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Figure 1. The adopted pipeline.

general methodology proposed by TamaSauskaité and Groth [8], which distinguishes be-
tween top-down and bottom-up approaches, we adapt the bottom-up strategy to cases
of violence against women. The process consists of six steps: data collection, knowl-
edge extraction, processing and triple generation, ontology creation, KG construction,
and maintenance, with the resulting KG accessible via a SPARQL endpoint. The full
pipeline is openly available as a Python project with documentation on GitHub’.

Regarding Data collection, ECHR judgments and decisions, accessible through the
official website!? have been collected and referenced in a compiled document!!. Specif-
ically, 73 judgments and decisions (in English'?) have been selected by experts in in-
ternational law. For each judgement/decision, we specifically accessed tabs View and
Case Details where View tab provides the full pdf document, while Case Details
tab contains additional semi-structured information (in HTML format), such as publica-
tion details, importance level, and ECLI identifiers, in agreement with the specific for-
mat: ECLI:EC:ECHR:year. For example, ECLI:EC:ECHR:2022:0210JUD007397516
denotes a judgment from February 10, 2022, with appeal number 73975/16.

Using Selenium 4 Library'?, we set up a functionality'# for automatic download
PDF and HTML files for each url sentence, and have them ready for the successive
knowledge extraction step. Indeed, Selenium allows to control a web browser automat-
ically and simulate human actions, such as clicking with the mouse on a specific item.

The Knowledge Extraction and Triple Generation phases process sentence files
to extract triples, using HTML files as the main source. Each sentence instantiates an
ECHRDocument class. The Beautiful Soup library'> was employed to extract information,
including converting defendant state names to Wikidata URIs and standardizing Impor-
tance Level values. From 73 selected judgments (65) and decisions (8), a total of 10,325
triples were extracted, involving 22 predicates and 5,185 entities. These triples were seri-
alized into JSON or processed with RDFLib!® to produce RDF/Turtle files. Redundancy
checks confirmed no duplicates within sentences, while RDFLib automatically removed
cross-file duplicates.

‘https://github.com/PeppeRubini/EVA-KG

Ohttps://hudoc.echr.coe.int/

"https://github. com/PeppeRubini/EVA-KG/blob/main/data/mapping_doc_link.x1sx
Zhttps://hudoc.echr.coe.int/eng

Bhttps://selenium.dev/
Yhttps://github.com/PeppeRubini/EVA-KG/blob/main/src/echr_scraper.py
Bhttps://beautiful-soup-4.readthedocs.io/en/latest/
https://rdflib.readthedocs.io/en/stable/gettingstarted.html
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As for the Ontology Creation and KG construction, in agreement with the on-
tology engineering best practices, we started with the formalization of CQs!” that
the ontology-based KG should address. The CQs adopted for this purpose are sum-
marized in Tab. 1 (first column). For this phase, we also considered existing on-
tologies and vocabulary, such as ECLI, for possible reuse for representing ECHR
pronouncements. However, not all CQs could have been answered using the ex-
isting resources (Tab. 1, second column). New concepts such as DomesticLaw,
Internationallaw, and StrasbourgCaselLaw were introduced, along with prop-
erties including applicationNumbers, importancelLevel, respondentStates,
involvedArticles, and unanimousDecisionIndicators. Individuals were created
for each ruling under StrasbourgCaseLaw, using URI sentences. Overall, metadata
from Case Details enriched the ECLI data and addressed most CQs.

The final KG has been constructed by combining the triples from various judgments
and linked to external resources including Wikidata for geographic information represen-
tation. We also developed three independent visualization solutions by adopting: PyVis
Library'®, RDF Grapher'?, and Neo4j??, respectively.

In order to query the obtained KG, we proceeded with the SPARQL Endpoint pub-
lication. Specifically, the SPARQL endpoint has been implemented as a Flask?! web ap-
plication, leveraging the flexibility and simplicity of the Flask framework for web ser-
vices. Flask, serves as the web framework for handling HTTP requests, routing, and ren-
dering responses. SPARQL 1.1 engine has been used for executing the SPARQL queries.
RDF data is loaded into the RDFLib graph at application startup. The graph supports
multiple serialization formats, such as Turtle, RDF/XML, and N-Triples. The applica-
tion includes two main routes: the home page (/) with a form for submitting queries and
a query endpoint (/query) that processes and displays the results. The interface uses
HTML templates: INDEX.html for query submission and RESULT.html for displaying
results. This setup provides a user-friendly way to interact with and query RDF data.
The SPARQL endpoint, along with the full implementation of the web application, is
available on the GitHub repository??.

A KG on violence against women was built from 73 European Court of Human
Rights judgments, containing 5,185 triples with 22 nodes, 1,747 properties, 5,108 sub-
jects, and 10,325 objects this describes the cleaned KG supporting CQs on document
details (type, date, parties, laws) and links to Wikidata for geographic information. The
resulting KG, publicly available®?, provides a semantically rich interconnected structure
that enables advanced querying and analysis of ECHR decisions pertaining to gender-
based violence. It leverages established semantic web standards and vocabularies, en-
abling interoperability with external resources and datasets. The dataset has been pub-
lished as part of the Linked Data cloud**, adhering to the FAIR principles (Sect. 5).

https://protege.stanford.edu/publications/ontology_development/
ontologyl0l-noy-mcguinness.html

Bhttps://pypi.org/project/pyvis/

Yhttps://www.1df .fi/service/rdf-grapher

Dnttps://neodj.com/

2lhttps://flask.palletsprojects.com/en/3.0.x/

2https://github.com/khaoulafatima/PJ4W

https://github. com/PeppeRubini/EVA-KG/blob/main/KG.ttl

24The dataset can be found at: https://lod-cloud.net/dataset/PREJUSTAWOMAN_PROJECT
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Table 1. Competency Questions Adopted for the Bottom-Up Approach.

Question Corresponding Term
‘What type of document are we dealing with? dcterms:type

When is the document dated? dcterms:date

Can I retrieve the information of a certain case given its identifier? | dcterms:isVersionOf
‘Who represents the applicant? dcterms:contributor
To which European state does the applicant belong? respondentState
‘What was the ruling? dcterms:abstract
‘Was the ruling unanimous? unanimousDecision
Which articles of the Convention were considered? involveConventionArticle
Which laws were considered to reach this conclusion? dcterms:references
‘What is the importance of the ruling concerning future cases? importanceLevel

Is the d t publicly ible? dcterms:accessRights
In which language is the document written? dcterms: language
Where can I consult the document? dcterms:identifier

4. Legal Knowledge Graph Construction: LLM and NLP Pipelines

Recent LLM advances have transformed Natural Language Processing (NLP) by en-
abling ontology development, knowledge graph construction, and query answering.
These models enhance accuracy and efficiency in information extraction, addressing lim-
itations of traditional knowledge engineering methods [21]. These models can augment
traditional approaches by leveraging extensive training data to infer relationships, iden-
tify patterns, and construct meaningful representations of unstructured textual data, such
as court rulings and legal documents.

Legal document analysis technology based on LLMs, with the semantic understand-
ing capacity and contextual modeling ability, may effectively tackle these challenges and
provide powerful auxiliary tools for [22]. This synthesis of LLM and KG enables better
understanding and generation of structured information, addressing long-standing chal-
lenges in the field. Developing legal KGs is challenging due to the domain complexity.
This approach combines LLMs for ontology generation and data extraction with tradi-
tional NLP for structured, precise text processing. Integrating both methods into a uni-
fied pipeline enables the creation of accurate, comprehensive KGs aligned with domain
requirements and validated using CQs.

Effective prompt engineering [23] is essential for leveraging LLMs to produce de-
sired outputs. This approach utilized two key techniques: zero-shot prompting, suitable
for simple tasks with clearly expressed requirements, and few-shot prompting, which in-
cludes examples to guide the model in handling more complex tasks and reducing errors
like hallucination.

4.1. KG Development

The proposed methodology for generating KGs from legal rulings integrates advanced
LLMs and traditional NLP techniques into a cohesive workflow. It involves two
pipelines, one of which is an NLP-based pipeline?>. The LLM pipeline includes docu-
ment preparation, RAG (Retrieval Augmented Generation) development, ontology and
KG creation, and competency question validation, while the NLP pipeline focuses on
preprocessing, POS tagging, and triple extraction for constructing KGs.

Bhttps://github.com/Fra3005/PreJust4Womans
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4.1.1. LLM’s Pipeline

Document Preparation: The case study focused on analyzing and constructing KG from
legal judgments, considering two distinct types of input. The first type utilized the en-
tire judgment (full-text), while the second involved a specific sub-part of the judgment,
selected by domain experts. The aim was to assess the effectiveness of both input types.
For preparation, automated functions were used to extract text from PDFs for the full-
text input. However, due to the varying structure and complexity of each judgment, man-
ual extraction was employed for the sub-part input. Once the text was extracted, it was
formatted into a document, ready for the subsequent steps.

RAG’s Creation: RAG models have been employed to limit the output of LLMs to
the context of each specific document. Although LLMs are trained on vast amounts of
data, sometimes they struggle with providing accurate responses to specialized tasks.
To address this issue, RAGs enhance traditional LLMs by integrating well-defined cor-
pora [24], enabling LLMs to access two types of data when responding to user queries:
parametric data, which refers to the model’s training data, and nonparametric data, which
consists of new, external data stored in a vector container. The LLM inspects this non-
parametric data to generate precise answers. For the creation of RAGs, the TogetherEm-
bedding method?® from the LangChain library was used. BERT-M2 served as the embed-
ding model for semantic search within the vector dataset, and FAISS?’, accessed through
the langchain_community library, was used to manage the vector dataset. RAGs were
created for all five documents involved, which were then used as the contextual basis for
the LLM to generate responses to various prompts.

Base’s Ontology Creations: At this stage, the ontology, serving as a T-box for con-
structing the final KGs, was developed. Initially, GPT-4.0 was employed to generate a
foundational ontology, as Mixtral 8x22b proved incapable of creating a general schema
for this topic. Using GPT-4.0 resulted in a basic ontology containing core elements such
as classes (e.g., Abuse and LegalCase) and ObjectProperty. Subsequently, the ontology
was enriched with additional elements using Mixtral, which, despite explicit instructions
in the prompts, tended to add extra components like DataProperty and ObjectProperty
during the KG generation process. To further refine the ontology, a zero-shot prompting
technique was applied to domain-specific documents. Prompts instructed the model to
expand the ontology by incorporating fundamental concepts from these documents. This
process was repeated with several randomly selected documents and, after multiple iter-
ations, it was observed that Mixtral consistently produced similar elements regardless of
the input document. This indicated structural similarities among the documents, allowing
the newly generated elements to be reused across them, effectively identifying common
patterns. Once the ontology was finalized, a thorough review was conducted to eliminate
superfluous elements in the schema. This step addressed inconsistencies and redundan-
cies in DataProperty elements, ensuring the alignment with the project requirements.
KG Creation: Building on the created ontology and the RAG for each document, a
prompt engineering phase was undertaken to generate KGs for each document. This
phase utilized a few-shot prompting technique to design effective prompts. Once the in-
dividual KGs were generated, they were merged into a unified graph. The merging pro-

Zhttps://python.langchain. com/v0.2/docs/integrations/text_embedding/together/
2"https://python.langchain.com/v0.1/docs/integrations/vectorstores/faiss/
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Table 2. Score CQs answering of Large Language Models Approach.

Results Full-text | Sub-part
Which legal case is associated with Violation? 3 4
What is the legal outcome of Case? 4 4
What is the reason stated for the judgment? 4 2
What abuse is related to Judgment? 5 4
What is the severity level of Abuse? 2 2
What is the duration and frequency of Abuse? 3 2
Which legal articles are violated? 4 4
What is the context of Abuse? 5 4
Which court judged the Case? 2 1
What are the damages related to Judgment? 1 3
What are the consequences of Abuse? 5 4
How much in legal damages and costs were awarded? 0 4
What is the legal status? 5 3
Total 40/65 37/65

cess preserved the distinct entities from each document and ensured consistency across
the combined KG.

CQ’s Creation and Answering: CQs were generated with Mixtral based on the ontol-
ogy, with a subset selected for use. Mixtral then produced zero-shot answers for these
CQs, which were manually verified against the KG and source text to avoid hallucina-
tions. The validated results were stored in a CSV file for further analysis.

4.1.2. NLP’s Pipeline

Preprocessing: This step, as described above, was conducted to evaluate and compare
new LLM-based approaches. The process was applied to only one of the five previously
analyzed documents. Initially, after the document was read and its text extracted, a pre-
processing phase was carried out using the NLTK library 28, This phase involved several
steps, including punctuation removal, tokenization, stopword removal, and lemmatiza-
tion, to prepare the text for subsequent analysis.

Part of Speech: After tokenization, the SpaCy library was used to perform POS tagging
for each token. POS tagging is a NLP technique that categorizes the components of
a sentence, making it particularly valuable for complex tasks like Sentiment Analysis
or Machine Translation. In this study, POS tagging was utilized to extract triples from
the document. Tokens were categorized into "subj" (subject), "verb," and "obj" (object)
based on their grammatical roles, enabling the creation of structured triples.

Triples Creation: Finally, triples were constructed by associating each identified subject
with its corresponding verb and object. This process resulted in a structured representa-
tion of the text, capturing meaningful relations between entities within the document.

4.2. Empirical Evaluation and Results

The LLM-based KG generation was qualitatively evaluated using CQs. Across 5 doc-
uments with 13 CQs each, full text inputs produced 61.5% consistent answers, while

Bhttps://wuw.nltk.org/
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sub-part inputs yielded 56.9%. This shows a trade-off: full-text offers broader coverage,
whereas sub-parts provide more focused and relevant results, particularly for factual or
procedural queries, offering insight into the KG structure, coverage, and correctness.

This approach assesses LLMs in knowledge engineering tasks such as ontology gen-
eration, instance creation, and comparison with traditional NLP methods. LLMs strug-
gled to create complete domain-specific ontologies using only pretrained knowledge, re-
quiring additional documents and expert oversight. While the generated ontologies gen-
erally performed well, instances were sometimes incomplete or inaccurate, highlighting
the need for human validation. Two specific use cases were explored to evaluate the ef-
fectiveness of LLMs in document processing:

1) Full-text approach: This use case involved processing the entire document to construct
KGs and answer CQs. While this approach provided the highest quantity of responses
due to its comprehensive coverage, the relevance and accuracy of the responses varied.
Full-text processing captured more nuanced information but required significant manual
verification to filter out irrelevant or incorrect outputs. The technical challenges included
longer processing times and token size limitations inherent in LLMs.

2) Sub-part approach: The approach used expert-selected text segments to focus on the
most relevant content. While it generated fewer responses than using the full text, it was
faster, avoided token limits, and better aligned with expert objectives, though it relied on
careful expert input to avoid missing important information.

The evaluation of the CQs (Tab. 2) emphasized responses aligned with the text,
excluding incomplete entities generated solely by the LLM. The resulting KG, available
in the GitHub repository®’, structures knowledge from legal and policy documents on
women’s rights and gender-based issues. It defines 12 classes, 9 object properties, and
17 data properties, outlining the domain’s conceptual structure without instances, and
serves as a basis for instantiating real-world scenarios and answering CQs.

The CQs were validated for accuracy against source documents. Comparing the two
use cases showed that the full-text approach yields more information, while the sub-part
approach is better for targeted, domain-specific tasks. This highlights the need to balance
data coverage with precision, guided by expert input, to optimize LLM results.

5. Comparative Overview: Bottom-Up vs LLM-Based Approaches

We have proposed two distinct methodologies for constructing KGs based on sentences
on cases of violence against women: a bottom-up approach and an LLM-based approach.
This section discusses the two approaches, comparing their methodologies, outputs, and
suitability for our purpose. A summary of the discussion is provided in Tab. 3.

The bottom-up approach yields precise, domain-specific KGs aligned with resources
like ECLI and Wikidata, supporting formal reasoning and SPARQL but demanding sig-
nificant effort and offering limited adaptability. The LLM-based approach, using zero-
/few-shot prompting and retrieval-augmented generation, enables scalable, flexible, and
rapid KG creation, though validation is essential to mitigate inaccuracies. Together, they
are complementary: bottom-up ensures semantic accuracy, while LLMs support fast pro-
totyping and large-scale processing.

2https://github.com/Fra3005/PreJust4 Womans/blob/main/Commons/final_onto.ttl
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Table 3. Comparative Analysis of Bottom-Up and LLM-Based Approaches.

Criteria

Bottom-Up Approach

LLM-Based Approach

Methodology Structured pipeline Combine LLM capabilities with NLP and RAG techniques
Strengths High precision and semantic alignment; Reliable for domain- | Fast and scalable KG creation

specific; Structured tasks
Challenges Labor-i and time-cc less adaptable to novel | Accuracy issues (hallucination and token limits

or unexpected patterns

Performance on CQs

Excels in precise, structured queries using semantic standards

Generate broader responses but needs post-processing to en-
sure relevance

Use Case Suitability

Best for formal legal reasoning and SPARQL-based tasks

Ideal for exploratory tasks, large scale processing, and rapid
prototyping

Scalability

Limited scalability due to manual data processing

Highly scalable for diverse and large datasets

Output Consistency

Outputs are precise and domain-aligned

Outputs may vary in consistency and require refinement

Ontology Adaptability

Limited to predefined ontologies

Highly adaptable to diverse and nuanced data patterns

Ontology Concepts

Higher initially, with many specific concepts emerging from
data

More limited, well-organized in a clear hierarchy

Ontology Relations

More dynamic, based on frequently occurring relations in data

Accurate and based on logical modeling

Ontology Size

Large in size (583.7 KB), including a more extensive set of
classes, properties, and relationships

Smaller in size (6.4 KB), suggesting a more concise ontology
with potentially fewer classes and relationships

Ontology Development: The project produced two ontologies: one generated with an
LLM, which was efficient but generic, and another developed bottom-up, which was se-
mantically richer and aligned with legal reasoning. Their comparison shows the com-
plementary strengths of automation and expert-driven design, emphasizing the need for
refinement to ensure legal fidelity. This hybrid approach demonstrates the feasibility of
combining structured extraction with LLM techniques for scalable KG generation, sup-
porting broader access to legal data and enhancing interpretability of predictions.
Ensuring FAIRness in Legal Knowledge Engineering: The LKG complies with the
FAIR (Findable, Accessible, Interoperable, Reusable) principles. It is findable via a per-
sistent DOI®” and its registration in the Linked Data Cloud’!. It is accessible through
Zenodo, GitHub, and a public SPARQL endpoint. The KG ensures interoperability by
using the RDF/Turtle format and standard vocabularies, and is reusable under a CC BY
4.0 license with full documentation and source code on GitHub.

6. Conclusion

With this paper, we introduced a novel Legal Knowledge Graph focused on sentences
about cases of violence against women. Designed in accordance with FAIR principles,
the Legal KG ensures interoperability and possibly reusability across legal and Al sys-
tems. To construct the KG, two automated methodologies have been adopted/tailored: a
bottom-up approach and an LLM-based approach. Each methodology offers distinct ad-
vantages: precision and domain-specific accuracy for the case of the bottom-up solution;
scalability and flexibility for the case of the LLM-based approach.

Future work will focus on merging the two KGs into a unified resource, to be possi-
bly expanded, and on extending the KG applicability to the automated detection of legal
patterns. Additionally, we are planning to experiment the applicability of the proposed
methodologies to other legal domains in order to showcase the generality of the pro-
posed solutions and ultimately contributing to a unified, FAIR-aligned representation of
European laws that may enhance legal automation and judicial efficiency.

Onttps://doi.org/10.5281/zenodo . 15270173
3lhttps://lod-cloud.net/dataset/PREJUST4WOMAN_PROJECT
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Explaining Discretionary Judicial
Decisions Using Answer Set Programming

Josephine DIK
TU Wien

Abstract. We introduce a method for analyzing discretionary judicial decisions by
testing the internal consistency of judges’ reasoning and uncovering their underly-
ing assumptions. The approach represents both the facts of a case and the judge’s
stated evaluation in Answer Set Programming (ASP) and uses a Python analysis
to examine the resulting answer sets. Applied to a child custody case, the method
reveals the weights implicitly assigned to different factors, highlights when the rea-
soning cannot support the outcome, and identifies alternative weightings that would
make the decision consistent. The contribution is a formal tool for making judicial
reasoning more transparent, analyzable, and open to critique.

Keywords. explanations, answer set programming, judicial discretion, judicial
decision-making, deontic concepts

1. Introduction & Approach

Judicial discretion is an inescapable and integral part of most legal systems. It requires
the judges to weigh competing considerations, interpret norms, and make decisions
where the law leaves room for subjective judgment. However, discretion does not im-
ply arbitrariness, and the more a decision relies on discretionary balancing, the more its
legitimacy depends on a transparent and logically coherent justification [1,2].

Despite the central role of judicial discretion in legal reasoning, it has received lim-
ited attention in the field of Al&Law. Most computational models of legal reasoning
emphasize rule formalization or case-based inference, often treating decisions as fol-
lowing deterministically from stated inputs. Traditionally, discretion is considered to be
one of the main limitations of such a derivation mode [3,4,5,6,7] and is therefore rarely
addressed in logic-based methods.

Our earlier work begins to address this gap by formalizing the normative character-
istics of discretionary decision-making in child custody cases [8,9]. In the current paper,
we take the next step: rather than modeling discretion itself, we test whether the justi-
fication the judge gives for their discretionary decision is logically consistent, and we
expose their underlying assumptions.

To do so, we use Answer Set Programming (ASP) [10]: a declarative framework
and one of the most well-known and successful paradigms for knowledge representation
and reasoning. We use ASP to generate all consistent explanations of judicial decisions
given a certain case, and use Python to examine the conclusions that can be drawn about
the reasoning of the judge. Rather than replacing judicial reasoning, the tool aims to
reconstruct the implicit weightings and trade-offs that explain a given decision.
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We apply our framework to an area of law where the use of discretion is apparent:
child custody cases. Here, the only principle to serve is that the decision must be in
the best interest of the child. Given the variety of features influencing what is in the
best interest of a child in a given family (divorce) situation, the Hungarian! statutory
law (both the Civil Code and the Family Act) leaves it to the judge to deliberate these
features. The Supreme Court’s Directive nr 17> provides some further details pointing
out that the judge must carefully examine whether the parents’ personalities, lifestyles,
and moral qualities make them suitable for raising the child. Moreover, Directive 17
provides framing regarding how free the judge is in their deliberation. It is pointed out
that giving excessive weight to a particular circumstance and ignoring other aspects goes
against properly enforcing the child’s best interest when deciding custody. This set of
provisions affirms that discretion is allowed in the assessment, particularly in assigning
the importance and weight of each factor.

In our implementation, we build on the framework presented in [9], where the nor-
mative characteristics of judicial discretion in child custody cases are captured using
ASP. We make use of their encoding of the case structure. Here, each parent is associ-
ated with a set of properties that have a normative status. A property is obligatory (e.g.,
providing safety) when it is obligatory for a judge to make a decision for a parent with
that property. Conversely, a prohibition for a property (e.g., being in jail) implies that
it is prohibited for a judge to make a decision for a parent with that property. Thus, to
be eligible for custody, a parent must have all obligatory properties and none of the for-
bidden ones. Once both parents are eligible, the remaining properties are interpreted as
three types of nuanced permissions: 1. positive permissions, making a decision that is not
only permitted but even encouraged, 2. negative permissions, being discouraged, while
still allowed, 3. neutral permissions, where no preference is taken. The nuances allow us
to describe the effect of deliberation, differentiating between making a decision that is
not only permitted but even encouraged, from those being discouraged, while still fine,
or those being neutral. These permitted properties are weighted according to their im-
portance for the child’s development using natural numbers, and these result in the final
decision. In this work, we merely focus on the permitted properties.

The final procedure is as follows. First, we input a written case as well as a justi-
fication of a judge into a GPT-40 component. This component formalizes the case into
an ASP encoding. This encoding consists of the properties of each parent, whether these
properties are good or bad, whether the judge considers these properties very important,
important, or not so important, and the decision of the judge for either parent A or parent
B. Then, the ASP solver checks whether there are any models satisfying this encoding,
and if so, it looks for all possible weight assignments for these properties. We refer to
the three labels very important, important, and not so important as the importance cat-
egories. If a judicial justification is consistent, we employ Python to systematically ex-
amine the structure of all possible weight assignments generated by the ASP encoding.
In this analysis, we extract the predicates that are present in all answer sets, which helps
identify the assumptions that are implicitly necessary to explain a decision, and analyze
relations between the weights of a property across all answer sets. We also compute the

ITo stay consistent, we have looked into one national legal system, but it could have been any one of them,
we suppose that the main setup and considerations are similar (at least in the European countries).

Zhttps://kuria-birosag.hu/hu/iranyelvek/17-szamu-iranyelv Strictly speaking this Directive is not applicable
anymore, but judges tend to act still in its spirit hence its content still prevails in the Hungarian judicature.
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minimum and maximum weights and differences between property weights across all
models. Moreover, we examine subsets of answer sets grouped by specific orderings of
properties. We use GPT-40 to generate the ASP encoding, as this shows the potential for
automating the entire process in the future, where a written case is the input, and the final
analysis is the output.

While the weights are represented by natural numbers, we acknowledge that judges
do not reason in explicit numeric terms. Their decisions, however, imply a relative im-
portance that simple importance categories (or other labels) cannot fully capture. For
example, assume four properties p,q,r,s are labeled very important, but ordered as
p < q <r<s. If Parent A has properties s and p and Parent B has properties ¢ and r,
the label alone does not determine the outcome. Numeric values make such distinctions
explicit. Exactly because these weights are not explicit, our approach provides a formal
means to reconstruct and analyze the assumptions that underlie a given decision, making
it easier to identify inconsistencies, justify appeals, or subject decisions to critique. How-
ever, to mitigate the risks of relying solely on numeric weights, we use an intermediate
layer of abstraction via the importance categories, and use our tool to extract more in-
formation on the exact importance. We select 21 as the maximum weight for this imple-
mentation for several reasons. First, it allows for a division into three equal-width cate-
gories, enabling fine-grained distinctions while maintaining interpretability. Second, our
running example includes six properties, and this range supports sufficient expressive-
ness to represent diverse judicial priorities without overwhelming the ASP solver with
complexity. While other upper bounds could have been chosen, 21 strikes a balance be-
tween legal granularity and computational tractability. Future work will explore whether
alternate scales affect the stability or fairness of outcomes.

The remainder of this paper is structured as follows. Sec. 2 introduces the basics of
ASP and its key features. Sec. 3 describes our encoding in ASP and the analysis with
Python. Sec. 4 puts the framework into practice and applies it to a child custody case.
Sec. 5 discusses related work and concludes the paper.

2. Answer Set Programming in a Nutshell

We provide the foundational background necessary to understand the formalization in
ASP and present how we utilize ASP’s key features. The concepts used are aligned
with [10], which we also recommend consulting for those not familiar with ASP.

Logic Programs and Rules. ASP is a declarative programming paradigm that uses
rules to find models (answer sets) and operates over a set of atoms Ar. A literal is ei-
ther an atom p € At or its explicit negation —p. An extended logic programme [11] con-
sists of rules of the form: Hy;...;H,, :- By,...,B,,notB,11,...,notB; where m,n,k > 0,
and each H; and each B; are literals. Here, not denotes weak (default) negation. The
comma on the right-hand side represents a conjunction, and the semi-colon a the left-
hand side a disjunction. In this syntax, the head of the rule is the atoms on the left-
hand side, Hy,...,H,, and the body those on the right-hand side is By,...,B, and
notB,.1,...,notB. Intuitively, the rule states: if all By,...,B, are true, and none of
B,.1,...,By are true, then one of Hy,...,H, must be true. When the head of a rule is
empty, the body must not hold. For instance, the rule :- p(1) states that p(1) is false,
eliminating any answer set containing p(1).
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The reduct of a programme IT w.r.t. an interpretation 7', denoted I1”, is obtained by
(1) removing rules with a default literal not L in the body if L € T, and (2) removing
default literals from remaining rules. An interpretation 7 is an answer set of II if it is
minimal (under set inclusion) among all interpretations satisfying IT’ .

Aggregates. ASP allows for the direct use of aggregates, which are elaborately de-
scribed in Chapter 7 of [10]. Specifically, the aggregate #sum is useful for our applica-
tion, as it allows us to sum all values of the properties of a parent. This results in a final
score for each parent, determining the choice of the judge.

Multiple Answer Sets. The output of an ASP programme is all minimal answer sets
that are consistent with the rules given by the programme. In our approach, each an-
swer set includes a possible numeric weight for each property, and thus each answer set
represents a possible explanation of the decision of the judge.

Non-monotonicity. ASP follows a non-monotonic approach to reasoning, allowing
the representation of incomplete information, see e.g. [12]. This allows conclusions to
change as new information is added. For example, a choice to grant custody to a mother
can result in a choice for the father when new properties are added to the case. Specifi-
cally, previous explanations are dismissed when more predicates are added to the case.

Use of Python Our approach builds on the multiple answer sets that an ASP pro-
gramme outputs. In some cases, the number of answer sets can be very high, which
requires a script to analyze the output. We do this using Python, described in Sec. 3.

Remark 1 The full code used to produce the results in this paper can be found on the
following github repository: https://github.com/josephinedik/JURIX2025.git. All results
were generated using clingo version 5.4.0 (see [13]) and Python version 3.6.7.

3. Implementation

Our implementation can be found in Table 1. The predicates used are the following:

» props(X) denotes that X is a property;

* parent(P) denotes that P is a parent;

* hasProp(PX) denotes that parent P has property X;

* 0bl(X) resp. perm(X) denotes that a property X is obligatory resp. permitted;

* goodness(X) resp. badness(X) denotes that property X is good resp. bad;

o permPlus(X) resp. permMin(X) resp. permZero(X) denotes that X is a positively
resp. negatively resp. neutrally permitted property;

e num(N) denotes that NV is a natural number;

* weight(X,N) denotes that X has a weight of N where N is a natural number;

* values(X,N) denotes that X has a value of N where N is an integer;

* choose(P) denotes that parent P was chosen by the judge;

* points(P,N) denotes that parent P has N points;

* category(C) denotes that C is a category;

* catProp(X,C) denotes that a property X has category C.

As usual, capital letters represent variables; we will use (words starting with) lower-case
letters for constants. Rules (1)-(16) are directly imported from [9]. The rules depicted
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obl(-X) :- -perm(X). -perm(-X) :- obl(X). perm(-X) :- -obl(X). -obl(-X) :- perm(X). (1)
:- obl(X), obl(-X). perm(X) :- obl(X). 2)
-goodness(X) :- badness(X). -badness(X) :- goodness(X). 3)
permPlus(X) :- goodness(X), props(X), perm(X). “4)
permMin(X) :- badness(X), props(X), perm(X). )
permZero(X) :- not badness(X), not goodness(X), props(X), perm(X). (6)
num(1..21). @)
1{weight(X,N): num(N) } 1:- props(X). 8)
weight(X,0) :- permZero(X). 9)
values(X,0) :- weight(X,0). (10)
values(X,Y) :- weight(X,Y), permPlus(X). (11
values(X,-Y) :- weight(X,Y), permMin(X). (12)
points(PX) :- X=#sum{N,Y :values(Y,N), hasProp(P,Y)}, parent(P). (13)
choose(P) :- X>Y, points(P,X), points(Q,Y), parent(P), parent(Q). (14)
- X=Y, points(P,X), points(Q,Y), P!=Q. (15)
:- choose(P), choose(Q), P!=Q. (16)
category(unimp). category(imp). category(veryimp). 17)
:- props(X), catProp(X,unimp), weight(X,N), N>7, num(N). (18)
:- props(X), catProp(X,imp), weight(X,N), N<8, num(N). (19)
:- props(X), catProp(X,imp), weight(X,N), N>14, num(N). (20)
:- props(X), catProp(X,veryimp), weight(X,N), N<15, num(N). 20
1{catProp(X,Y):category(Y)} 1 :- props(X). (22)
perm(X) :- props(X). 23)

Table 1. Core Code

on rows (1) and (2) represent the properties of the deontic operators. The rules on (1)
state that obligation and permission are interdefinable; and (2) states that a property can
not be both obligatory and prohibited, as well as that obligatory properties are permitted
properties®. The rules on row (3) state that if a property is bad, it is not good, and vice
versa. Rules (4)-(6) define the different types of permissions, where (4) is the positive
permission, (5) the negative permission and (6) the neutral permission. Regarding the
weights, we only consider natural numbers between 1 and 21 (7), and each property has
exactly one weight (8). The final value of a property follows from the type of permission
that holds and the weight (9)-(12): when a property is neutrally permitted, then it gets a
weight of zero (9) and a value of 0 (10); if a property is positively permitted the value is
the same as the weight; lastly, if a property is negatively permitted then the value is the
weight negative (12). The points of a parent are calculated by summing all values of the
properties that the parent has (13). The person with the most points is chosen (14). Since
a judge has to make a decision, two parents can not have an equal amount of points (15)
and only one parent can be chosen (16).

Outside of weights, properties are also divided into one of the three importance
categories: not so important (unimp), important (imp), and very important (veryimp)
(17). Rules (18)-(21) define how the properties are classified into categories: when the
weight is 7 or lower, a property is not so important (18); if their weight is between 8
and 14, a property is important (19),(20); when the weight is 15 or higher, the property

3While we do not consider obligatory properties in this paper, we include these rules for completeness.
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is important (21). Each property has to be put in exactly one category (22). As we only
focus on permitted properties, we add rule (23).

Analysis using Python

A case description consists of a set of rules of the form props(X), parent(P), hasProp(P.X),
goodness(X), and badness(X). The justification of the judge is a set of rules of the form
catProp(P,C). To analyze all possible explanations given these rules, we developed a
Python-based tool, which works as follows.

Formalizing case using GPT-40 As a prompt, we give the case description and the
template of the ASP formalization, describing what the predicates mean. The exact
prompts can be found here.

Extracting Answer Sets Using Clingo’s Python API, we load the ASP programme
and extract all answer sets. Each model is represented as a Python dictionary mapping
property names to their weights, as our focus is on analyzing the weights.

Global and Conditional Weight Relations The main goal of the analysis is to iden-
tify generalizable numerical constraints that describe how weights relate across models.
For each pair of properties p and g, we search for minimal functions, namely: 1. mul-
tiplicative bounds and 2. difference bounds. Multiplicative bounds are functions of the
form p > k- g, which means that the weight of property p is at least k times as much
as the weight of g, where k is the largest natural number for which the inequality holds
across all answer sets. These functions are first derived across all answer sets, then also
conditionally within subsets that share a certain structure. Namely, for each property p
and g for which the ordering is unknown, the tool analyzes the multiplicative bounds of
the answer sets where p is more important than ¢ and those where g is more important
than p. The ability to partition answer sets by property orderings and examine weight
constraints within each subset is a unique advantage of ASP-based reasoning. It allows
us to simulate multiple plausible judicial perspectives and identify where and how they
diverge. Then, difference bounds are functions of the form m > |p — g| > n where m is
the maximum difference of weight between two properties p and ¢, and » the minimum.

Output When the ASP encoding is satisfiable, the script prints the multiplicative
bounds and the difference bounds. When the encoding is unsatisfiable, and there are no
answer sets, we conclude the justification for the decision given by the judge is inconsis-
tent. In this case, the script removes one by one the predicates of the form catProp(X,C)
to see which predicate causes the inconsistency. This allows us to find which property or
which set of properties has a different weight than claimed by the judge.

4. Framework into Practice

We demonstrate the practical utility of our framework by applying it to a real-world Hun-
garian child custody case from [8]. Our goal is twofold. First, to test whether a judge’s
justification for a decision is logically consistent, and, if not, what minimal changes are
needed to recover consistency. Second, to reveal implicit assumptions present in the jus-
tification of the judge w.r.t. the weight of the properties.
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Example 1 (Case Description) In this case, both parents are capable of raising children
appropriately. Where differences can be found are the following: Parent B does not have
a good relationship with the child (actually hit him once in a conflict). The child has a
good relationship with Parent A, additionally, the child declared their wish to live with
this parent. Parent A, when the deterioration of the marriage seemed to be final, decided
to move first to Austria, then to Germany with the child without the consent of Parent B.

Using GPT-4o, this case is encoded using the following predicates:

parent(a;b).

props(capable_of raising_children).

props(good_relationship_with_child; child_wants_to_live_with_parent).

props(moved_without_consent; bad_relationship_with_child;hit_child_once).

hasProp(a, capable_of_raising_children; a, good_relationship_with_child).

hasProp(a, child_wants_to_live_with_parent; a, moved_without_consent).

hasProp(b, capable_of_raising_children; b, bad_relationship_with_child; b, hit_child_once).
goodness(capable_of_raising_children; good_relationship_with_child; child_wants_to_live_with_parent).
badness(moved-without_consent;bad_relationship_with_child; hit_child_once).

The judge granted custody to Parent B and provided the following justification.

Example 2 (Justification Judge) Even though it is very bad that Parent B hit the child,
the judge at the court of the first instance found that moving abroad was not only illegal
but also exceptionally estranging the child from Parent B. While the child declared his
wish to live with Parent A, the judge found that this is due to this conscious estrangement,
hence not to be taken seriously and thus granted full custody to Parent B.

The justification offered by the judge is encoded in ASP as follows:

catProp(capable_of raising_children, unimp).
catProp(good_relationship_with_child, imp).
catProp(bad_relationship_with_child, imp).
catProp(child_wants_to_live_with_parent, unimp).
catProp(moved_without_consent, veryimp).
catProp(hit_child_once, veryimp).

choose(b).

Running our ASP model with the given justification resulted in no answer sets. This in-
dicates that the justification is logically inconsistent with the final decision. The incon-
sistency was traced to the following lines.

I Found 0 models.
> Constraints at line 31 in ’file.lp’ are causing unsatisfiability .
3 Constraints at line 29, 30 in ’file.lp’ are causing unsatisfiability .

Line 31 corresponds catProp(hit_child_once, veryimp), and the lines 29 and 30 corre-
spond to catProp(good_relationship_with_child,imp) and catProp(bad_relationship_with
_child,imp), respectively. This means that the decision, as justified, cannot be supported
under any consistent assignment of weights. Therefore, some properties were evaluated
differently than claimed®.

First, we evaluate the output without the constraint catProp(hit_hild_once,veryimp).
This reveals that all answer sets contain catProp(hit_ child_once,unimp), and thus this

4We acknowledge there can be other reasons for this inconsistency, which we discuss in the conclusion.



56 J. Dik / Explaining Discretionary Judicial Decisions Using Answer Set Programming

property is deemed unimportant. Moreover, the maximum weight is 3 and the minimum
weight 1. Conversely, the property moved_without_consent has a high weight, between
19 and 21.

From the justification of the judge, we assume they deem the hitting of the child
still more important than the desires of the child, as the judge notes that the hitting of
the child is very bad and that the desires should not be taken seriously. Therefore, we
analyse the subset of answer sets where the property hit_child_once is more important
than child_wants_to_live_with_parent, and look at the multiplicative bounds:

I Analyzing hit_child_once > child_wants_to_live_with_parent:

> bad_relationship_with_child > 2-hit_child_once

3 bad_relationship_with_child > 7-child_wants_to_live_with_parent
1 good_relationship_with_child > 2-hit_child_once

5 good_relationship_with_child > 7-child_wants_to_live_with_parent
6 moved_without_consent > 19-child_wants_to_live_with_parent

This sheds light on how irrelevant the desires of the child are with respect to the other
properties, and how big the difference between these weights is. As the exact value of
these numbers depends on the maximum value given (in our case 21), we do not treat
these as inherently meaningful. Instead, the numbers merely indicate whether a property
overwhelmingly dominates another property or less so.

Second, we remove line 29 (catProp(good_relationship_with_child, imp)), and
line 30 (catProp(bad_relationship_with_child, imp)), and add back line 31 (catProp(
hit_child_once, veryimp)). Then, it shows that in all answer sets these properties are
marked unimportant, with a maximum weight of 3 and a minimum weight of 1. Ad-
ditionally, the weights of these properties are close to the weight of the property
child_wants_to_live_with_parent, shown by the following output:

I 2>|child_wants_to_live_with_parent —bad_relationship_with_child|>0
2> 2>|child_-wants_to_live_with_parent —good_relationship_with_child |>0

Meaning that the desires of the child are approximately equally (un)important as whether
the child has a good or bad relationship with the parent.

In both situations, whether we remove the importance of the relationship or the
importance of hitting the child, both analyses reveal the following:

I moved_without_consent > 6-child_wants_to_live_with_parent
> Max weight of moved_without_consent is: 21

3 Min weight of moved_without_consent is: 19

4 Max weight of child_wants_to_live_with_parent is: 3

5 Min weight of child_wants_to_live_with_parent is: 1

This judge deems indeed that moving without consent has a high weight, at least 19,
while what the child wants is minimal, at most 3. An appeal judge looked at this case
and disagreed with this assessment. Their reasoning is given in the following example:

Example 3 The appeal court reevaluated the situation and found that the first judge had
given unjustifiably great weight to the move and the implied estrangement, not evaluating
properly the opinion of the child himself, who is old enough to have a reliable opinion
immune to significant manipulation, having an established point of view in which the bad
behavior of Parent B rather played a role. Hence, the appeal judge granted full custody
to Parent A.
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This was encoded as follows:

catProp(capable_of_raising_children, unimp; moved_without_consent, unimp).
catProp(good_relationship_with_child, imp;bad_relationship_with_child, imp).
catProp(hit_child_once, veryimp;child_wants_to_live_with_parent, veryimp).
choose(a).

This justification is logically consistent, resulting in 117649 models, where the weights
of hitting the child and what the child desires lie between 15 and 21.

As shown in this section, we check for consistency, reveal what would need to
change to recover consistency, and expose the underlying weight assumptions. Addition-
ally, this case underscores the role of judicial discretion: while both judges work with
the same facts, their differing value prioritizations lead to opposing outcomes. Our tool
makes such discretion transparent and traceable, crucial for legal reasoning in systems
striving for both fairness and accountability.

5. Related Work & Concluding Remarks

This paper introduced a novel approach for analyzing discretionary judicial decisions in
child custody cases. By reverse-engineering judicial justifications through ASP models
and systematically evaluating their consistency via Python analysis, we demonstrated
that it is possible to uncover implicit assumptions and inconsistencies in judicial reason-
ing, even when decisions appear to be well-justified on the surface.

The Al&Law community has given little explicit attention to the development of
formal methods for discretionary reasoning. Around the early 2000s, a line of work ex-
amined discretion directly in the context of prediction in Australian (family) case law
using neural networks for knowledge discovery from database [14,15,16,17,18,19]. To
our knowledge, our efforts in [8,9], where we introduced nuanced perrnissions5 for the
deliberation within judicial discretion, are the first to address the normative character-
istics of judicial discretion and to approach judicial discretion using symbolic methods.
First, using modal logic in [8] and later using ASP [9].

The use of ASP is justified due to its use of constraints and its clear connection
to the theory of constraint satisfaction, see e.g. [26,27], which provides an established
theoretical framework for analyzing the coherence and justification of legal reasoning.
This theory defends principles of reasoning not on the basis of their validity but on their
coherence with the inferential practice. Our notion of consistency aligns with the notion
of coherence given here, where a justification of the judge is inconsistent when their
assessment is incoherent with the final decision that has been taken.

ASP has been widely applied to legal reasoning. For example, [28] used deontic
programming to formalize legal provisions in a system supporting judicial decision-
making, with particular attention to burden of proof. Moreover, [29] developed an ASP-
based knowledge system for representing and reasoning about legal norms. ASP’s non-
monotonic nature makes it well-suited for modeling deontic concepts and avoiding clas-
sical paradoxes. Examples include Deontic Equilibrium Logic with explicit negation

SDifferent types of preferenced permissions have their own history: Sanskrit Mimamsa philosophers dis-
cussed better-not permissions, akin to our negative, permissions [20]. Suboptimal permissions and supereroga-
tory actions were studied in [21,22], while neutral permissions align with liberties in legal theory [23,24,25].



58 J. Dik / Explaining Discretionary Judicial Decisions Using Answer Set Programming

[30], implemented in ASP in [31]; the use of weak constraints to resolve well-known de-
ontic paradoxes [32]; handling compensatory violations [33]; and modeling conflicting
obligations for “rightful machines” [34].

Legal explanations in ASP are an emerging area. Specifically, [35] used ASP for the
explanation of a decision by a court, by giving the specific article in the law that indicated
whether a person made a violation or not. Additionally, the work of [36] proposed a tool
in criminal law where the rules are encoded in ASP, and non-deterministic rules are used
to generate possible hypotheses for a decision. Then, [37] modeled “Discretionality to
Act” in an ASP-based automated legal reasoning framework, demonstrating that ASP
can handle discretionary contexts.

The tool presented in this paper still has various limitations, paving several paths
to future work. Immediate future work will integrate all components into a single tool,
where a written justification of a case is the input, this input is formalized into ASP by
the GPT-40 component, the ASP component generates all answer sets, and the output is
the analysis done by Python. We acknowledge that LLMs such as GPT-4o still need to be
checked to ensure they create the correct ASP encoding; however, it shows promise for
a fully automatizable process. Tools like these enhance legal reasoning, making it more
transparent, analyzable, and subject to critique and therefore contribute to the right to
explanation®. This aligns with the broader goals of AI&Law: not to replace judges, but
to help legal systems become more consistent, transparent, and fair.

Remaining directions for future work are the following. First of all, we used nu-
meric abstractions for weighting legally relevant properties. While we acknowledge that
judges do not assign explicit numbers in practice, our framework treats these values as a
mathematical metaphor for qualitative assessments. Nevertheless, further work is needed
to assess how different encoding schemes (such as ordinal, fuzzy, or case-based weight-
ings) might affect interpretability across legal domains. Due to our choice of weights,
the search space for the ASP programme was n’ where 7 is the number of properties
and 7 the number of weights a property can assume, given its category, but future work
would include the discussion of possible constraints that reduce the number of generated
explanations. In the running example, we assumed that the inconsistent justification of
the judge was caused by a wrong categorization of the properties. However, there are
alternative explanations, such as a property that has not been named in the judicial justi-
fication because the judge wanted to hide that they took this into account (such as race,
gender, or any other discriminatory factors). Alternatively, a property could have been
classified as negative by a judge, while it has a positive effect on the child’s life. More
violations are discussed in [9], and we explore these in extensions of this work. Our
framework resembles that of [39], where case factors support or oppose conclusions, but
we focus on justification consistency rather than value-based comparisons or precedent.
Future work will extend our approach to case-based analysis [40].

While our example focuses on child custody, future research will generalize the
framework to other discretionary legal domains.

%See, for example, [38] where a method involving abstract argumentation was proposed to meet this require-
ment for automated decision.
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Abstract. We present a rights-first model of contrary-to-duty (CTD) reasoning with
two remedial regimes and a revision track. In the CTD-Claim regime, when a pri-
mary duty is not fulfilled and no exception applies, a remedial claim detaches auto-
matically, without any recognition act. In the CTD-Power regime, a remedial claim
arises only if the rights-holder exercises a recognition power; until then there is no
recognised violation and no remedial duty. Revision-of-Duty (RoD) is an alternative
discretionary power that adapts the primary duty without recognising a violation,
keeping the purpose aligned and avoiding sanctions. Under CTD-Power, revision
competes directly with recognition on the same case. We develop a model for agree-
ments, give concise dynamic-logic-style specifications of guards and acts, imple-
ment an institutional rights system that executes these specifications over live Ho-
hfeldian bundles (with per-case exclusivity, exception handling and provenance),
and show how agentic Al can use reasons to choose among the admissible acts
within the rights-first framework.

Keywords. Hohfeldian Rights; Contrary-to-Duty reasoning; CTD-Claim; CTD-Power;
Revision-of-Duty; Agreement Technologies; Normative Multi-Agent Systems

1. Introduction to the Rights-First Perspective

Contrary-to-duty (CTD) reasoning is usually presented in the context of obligations: if a
primary obligation is not met, a secondary one applies [1, 2, 3, 4, 5]. Among Hohfeld’s
four correlatives of rights — claim/duty, privilege (liberty)/no-claim, power/liability, and
immunity/no-power [6] — obligations correlate with only one correlative in legal set-
tings, which is claim/duty. We study contrary-to-duty (CTD) rights as directed legal po-
sitions that become operative because some primary duty ¢ was not fulfilled (—¢).

For example, let a lease require the tenant to pay rent on the first day of each month
(¢). On the fifth day, payment has still not been made (—¢). This familiar situation are
supported by the standard CTD forms:

* CTD obligation (duty-first baseline). “If rent is not paid on the first day of the
month, the tenant must pay a late fee.”

¢ CTD permission (duty-first variant). “If the landlord fails to provide heating, the
tenant may withhold rent.”

Now read the same situation through Hohfeld’s four corners as CTD-rights that come
into play because non-fulfillment —¢ occurs:
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* CTD-Claim. On —¢ (no payment by the first day), and in the absence of exceptions,
a remedial claim (e.g. late fee) detaches automatically; the landlord holds a claim, the
tenant a correlative duty.

o CTD-Privilege (Liberty). On —¢;, (e.g. no heating), the tenant holds a privilege to
withhold rent; correlatively the landlord has no-claim to payment during the outage
(a CTD permission as a Hohfeld legal relation).

¢ CTD-Power. On —¢@, the lease gives the landlord a recognition/enforcement power:
a remedial claim arises only if that power is exercised (there is no automatic duty
otherwise).

o CTD-Immunity. On —¢@ with a recognised exception (e.g. force majeure concerning
payroll), the tenant holds an immunity: the landlord’s recognition power is disabled
in this case (no sanction can be validly created).

This example suggests that the traditional CTD obligation and permission are just two
facets of a richer family of CTD-rights, and that their behaviours differ precisely along
Hohfeld’s correlatives.

Here, we study whether this plurality matters for agreements [7] in normative multi-
agent systems (MAS) [8]. In our study, we observe that, after distinguishing the four
CTD-rights, a crucial form of power comes into focus: revision-of-duty (RoD).

» Revision-of-Duty (RoD). The parties revise the rent date (e.g. move it to the tenth
day of this month). The purpose of the lease is preserved; the tenant is immune from
violation-recognition with regard to the original date.

Figure 1 depicts our focus. CTD-CLAIM is situated at the claim/duty corner (a re-
medial claim detaches on —¢ unless an exception holds). CTD-POWER is situated at the
power/liability corner (a remedial claim appears only when a recognition power is exer-
cised). RoD is a revision power that changes the primary duty so that the same —¢ no
longer counts as a violation and an immunity against recognition is created.

CTD-CLAIM: remedial claim detaches on —¢

Claim Privilege / Liberty
Correlative: Duty

A
|

:recognises
1
[ Power } revises (RoD) { Immunity }

Correlative: Liability Correlative: No-power

Correlative: No-claim

CTD-POWER: recognition power detaches remedial claim

Figure 1. Hohfeldian rights with CTD markers. CTD-CLAIM: remedial claim detaches on non-fulfilment.
CTD-POWER: remedial claim appears only if a recognition power is exercised. RoD is a revision power that
adapts the duty and creates an immunity against recognition of the previous case.

The layout of this paper is as follows. Section 2 integrates our lifecycle intuition
by applying CTD-CLAIM, CTD-POWER, and RoD to an agreement example. Section 3
explains how these ideas map to agreement states in an institution (purely at the level
of concepts such as claim, power, and immunity). Section 4 briefly discusses what the
conceptual picture implies for agentic AI & Law. Section 5 reviews related work, and
Section 6 concludes the paper.
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2. Specification of Agreements and Hohfedian Rights

We treat a signed agreement as a structured bundle of rights where the correlation be-
tween claim and duty is straightforward. To give another example, once the primary
rights are activated, a buyer’s claim to delivery induces a seller’s duty to deliver, and
breaches may trigger sanctions. Agreements are not static. Parties can exercise powers
to either remedy a breach or revise the agreement in response to an unexpected situation
by, for instance, making a delay permissible.

We adopt a rights-first perspective, reasoning about the CTD regime of secondaty
rights in two distinct ways for the purpose of remedying issues in agreements. Building
on the Hohfeldian rights with CTD markers in Figure 1, Figure 2 summarises the life-
cycle we adopt of rights-based agreements: from creation to primaries active, an issue
may trigger either the CTD track (with its two regimes) or the RoD track. A revision
creates a new bundle and loops back to the active-bundle state, allowing multiple revi-
sions over time. ! This mirrors how agreements in practice may undergo several targeted
amendments before final discharge, while keeping provenance auditable and conflicts
controlled. The overall setting aligns with Agreement Technologies [7] and normative
multi-agent systems (e.g. [8]), but uses Hohfeldian rights not merely for analysis but also
to operate the state and evolution of agreements.

new bundle Ry |

RoD admissible: Execute revision: ()

Agreement created: Primaries active: authorised revision power, create bundle Ry, |,
(bundle Ry: CTD regime, mutex, powers) (claims — duties) purpose aligned, deactivate conflicts,

P! if create Immunity (V)

oD track
- 5 ~TD.C alternative regime
Fulfilment: Issue? CTD—Claim: . &
no CTD track et CTD-Power:
discharge one-shot claims, fulfilment or +
recognition needed

(Riavy)

RoD may offer several substitutes

damages
guard: —~Exception

continue with ongoing terms environment change
(auto)

Remedial claim active:

CTD detaches a single remedial claim

= duty to compensate,
create Immunity(R)

Figure 2. The agreement lifecycle with feedback. Its creation fixes issues with the regime and relevant powers.
During execution, an issue triggers either CTD (automatic claim or recognition-based) or RoD (revision). CTD
creates an immunity against revision; RoD creates an immunity against recognition and loops back to the
primaries active state with the new bundle Ry, thereby allowing multiple revisions. Mutual-exclusion guards
prevent conflicting content from co-existing; discharge/persistence govern how claims end.

CTD-Claim Regime: Automatic Detachment. In this first CTD-regime, secondary
rights arise automatically. Suppose the seller fails to deliver on time without exception:
the agreement stipulates that the buyer immediately holds a remedial claim (e.g. com-
pensation). This is the CTD-Claim path. Under Hohfeld’s framework, a remedial claim
for the buyer entails a correlative duty for the seller. Importantly, no discretionary step is
involved; the secondary duty detaches by operation of the law.

CTD-Power Regime: Recognition-Based Detachment. The second CTD-regime intro-
duces discretion. Here, no remedial duty exists unless the rights-holder actively recog-
nises a violation. In this CTD-Power regime, the buyer possesses a power to enforce,
but until exercised, no claim arises. Recognition thus functions as a gatekeeping act: it
transforms non-fulfilment into a violation and detaches the corresponding remedial duty.

!CTDs can repeat at multiple levels and may involve several layers of violation; see the detailed review in [9]
for further discussion.



64 H. Dong et al. / Contrary-to-Duty Rights: From Hohfeld to Agreement Revision

Rights Claim Power Recognition | Revision Programs

(Hohfeld bundles) | Claim,,(p/~q) | Power, ;(p/~q) (Vp) (Riap}) (Power execution)

Language . is defined as ¢ := p € Prop | ~¢ | (¢p A 9) | Claimg. ;(9/9) | Powery (0/9) | (V)@ | (Ryap))9

Table 1. Representation of Rights-First System = Hohfeld bundles Rights + Power Programs.

Revision-of-Duty Track: Purpose-Preserving Adaptation. Revision-of-Duty (RoD) is
an alternative power that allows parties to adapt the agreement itself. Instead of treating
non-fulfillment as a violation, the situation may be re-framed as an exception, prompting
joint revision. For example, if delayed payment results from a temporary budget freeze,
the parties may agree to extend the deadline. No breach is recognised, no sanction im-
posed, and the contract continues with a revised bundle of rights. RoD therefore embod-
ies a discretionary, forward-looking power: it preserves contractual purpose and immu-
nises the case from violation-recognition.

RoD is significant because it reveals a dimension absent from standard CTD analy-
ses: discretionary power” to adapt duties. This distinguishes remedial enforcement from
cooperative adjustment, and it highlights that the rights-first perspective is richer than
duty-first models. Our specification is a conceptual contribution — it will discuss this
conceptual distinction through a set of logical constraints while remaining intentionally
minimal and without fully embedding formal semantics.

Seen through a Hohfeldian rights-first lens, this reasoning system provides a way to
track whether situations are treated as violations or as exceptions. Accordingly, agents
must decide whether to exercise their legal powers by recognising a violation or adopt a
revision to cope with an exception.

The core elements of specifying rights-first reasoning are twofold: (i) rights as con-
ditional norms [11], and (ii) programs that represent the exercise of those powers — such
as violation recognition and agreement revision — as summarised in Table 1. Following
Hohfeld’s distinction between static and dynamic rights, we categorise rights into two
main groups: claims and powers. Other legal rights such as privilege and immunity can
be defined from these categories through Hohfeldian correlative relations.® The repre-
sentation of programs extends this framework by capturing the idea of exercising power,
thereby foregrounding the role of agents’ choices within a dynamic logic formalisa-
tion [12].* For instance, (V4 )Claimys. 4 (Compensation/NF) means that agent A’s exer-
cise of violation-recognition results in a claim from A against M for compensation when
the primary right is not fulfilled. By contrast, (Ry4y;)—~Claimy,_a(Compensation /NF)
means that agents A and M’s joint revision leads to the negation of this claim-right. In
this work, we focus on the specification; the semantics will be addressed in future work.

2Hart [10] maintained that the concept of discretion plays an important role in the legal domain. It involves
making a choice that remains bound by legal values and principles, while keeping alternative options possible.

3Given the language .#, the propositional connectives V,—, ¢+ can be defined in a standard way. By Ho-
hfeld’s system of correlatives, other fundamental legal positions can be defined as follows: Duty,. ,(¢/y) :=
Claimy, o(¢/w), Liberty, ,(¢/w) := ~Claimy,,(~¢/y), Liability,_,(¢/y) := Power,. (¢/y), and
Immunity,. ,(¢/y) := —Powerp,_,(@/y). For convenience, we write Right,, ,(¢/y) to denote any ele-
ment of this Hohfeldian bundle. The program operator [-] is the dual of (-}, e.g. [Ryap}]@ := ~(Ryqp)) 9.

“4Here, we adopt the distinction between legal competence and ontic ability proposed by Markovich [13], and
we focus on a lightweight representation of power programs as the exercise of legal competence. In this way,
our specification remains as general as possible while still being able to capture the distinctions highlighted in
existing frameworks.
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Example (Public Park Contract). Suppose Municipality M contracts Contractor A to
renovate a public park (Table 1).
Primary right: A has the right to payment on time: Right,,, 4 (Pay-timely/T).

If M fails to pay on time (NF), two kinds of secondary rights arise: claims or powers.
CTD-claim path: Contractor A may automatically obtain a claim-right against M for
compensation given the non-fulfillment — that is Claimys.4 (Compensation/NF).

Alternatively, the agreement may be structured so that Contractor A holds a power

— Powery 4 (Compensation/NF). This pathway leads to two different agentic tracks:
CTD-power path: A has no immediate claim-right to compensation. The right materi-
alises only if A exercises its violation-recognition power, which then leads to a claim, as
in the CTD-claim path: (V4)Claimys.4(Compensation/NF).
RoD-power path: Alternatively, M and A may classify the situation as an excep-
tion (EXP), e.g. they may extend the deadline because of a budgetary freeze. In
this case, no violation is recognised, compensation is not triggered, and the contract
adapts to preserve its purpose. Exercising this revision power > yields a new right:
(Ryany) Claimaz, 4 (30-days/EXP).

To address conflicts, we introduce a lightweight representation of consistency prin-
ciples for reasoning about Hohfeldian bundles, inspired by Hohfeld’s (1913) theory [6].

* No contradictory claim-rights: (C1) =(Claimg (@ /) AClaimy.(—0/y));
+ Immunity as absence of power: (C2) (V) [Rapy] L and (Ryup) [Vp] L.

Principle (C}) rules out conflict scenarios in which two contractors simultaneously de-
mand mutually exclusive compensation from the Municipality when only one official
contractor exists. Principle (C) refines the notion of immunity in terms of the incompat-
ibility of alternative actions: if a violation-recognition is acted upon, then no revision is
executable, and vice versa — a form of CTD—RoD program exclusivity.

We impose three constraints that prevent conflicts among CTD-claims, CTD-powers,
and RoD-powers and that ground our operational framework. (P;) Auto-remedy excludes
contrary powers: if a CTD-Claim for ¢ is active (automatic detachment), then no power
is available that would, if exercised, create a claim for an incompatible y. (P») Mutually
contrary CTD-powers do not co-exist: two CTD-Powers whose exercise would yield
mutually incompatible remedial claims must not be simultaneously available for the
same case and locus (i.e. the same right-holder and counterparty). (P3) Revision power
may co-exist with a contrary CTD-power (choice point): a RoD-power to create ¢ may
co-exist with a CTD- or RoD-power whose exercise would create a mutually incompat-
ible y. Co-existence is allowed only at the level of availability; exercising one disables
the other via track-specific immunities. Thus P; and P> enforce consistency, while (P3)
preserves the discretionary choice that is central to the rights-first view.

We briefly comment on the specification of exception (EXP), the central notion in
the rights system. If we wish to explicitly formalise the distinction between exception
and violation — where exceptions (i) exclude sanctions and (ii) block recognition — two
illustrative implications are: (1) EXP — (Ry4;y) ~Claimy,,(sanction/y) and (2) EXP —
—(V}) T. That is, exceptions activate revision without sanction but never recognition.

3 A revision power may be exercised individually or jointly, thereby detaching a new bundle of Hohfeldian
rights. In contrast to existing frameworks [5, 14, 15], our lightweight specification provides a novel represen-
tation of rights detachment in multi-agent settings,
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3. Institutional Rights System for Managing Agreements

The rights system we introduce in this section is a proof-of-concept institutional layer
that maps observed facts and recorded legal acts to a live Hohfeld bundle for each agree-
ment, while satisfying the constraints of the previous section.

Inputs are facts (performance logged, deadline passed), acts (RECOGNISE breach;
authorised REVISE; ANNUL contract), and creation-time configuration (primary contents,
CTD regime, admissible revisions, mutex constraints). Outputs are current claims (and
induced duties), available powers, and any immunities, each with explicit provenance
(primary, CTD-claim, CTD-power+recognised, revision). The system never chooses be-
tween admissible acts — that responsibility rests with the parties. By design, there is
no duty without a live claim, every claim has schema or power provenance, CTD-RoD
exclusivity applies on a per-case basis (via immunities), and exceptions disable recogni-
tion and create no sanctions. This stays faithful to the rights-first approach: claims and
powers are primitive; duties, liabilities, and immunities arise as correlatives in states.

A useful analytical strategy is to separate facts from acts. Facts move the lifecy-
cle without exercising power: performance discharges a one-shot normative element
(e.g. primary, remedy or substitute); an issue (non-fulfilment) opens a case; an exception
blocks recognition. Acts exercise powers and thus change bundles: RECOGNISE detaches
the remedy (when available) and creates Imm(R); joint REVISE creates a substitute bun-
dle and Imm(V'); WAIT leaves the bundle unchanged; and ANNUL terminates the contract,
leaving no rights remaining with the parties. This cleanly implements the conceptual
contrast in Section 2 between automatic CTD-CLAIM and discretionary CTD-POWER.

Table 2 gives the state semantics.

» SO (Primaries): preconditions hold; primary claims induce duties; if configured, a
revision power is available.

 S1 (Discharge): a performed one-shot element — primary, remedy, or substitute — is
removed; persistent terms continue.

» S2 (Case open): non-fulfilment is recorded and the CTD regime is evaluated. In
CTD-Claim, unless an exception holds, the remedy detaches automatically to S3a;
there is no agent choice. In CTD-Power, the remedial posture depends on the exercise
of that power; a Choice appears (S3b).

 S3a (Remedy auto): remedy live and Imm(R) block revision on the case.

» S3b (Choice): RECOGNISE (to S4a), joint REVISE (to S4b), or WAIT (self-loop).

 S4a (Recognised): remedy active + Imm(R). In S1, S4a is discharged via settlement.

 S4b (Revised): substitute bundle created; conflicts deactivated under mutex; Imm(V)
on the old case; loop back to S0 so multiple, purpose-preserving revisions are possible.

« S5 (Exception): Imm(V); recognition disabled; consensual revision still possible to
preserve purpose, or the contract can be terminated.

Table 3 names the transitions and separates guards from acts. Fact-transitions are
performance (S0—S1), issue (S0—S2), exception (S2—S5). Act-transitions are RECOG-
NISE (S3b—S4a), joint REVISE (S3b—S4b; S5—S4b), WAIT (S3b—S3b), settlement
(S3a/S4a—S1), and termination (S5—S1). A configuration flag sets remedies as alter-
native (the primary is discharged once a remedy is activated) or cumulative (the primary
remains until the issue is resolved); mutex guards prevent contradictory duties. Excep-
tions differ from licences: a true exception creates Imm(V) and excludes sanctions; a
mere licence may suspend a primary but, when it lapses, recognition is not disabled by
that licence alone. RoD transitions depend on authorisation (who may exercise the re-
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D Name ‘What it means Bundle highlights
SO Primaries active Preconditions met; no mutex conflict. ~ Claims induce duties; revision power available (if configured).
S1 Fulfilled / discharge A one-shot element is performed. Discharge that particular claim/duty; next period/case.
S2 Case open (non-fulfilment)  Due date passes or performance fails. ~ CTD-Claim: auto remedy; CTD-Power: choice emerges.
S3a  Remedy active (auto) Auto CTD-claim detached. Remedy live + Imm(R) (blocks revision).
S3b  Choice (CTD-Power) No exception; CTD-Power regime. RECOGNISE / REVISE (joint) / WAIT.
S4a  Recognised Recognition exercised. Remedy live + Imm(R).
S4b  Revised Joint revision created. New primaries; Imm(V); loop to SO.
S5 Exception True exception. Imm(V); no sanctions.
Table 2. Rights system states. Each state is a bundle condition indicating which claims, powers, and immuni-

ties exist now and why.

From — To Trigger (guard A act)  Effect on bundle Notes

S0 — S1 Performance Discharge performed claim/duty.  Next period/case — SO.

SO — S2 Issue Open a case. Regime/exception evaluated.
S2 — S3a CTD-Claim A—Exc Activate remedy + Imm(R). No agent choice.

S2 — S3b CTD-Power A—Exc Offer recognise / revise / wait. Choice point.

S2—+ S5 Exception Create Imm(V). Recognition disabled.
S3a/S4a — S1  Remedy settled Discharge remedy. Case closes.

S3b — S3b WAIT Bundle unchanged. Self-loop.

S3b — S4a RECOGNISE Remedy + Imm(R). Blocks revision on this case.
S3b/S5 — S4b  REVISE (as authorised) ~ Substitute bundle + Imm(V). Loop to SO.

S4b — S1 Aubstitute fulfilled Discharge substitute. Then SO.

S5 —S1 Purpose failed Terminate the contract. Then SO.

Table 3. Named transitions. Facts move the case; acts exercise powers. Immunities enforce per-case CTD/RoD
exclusivity and document why a path is closed.

vision power) rather than on exception per se. Exceptions explain why sanction is not
appropriate and so justify revision, but the power to revise is conferred by the agreement.

Figure 3 is read in three threads aligned with Section 2. CTD-Claim is automatic:
from S2, the remedy becomes active (S3a) and revision is blocked by Imm(R). Settle-
ment leads to S1, then the “next period/case” edge returns to S0, representing multiple
CTD episodes across cycles. CTD-Power is discretionary: S3b presents a real choice —
RECOGNISE to S4a, joint REVISE to S4b, or WAIT. RoD is joint and forward-looking:
S4b loops to SO with a new bundle, which enables targeted amendments over time while
provenance and mutex constraints remain auditable. Case identity is clear: each due item
(or declared issue) opens exactly one case; exclusivity is case-specific, and each case cy-
cles naturally across periods. Concurrency is handled institutionally: the first committed
act is protected and subsequent conflicting acts are rendered inadmissible.

In sum, the rights system operationalises Sections 1-2. CTD-Claim involves no
choice. CTD-Power creates the discretionary space where RECOGNISE, REVISE, and
WAIT genuinely compete on the same case. RoD resets the bundle while preserving the
old track. The result is a short, auditable path from facts and recorded acts to live rights
and duties, with invariants and exclusivity guaranteed by design.
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Figure 3. The rights system in a compact state machine. CTD-Claim offers no choice; CTD-Power offers a
choice. RoD loops to SO (with a new bundle). Imm(R) blocks revision on the case; Imm (V) blocks recognition.
Dotted lines denote facts, dashed lines the configuration, and solid lines legal acts.
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4. Collaborative Agentic AI System for Rights-Based Agreements

Section 3 showed that a rights-first model suffices for the institutional system: the rights
system computes, from facts and recorded acts, which claims and powers are admissi-
ble at each stage. We now show that the same approach suffices for an agent system
concerned with practical reasoning. Taken together, the institutional and agent systems
form a multi-agent system: the rights system provides admissible options while the agent
system selects one of them for execution, both governed by the logical constraints in
the specification. This is our second proof of concept: an agentic Al in Law can operate
within the rights-first framework by adding a transparent, reason-based choice mecha-
nism for exercising discretionary powers and producing a single executable act.

We use agentic Al in the general sense of systems able to set goals, plan, call ex-
ternal tools, coordinate with others, and maintain working memory, often implemented
with Large Language Model (LLM) components [16]. In our setting, an agentic Al is an
autonomous program representing a contractual party. It interfaces with the rights system
and exercises discretion by selecting from admissible acts. LLM components may assist
as personal assistants, e.g. retrieving contractual grounds, organising evidence, or draft-
ing auditable explanations, but the assignment of normative weights remains a matter of
policy, precedent, and evidence.

To explain how an agent selects from admissible acts, we adopt Tucker’s dual-
scale theory of reasons [17]. A single-scale picture collapses all reasons into one num-
ber and presumes a fixed exchange between “counts-in-favor” and “makes-obligatory”,
which distorts normative phenomena. Dual scale separates these forces. Each agent iden-
tifies relevant grounds (liquidity, fairness, reputation) and activates them contrastively: a
ground becomes a reason for @ only in relation to an alternative b, and its weight may
vary across comparisons (contrastivism [17, p. 122]). Reasons come with three weight
values: (1) justifying weight (JW), the degree to which an act is pushed towards permis-
sibility; (ii) requiring weight (RW), the degree to which an act is required, pushing al-
ternatives towards impermissibility; and (iii) commending weight (CW), the degree to
which one permissible act is morally preferable to another: “altruistic benefits always
commend more than self-interested benefits of the same size” [17, p. 172]. The Permis-
sion Scale checks whether one JW outweighs the RW of its rivals, while the Commit-
ment Scale mirrors it by flipping sides. A requirement arises when an act is permissible
and all alternatives are impermissible.

Formal rules. For an agreement 1, %7 = {RECOGNISE, WAIT} U {REVISE(r) | r € R, }
denotes the set of admissible acts. For any ordered pair (a,b) of distinct acts, let %, (a || b)
be the contrast-indexed set of grounds that support act a against act b. Each g € %, (a || b)
contributes one or more reasons with weight w, € N ranging over natural numbers:

JW(a || b) = Z we, RW(a | b)= Z we, CW(a)= Z Wq.

$€9" (a||b) 8€9,*4(a|b) §EY7M(a)

Dual-scale verdicts are pairwise: a is permissible against b iff JW(a || b)) >RW(b ||
a), has a commitment against b iff RW(a || b) > JW(b || a), and is required if both hold.
With multiple options, permissibility and requirement mean winning all pairwise con-
tests. Commending weight is not used to determine the deontic status of acts but only
for ranking within the permissible set, thus refining choice (akin to advice or soft-law
guidance). If no act is permissible, the default is WAIT.
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Running example (Public Park Contract). Contractor A delivered, M missed timely
payment. Admissible acts: RECOGNISE (REC), WAIT, REVISE(30d) (REV30D), and RE-
VISE(14d) (REV 14D). We show three contrasts. Each row lists one active and contrast-
indexed reason for the left option with its (jw,rw). In Contrast 3, where we have two tied
permissible acts, commending weight comes in to make the decision.

Contrast 1: REVISE(30d) vs. RECOGNISE

(g.al|b) Justifying weight ~ Requiring weight Comment
(purpose, REV30D || REC) 2 1 preserve purpose; avoid closure
(liquidity, REV30D || REC) 2 utility/efficiency for A

(reputationys, REV30D || REC) 1 sanction harms M, reputation/compliance

(compliance, REC || REV30D) 1 policy duty

(liquidity,, REC || REV30D) 2 0 immediate liquidity

Totals: JW(REV30D || REC) = 5 > RW/(REC || REV30D) = 3, so REV30D is permissible; RW(REV30D || REC) =4 > JW(REC || REV30D) = 3, so
REV30D has a commitment. Thus, rev30d is required. Meanwhile, JW(REC || REV30D) = 3 < RW(REV30D || REC) = 4, s0 REC is not permissible;
and RW(REC || REV30D) = 3 < JW(REV30D || REC) = 5, 50 REC is not a commitment. Thus, REC is not required.

W=

Contrast 2: REVISE(30d) vs. WAIT

(g,al|b) Justifying weight  Requiring weight Comment
(opCont, REV30D || WAIT) 2 1 keep services, utility
(budget, REV30D || WAIT) 1 1 administrative timing
(uncertainty, WAIT || REV30D) 1 0 information-gathering, uncertainty

Totals: JW(REV30D || WAIT) = 3 > RW(WAIT || REV30D) = 0, so REV30D is permissible; RW(REV30D ||
WAIT) = 2 > JW(WAIT || REV30D) = 1, so REV30D has a commitment. Thus, REV30D is required. Meanwhile,
JW(WAIT || REV30D) = 1 < RW(REV30D || WAIT) = 2, so WAIT is not permissible; and RW(WAIT || REV30D) =
0 < JW(REV30D || WAIT) = 3, so no commitment holds for WAIT. Thus, WAIT is not required.

Contrast 3: REVISE(14d) vs. REVISE(30d)

(g,al|b) Justifying weight ~ Requiring weight Comment
(fairness4, REV14D || REV30D) 3 1 fairness to A, cooperation
(liquiditys, REV14D || REV30D) 2 0 faster cash, utility
(cashflow)s, REV30D || REV14D) 1 0 M’s short-term stress, utility

Totals: JW(REV14D || REV30D) = 5 > RW(REV30D || REV14D) = 0, so REV14D is permissible; RW(REV14D ||
REV30D) = 1 = JW(REV30D || REV14D) = 1, s0 REV 14D is not required. Meanwhile, JW(REV30D || REV14D) =
1 > RW(REV14D || REV30D) = 1, so REV30D is permissible. But RW(REV30D || REV14D) = 0 < JW(REV14D ||
REV30D) = 5, so no commitment holds for REV30D. Both are permissible. However, commending weight favours
fairness, which counts as an altruistic benefit that tips the choiceworthiness balance.

Given this structure, the agent system can be viewed as a collaborative decision
pipeline (Fig. 4) that operationalises the dual-scale model for individual reasoning and
shows how multiple agent Als interact to select a single admissible act.

B2. Activate reasons
(contrastivism)
Yy

N __ [ BI. Identify grounds i
,,,[ (LLM support) Compensation

Figure 4. Collaborative agentic Al pipeline for rights-based agreements. Each party is represented by an agent
that (1) identifies grounds (with LLM support), (2) activates reasons via contrastivism, (3) assigns weights
from policy, precedent, and evidence, (4) computes dual-scale totals, and (5) outputs an act — required, best
commended permissible, or WAIT if none are permissible. For verdicts, agents negotiate proposals with mutual
acceptance, while recognition and waiting remain unilateral. The diagram shows their revision—accept loop
yielding legally intelligible outcomes.
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5. Related work

Contrary-to-Duty (CTD) reasoning is central to modelling norm compliance, especially
in legal informatics [4, 5]. The traditional duty-first view motivates rich logical toolk-
its — dyadic deontic logic [3, 18], temporal/dynamic deontic logics [19, 20], and non-
monotonic approaches (e.g. argumentation [21, 14], constrained I/O logic [22, 23]). Yet,
this paradigm only partially reflects the depth of Hohfeld’s legal framework [6, 13, 24].

We instead adopt a rights-first stance, where claims and powers stand as irreducible
primitives. This opens an operational perspective on CTD reasoning, akin to system
design, which clarifies the meta-conditions of compliance — when and which rights are
exercised — a dimension missing from duty-first logics.

Our perspective bridges Al and Law by shifting from “logics about norms” to
“systems with norms”. Prior work on organisations [25, 19] and agreement tech-
nologies [26, 27, 7] model inter-agent complexity via normative multi-agent systems
(MAS) [28, 8] and argumentation-based negotiation [29, 30]. Unlike accounts that sepa-
rate agent-dependence [31] from compliance [32], our specification integrates them via
Hohfeld’s correlative rights, shifting the focus from agents to rights and linking the insti-
tutional (compliance) and agentic (trust, reputation, choice) layers at the systems level.

Recent work on agentic Al in law addresses tasks from extracting normative state-
ments [33] to supporting knowledge representation [34] and dispute resolution [35] using
LLMs. In this light, normative MAS and agreement technologies are not only a concep-
tual bridge between logics and institutional systems but also a foundation for designing
legally intelligible Al agents. Our rights-first approach complements this by assigning
LLMs a bounded role — assisting recall, drafting, and explanation — while supporting
formal theory and safe integration into legal and contractual systems.

6. Summary

This paper introduces a rights-first theoretical framework for agreement lifecycle man-
agement that reconceptualises CTD reasoning. We take a design-plus-analysis approach:
alongside formal study, we build deontic systems that are both executable and auditable.
Our focus is on the most persistent challenge — contrary-to-duty (CTD) reasoning. By
re-reading CTD reasoning through Hohfeld’s lens, we separate (i) CTD-Claim (auto-
matic remedial detachment), (ii) CTD-Power (recognition-based remedial detachment),
and (iii) Revision-of-Duty (RoD, purpose-preserving revision), which enables us to de-
sign an operational pipeline to implement CTD-based reasoning as an agentic Al system.

Future work includes implementing rights-based Answer Set Programming (ASP)
automation [15, 36] to align CTD rights with Hohfeldian bundles in practical reason-
ing [14, 37], and analysing semantics using Deontic Equilibrium Logic [36] to model
the modification of rights under formal constraints. We will also study how knowledge
and beliefs shape CTD rights, determining when non-fulfilments count as violations, ex-
ceptions, or cooperative revisions. A fault-tolerant rights system [28] will ensure robust-
ness under uncertainty while preserving consistency, fairness, and provenance. Another
natural step is to move beyond the proof of concept and develop a fuller account of how
agentic Al in Law can operate within the rights-first framework: with a specification of
how LLMs assist in identifying grounds and reasons, and how agents negotiate using
symbolic reasoning and LLMs [38] for revision.
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Abstract. This manuscript proposes a structured methodology and a replicable
framework for empirically assessing the argumentative and interpretative capabili-
ties of Large Language Models (LLMs) in the field of justice. As a demonstrative
case, the framework is applied to the specific offence of vehicular homicide under
Italian law, using GPT-40 as the tested model.

The evaluation is structured in two complementary phases. The first phase inves-
tigates the model’s conceptual understanding in isolation: 60 legal concepts were
tested through targeted prompts eliciting definitions, legal nuances, and illustrative
examples. The responses were scored to assess the model’s abstract comprehension
of core legal notions. The second phase evaluates the model’s ability to recognize,
interpret, and apply these same legal concepts within real judicial reasoning. The
model was provided with complete rulings from the Italian Court of Cassation and
asked to summarize the decisions, identify the ratio decidendi, and reconstruct the
legal reasoning underlying the Court’s conclusions.

Outputs from both phases were assessed by a legal expert, who evaluated co-
herence, conceptual depth, and interpretative accuracy. The results highlight some
correlation between the model’s prior conceptual grounding and its ability to un-
derstand and replicate complex judicial reasoning. These findings underscore the
importance of expert oversight in any forensic or judicial application of LLMs.

Beyond the specific case of vehicular homicide, the study proposes a generaliz-
able framework for evaluating the legal reasoning capabilities of Al systems across
different domains.

Keywords. Generative Artificial Intelligence, Large Language Models, Legal
Understanding, Criminal Law, Road Homicide

1. Introduction and Motivation

In recent years, generative artificial intelligence has assumed a prominent role in de-
bates on the future of legal scholarship, emerging as a transformative technology for the
analysis, interpretation, and even application of the law [1,2]. Large Language Models
(LLMs) such as GPT have distinguished themselves by their ability to generate coherent
texts, answer complex questions, and simulate argumentative reasoning in natural lan-
guage [3,4]. Their apparent competence, even in specialized domains like medicine, law,
and public administration [5,6], raises a pressing question: do these systems genuinely
understand legal concepts, or do they simply reproduce statistical correlations?
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This question is especially relevant in practical contexts where LLMs are deployed:
drafting legal documents, providing automated advice, simplifying regulations, or an-
alyzing case law [7]. Some jurisdictions have already introduced Al tools to support
predictive jurisprudence [8], while others are evaluating their use in procedural and ad-
ministrative domains [9,10]. In such scenarios, conceptual accuracy becomes crucial: if
a model fails to distinguish between negligence and intent, or between causation and
intervening causes, its answers may compromise fundamental principles of legality.

The Italian offence of vehicular homicide (Art. 589-bis c.p.), introduced by Law
No. 41/2016, provides an emblematic case study. Unlike involuntary manslaughter
(Art. 589 c.p.), it introduces harsher penalties, a detailed typification of conduct, and an
aggravated structure aimed at punishing particularly dangerous driving [11,12]. The law
presumes heightened culpability when the driver is impaired, narrowing judicial discre-
tion in assessing negligence. Scholars have noted tensions with the principles of propor-
tionality and personal responsibility [12].

Causality further complicates judicial evaluation: courts must apply the “more likely
than not” standard, the lawful alternative conduct test, and analyze possible intervening
causes. In multi-actor cases, liability depends on a differentiated assessment of contrib-
utory negligence and foreseeability of the outcome [11]. Another delicate issue is the
distinction between conscious negligence and conditional intent, particularly in cases of
egregious misconduct (street racing, driving with a revoked license, repeated violations).
The Court of Cassation has repeatedly stressed that mere awareness of risk is not intent
unless the agent accepts the possibility of the harmful outcome.

These features make vehicular homicide an ideal testbed for assessing whether
LLMSs can:

* Distinguish subjective and objective legal configurations;

* Correctly apply causal attribution standards;

* Differentiate aggravated negligence, conscious negligence, and conditional intent;
* Understand the implications of aggravating factors.

The degree of consistency in model outputs within this dense normative framework
allows us to evaluate not only linguistic competence but also the capacity to generate
logically grounded legal reasoning. This study explores three key dimensions: the influ-
ence of conceptual familiarity on legal reasoning; the recurrence of errors in applying
criminal law concepts; and the possibility of constructing a replicable empirical frame-
work for evaluating computational legal understanding. Unlike much of the existing lit-
erature, which focuses on predictive accuracy, this work emphasizes conceptual depth,
jurisprudential grounding, and qualitative error taxonomies [6,13,14]. The contribution
is twofold: it proposes a replicable methodology for assessing legal reasoning in LLMs,
and it provides evidence of structural limitations that underscore the indispensable role
of human experts in safeguarding legality and proportionality.

The remaining part of the manuscript is organised as follows: Section 2 reviews the
main contributions in the literature concerning the legal capabilities of LLMs, with par-
ticular attention to the distinction between predictive applications and reasoning-oriented
evaluations. Section 3 introduces the experimental methodology, outlining the structure
and rationale of the two-phase framework and describing the procedures used to elicit
and evaluate the model’s legal reasoning. Section 4 presents the empirical results ob-
tained from the application of this framework to GPT-40, highlighting key patterns in
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the model’s performance, correlations between conceptual competence and argumenta-
tive behavior, and recurring errors. Section 5 discusses the broader implications of these
findings, including methodological, ethical, and legal considerations. Finally, Section 6
concludes the paper by summarizing the main contributions.

2. Related Work

In recent years, the use of LLMs has attracted growing interest within both the legal and
computer science research communities, generating a vast body of literature exploring
the potential and limitations of artificial intelligence in the legal domain [15]. Two main
research directions have emerged: on the one hand, the study of the predictive capabil-
ities of the models (legal prediction); on the other, the analysis of their conceptual and
argumentative competence (legal reasoning).

From a predictive standpoint, Zhong et al. developed an automated judgment pre-
diction system within the Chinese legal context, based on deep neural networks and se-
mantic representations of facts. The system achieved promising accuracy but struggled
to generalize to borderline cases [16]. Chalkidis et al. applied LSTM architectures and
transformer models to predict legal labels in cases before the European Court of Hu-
man Rights, reporting difficulties with complex or atypical cases [17]. Medvedeva et
al. conducted a systematic comparison of various machine learning models applied to
Dutch case law, noting a decline in performance on tasks requiring causal reasoning [18].
Aletras et al. proposed an SVM-based predictive model for ECtHR cases, demonstrat-
ing that models tend to exploit lexical correlations rather than grasp the underlying le-
gal rules [19]. The study in [20] presents a predictive approach to identifying vehicular
homicide using Al techniques to extract relevant features from crime scenes. Based on
Boolean logic, the system anticipates legal outcomes with an accuracy of 83.2%. A fur-
ther development is illustrated in [21], which introduces the first hardware circuit capable
of replicating judicial reasoning, achieving an accuracy of 86%.

In terms of legal reasoning, Bommarito and Katz tested GPT-3.5 on the U.S. bar
exam, finding high performance in civil law questions but significant instability in sub-
stantive criminal law [3]. Zheng et al. introduced CaseHOLD, a multiple-choice bench-
mark based on judicial decisions, highlighting that models tend to rely on superficial
linguistic patterns rather than normative comprehension [22]. Nanda et al. emphasized
the issue of fairness in legal question answering systems, showing a disconnection be-
tween surface-level accuracy and argumentative adequacy [23]. Dahl et al. documented
recurring hallucination phenomena in LLMs, including the generation of fictitious legal
or jurisprudential references [6].

To support the empirical evaluation of the legal capabilities of language models, nu-
merous benchmarks have been proposed. Hendrycks et al. introduced MMLU, a multi-
disciplinary test that includes legal questions [4]. Zheng et al. published LegalBench, a
suite of legal reasoning benchmarks [24]. Chalkidis et al. presented LexGLUE, a col-
lection of NLP legal datasets for various tasks [25]. Shu et al. evaluated GPT-4 on legal
reasoning tasks within the LawLLM project, highlighting both its strengths and its limi-
tations in handling complex cases [5]. Li et al. developed a knowledge-based approach,
K-LIJP, to predict relevant charges and articles in Chinese legal judgment prediction [26].
Rabelo et al. curated the Japanese COLIEE benchmark for legal entailment and retrieval
tasks [27].
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Despite the breadth of these contributions, many benchmarks adopt multiple-choice
formats that neglect the evaluation of argumentative structure and favor answers based
on lexical similarity. Guha et al. showed how simplified prompts can lead to an overes-
timation of models’ argumentative capacities [10,10]. Blair-Stanek et al. tested GPT-3.5
and GPT-4 on complex tasks, revealing difficulties in maintaining causal coherence and
normative consistency in their explanations [28].

The literature has also addressed the ethical and regulatory implications of using
Al in the legal domain. Livermore and Rockmore analyzed the risk of propagating ju-
risprudential bias, emphasizing the need for human oversight in generative systems [7].
Hurshman warned against the opacity of training data and the challenges of model au-
ditability [29]. Zhang et al. proposed an innovative ethical evaluation framework specif-
ically designed to test LLM capabilities in legal contexts, considering not only knowl-
edge but also ethical requirements [30]. Isaac et al. advocated for a legal regulation of
Al systems grounded in transparency, traceability, and legal accountability [31]. Garzo
et al. explored the legal and ethical implications of integrating predictive Al technologies
into the Italian criminal justice system, with a particular focus on decision transparency,
judicial autonomy, and responsibility [32]. Recent approaches have also explored the use
of controlled languages for the formalization of legal norms. In [33] the authors pro-
pose a human-in-the-loop methodology for translating EU legal provisions and case law
into Attempto Controlled English, contributing to the debate on legal formalization and
computable law.

In the European context, Luciano Floridi has outlined a model of Trustworthy Al
aimed at the responsible integration of Al into legal systems, with emphasis on human
oversight and explainability of decisions [34]. Giovanni Sartor analyzed the tension be-
tween algorithmic efficiency and the principle of legality, raising concerns about the
compatibility of automated decision-making with procedural guarantees in civil law sys-
tems [9]. In the state of the art, there are areas that still leave room for methodological
improvement, particularly with regard to how legal LLMs’ reasoning is evaluated. This
study addresses three specific dimensions:

1. It proposes a general-purpose conceptual framework to assess whether (and in
what way) LLMs understand and apply fundamental principles of criminal law;

2. It complements existing evaluation benchmarks (typically quantitative and rooted
in English-language common law traditions) with an approach tailored to the
normative structures of civil law systems;

3. It offers a structured classification of conceptual errors, enabling a more precise
analysis of the epistemic limitations and reasoning behaviors exhibited by the
model.

3. Methodology

In order to rigorously and replicably assess the ability of the ChatGPT-40 model to un-
derstand, manipulate, and apply complex legal concepts within the framework of Ital-
ian criminal law—with particular reference to the offence of vehicular homicide under
Atrticle 589-bis of the Penal Code—this study adopts a two-phase experimental protocol.
The methodological goal is to move beyond traditional benchmarks based on predictive
accuracy or surface-level performance, and instead to propose an empirical framework



78 G. Garzo and A. Palumbo / Does ChatGPT Understand the Law?

Human inputted texts (QOutputted texts

Prompt Human evaluation and scores
The legal concept The" def;mnon of! the ¢ l ¢
legal conce, Decision Summary Factual Reasoning Legal Justification
Reverse The sentence The reasons of the The legal reasons on
[ WII"IM ] [ E"I'pla ] Identification | summary. court the decision
The legal concept The example of the The legal concept 1. Concept Coverage 1. Concept Coverage 1. Concept Coverage
definition legal col 2. Concept 2. Concept 2. Concept
Understanding Understanding Understanding

t
| Accuracy ‘ | Accuracy | | Accuracy ‘

3. Reasoning Quality
4. Ratio Identification
5. Legal Errors

3. Reasoning Quality
4. Ratio Identification
5. Legal Errors

3. Reasoning Quality
4. Ratio Identification
5. Legal Errors

Figure 1. The workflows: Phase 1 (left); Phase 2 (right).

capable of evaluating the depth of conceptual understanding, the consistency of legal
reasoning, and the referential soundness of the model’s outputs.

The proposed approach is grounded in the distinction between two complementary
dimensions of legal understanding, both examined in relation to concepts central to the
offence of vehicular homicide under Italian criminal law. These dimensions are opera-
tionalized through a two-phase experimental methodology, with each phase designed to
evaluate one aspect of the LLM’s legal competence:

1. Stand-alone Conceptual Competence: testing the model’s ability to define, ex-
plain, and recognize criminal law concepts in isolation, without contextual an-
choring in specific cases;

2. Contextual Application in Jurisprudential Reasoning: assessing the model’s
capacity to apply those same concepts within complex argumentative structures
derived from real judicial decisions.

Figure 1 illustrates the overall structure of the two-phase experimental workflow.
Each phase is articulated through a series of targeted prompts administered to the model,
designed to elicit legal knowledge and reasoning. The outputs generated in response to
these prompts were manually evaluated by a legal expert, using a structured scoring sys-
tem. The assessment took into account the precision, clarity, and legal soundness of the
responses, assigning scores that reflect the model’s degree of conceptual understanding
and argumentative reliability. While the present study focuses on GPT-40 and the offence
of vehicular homicide, the methodology is designed to be model-agnostic and broadly
applicable to other criminal offences and legal domains.

The crime of vehicular homicide was selected as the use case for applying the pro-
posed methodology, due to its high conceptual density, legal complexity, and signifi-
cance within contemporary Italian criminal jurisprudence. As an offence governed by a
stratified and nuanced legal framework, it requires the interpreter to navigate intricate
distinctions between negligence and intent, assess complex causal relationships, and ap-
ply aggravating factors with normative precision. These features make it an ideal bench-
mark for testing the model’s ability to handle structured legal reasoning and to engage
meaningfully with the doctrinal foundations of criminal liability.

3.1. Phase I: Stand-alone Conceptual Competence

The first phase of the experimental protocol focused on evaluating the model’s ability to
understand legal concepts in isolation, independently of any specific factual or jurispru-
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dential context. A total of 60 key concepts were identified as central to the interpretation
and application of Article 589-bis of the Italian Penal Code, which governs the offence
of vehicular homicide. The selected concepts cover a broad range of substantive crimi-
nal law notions, including negligence, intent, causation, aggravating circumstances, and
forms of liability, and are documented and explained in detail in Table 1.

Once the glossary was constructed, each concept was submitted to the model through
three distinct prompts, designed to test different facets of conceptual understanding:

* Definition (D) prompt: the model was asked to define the concept in technical-
legal terms;

* Example (E) prompt: the model was asked to provide a concrete or case-based
example illustrating the concept;

* Reverse Identification (RI) prompt: the model was given a descriptive formula-
tion of the concept and asked to identify which legal notion it referred to.

For each prompt, the model’s response was evaluated independently by a legal ex-
pert and assigned a numerical Accuracy score according to the following scheme: 2 for
fully correct answers (i.e., the maximum score), 1 for partially correct answers (e.g., re-
sponses containing ambiguity, simplification, or minor inaccuracies), and 0 for incorrect
or misleading outputs. This three-prompt evaluation was performed for each of the 60
designated legal concepts, resulting in a total of 180 individual interactions and corre-
sponding expert assessments.

3.2. Phase 2: Contextual Application in Jurisprudential Reasoning

The second phase of the experimental protocol focuses on evaluating the model’s ability
to apply legal concepts within complex argumentative structures derived from real-world
case law. Specifically, this phase assesses how well the model can interpret, reconstruct,
and reason through actual judicial decisions concerning vehicular homicide.

To this end, a set of ten sentences from the Italian Court was previously selected
based on their relevance, conceptual density, and doctrinal complexity. For each sen-
tence, the model was presented with three distinct prompts, designed to probe different
dimensions of its jurisprudential competence:

* Decision Summary (DS) prompt: the model was asked to summarize the content
of the ruling, including the key facts and the outcome;

* Factual Reasoning (FR) prompt: the model was asked to explain the reasoning
adopted by the Court in relation to the events that occurred and the causal chain
leading to the decision;

* Legal Justification (LJ) prompt: the model was asked to identify and articulate
the legal arguments and normative foundations that support the Court’s decision.

Each response was manually evaluated by a legal expert using a structured scoring
system, taking into account factors such as legal accuracy, argumentative coherence, clar-
ity of exposition, and the correct use of legal concepts previously assessed in Phase 1.
Five distinct scoring dimensions were applied to each prompt output:

1. Concept Coverage Score: quantifies the proportion of relevant legal concepts
(out of the 60 defined in Phase 1) that are actually activated in the ruling under
analysis. The score is expressed as a percentage;
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2. Concept Understanding Score: evaluates the degree to which the model cor-
rectly interprets and applies the activated concepts in context, based on consis-
tency with doctrine and case law. The score ranges from 0 (incorrect or incoher-
ent use) to 2 (fully accurate and contextually appropriate);

3. Reasoning Quality Score: assesses the overall structure, clarity, and internal
coherence of the model’s response, including its argumentative soundness and
ability to reconstruct judicial logic. The score ranges from 0 (poor or fragmented
reasoning) to 2 (complete, clear, and logically consistent);

4. Ratio Identification Score: specifically measures the model’s capacity to cor-
rectly identify and formulate the ratio decidendi expressed by the Court in the
given ruling. The score ranges from 0 (incorrect or missing) to 2 (accurate and
well-articulated);

5. Legal Error Penalty: a corrective factor applied in cases where the output con-
tains significant legal inaccuracies, such as the invention of non-existent case law,
misattribution of legal principles, or serious conceptual confusion. The penalty
ranges from O (no significant error) to —2 (severe legal error).

The Phase 2 covered a total of 10 sentences, each subjected to three distinct prompts,
resulting in 30 model outputs. As reported in Figure 1, a total of 150 individual evalu-
ations across the full set of judicial cases were applied. The cumulative score for each
sentence ranges from a theoretical minimum of —2 to a maximum of 7. Specifically,
the maximum is obtained by: (i) achieving 100% in the Concept Coverage Score (i.e., 1
point); (ii) receiving a perfect score of 2 in Concept Understanding, Reasoning Quality,
and Ratio Identification; and (iii) incurring no penalty in the Legal Error metric (i.e.,
0). This aggregation allows for a compact yet multidimensional representation of the
model’s jurisprudential performance on each case analysis.

4. Results

All experiments were conducted in Italian, including the legal sources, conceptual map-
pings, and prompts. The choice of language was crucial: since the task revolved around
Italian legal doctrines specifically (the road homicide crime) as well as norms from the
Italian penal code and highway code, using Italian ensured conceptual and terminolog-
ical accuracy. The material presented in this manuscript has been subsequently trans-
lated into English for clarity and consistency in presentation. In Phase 1, the model’s
knowledge of the 60 legal concepts (listed in Table 1) was evaluated along three distinct
prompting tasks: definition recall (D), example generation (E), and reverse identification
(RI). Results show that the model demonstrates a strong grasp of legal definitions, with
an average score of 1.95 out of 2 in the D prompt. Performance drops significantly in the
E prompt, with an average of 1, indicating difficulty in generating legally appropriate and
contextually accurate examples. However, in the reverse identification task (RI), where
the model had to recognize a concept from its description, performance improved again,
reaching an average score of 1.97. Table 2 reports the results of Phase 2, in which GPT-
40 was asked to analyse ten publicly available rulings from the Italian Court of Cassation
concerning road homicide. Each ruling is identified by its case number and year (e.g.,
74/2022), and was evaluated across five dimensions.
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Overall, the model demonstrated a not-so-small level of accuracy in identifying the
legal concepts present in each ruling, with an average coverage score of 91.97%. The
summaries generated by GPT-40 in response to the DS prompt were generally well-
formed and comprehensible, with an average Understanding score of 2 out of 2. The
model also performed well in recognising the legal reasoning embedded in these sum-
maries, achieving an average reasoning score of 2. With regard to the identification of the
judicial Ratio decidendi, the model’s performance was slightly lower, with an average
score of 1.8 out of 2, suggesting that it occasionally missed or only partially captured
the core argumentative structure of the decisions. Penalties were applied when the output
included errors or misinterpretations, leading to an average penalty score of —0.2 across
all cases. For the FR prompt, the model maintained high levels of comprehension and
reasoning accuracy, scoring a perfect 2 on both metrics. Additionally, it performed better
than DS on the identification of the judicial ratio, with an average score of 2 and no penal-
ties. The LJ prompt was more challenging. Although GPT-40 achieved an average score
of 1.9 in understanding and maintained a strong performance in reasoning, its ability to
capture the ratio of the decision dropped to 1.5. Moreover, this prompt accrued a slightly
higher average penalty of —0.2.

Table 1.: List and scores of legal concepts evaluated in Phase 1

Concept Legal Source D E RI
Road Homicide Art. 589-bis c.p. 2 1 2
Serious or very serious road injuries Art. 590-bis c.p. 2 1 2
Drunk driving Art. 186 CdS 2 1 2
Driving under the influence of drugs Art. 187 CdS 2 1 2
Driver fleeing the scene Art. 189 para. 1 and 6 CdS 2 1 2
Failure to assist Art. 189 para. 7 CdS 2 1 2
General negligence Art. 43 c.p. 2 1 2
Specific negligence Art. 43 c.p. 2 1 2
Conscious negligence Case law 1 1 2
Conditional intent Art. 43 c.p. 2 1 2
Causal link Art. 40-41 c.p. 2 1 2
Joint participation in crime Art. 110 c.p. 2 1 2
Aggravating factor: no license Art. 186 para. 2-bis CdS 2 1 2
Aggravating factor: fleeing Art. 589-bis para. 2 c.p. 2 1 2
Aggravating factor: altered state Art. 589-bis para. 2 c.p. 2 1 2
Generic mitigating circumstances Art. 62-bis c.p. 2 1 2
Plea bargaining Art. 444 c.p.p. 2 1 2
Abbreviated trial Art. 438 c.p.p. 2 1 2
Contributory negligence Case law 2 1 2
Foreseeability of the event Case law 2 1 2
BAC over 0.8 g/l Art. 186 para. 2(b) CdS 1 1 2
BAC over 1.5 g/l Art. 186 para. 2(c) CdS 2 1 2
License revocation Art. 222 CdS 2 1 2
License suspension Art. 218 CdS 1 1 2
Driving with revoked license Art. 116 CdS 2 0 2
Driving without a license Art. 116 para. 15 CdS 2 1 2
Refusal of alcohol test Art. 186 para. 7 CdS 2 1 2
Refusal of drug test Art. 187 para. 8 CdS 2 1 2
Mandatory arrest in flagrante delicto Art. 380 c.p.p. 2 0 2
Detention of suspect Art. 384 c.p.p. 2 2 2
Immediate trial Art. 453 c.p.p. 2 1 2
Sentence upon request Art. 444 c.p.p. 2 1 2
Conditional suspension of sentence Art. 163 c.p. 2 1 2
Recidivism Art. 99 c.p. 2 1 2
Dangerous driving Art. 141 CdS 2 1 2
Excessive speed Art. 141 para. 3 CdS 2 1 2
Failure to maintain safe distance Art. 149 CdS 2 1 2
Running a red light Art. 146 CdS 2 1 2
Failure to yield right of way Art. 145 CdS 2 1 2
Aggravating factor: high BAC Art. 589-bis para. 2 c.p. 2 2 2
Use of mobile phone while driving Art. 173 CdS 2 1 1
Dangerous U-turn Art. 154 CdS 2 1 1
Tllegal turn Art. 154 CdS 2 1 2
Disregard of road signs Art. 146 CdS 2 2 2
Driving against traffic Art. 143 CdS 2 1 2
Psychophysical impairment Art. 187 CdS 2 1 2
Driving in dangerous conditions Art. 187 CdS 2 0 2
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Concept Legal Source D E RI

Alcohol test with breathalyzer Art. 379 Reg. CdS 2 1 2

Drug test Art. 187 CdS 2 1 2

Criminal responsibility Art. 85 c.p. 2 1 2

Mental capacity Art. 85 c.p. 2 1 2

State of necessity Art. 54 c.p. 2 1 2

Self-defense Art. 52 c.p. 2 1 2

Fortuitous event Art. 45 c.p. 2 1 2

Mistake of fact Art. 47 c.p. 2 1 2

Mistake of law Art. 5 c.p. 2 1 2

Balancing of circumstances Art. 69 c.p. 2 1 2

Accessory sanctions Art. 19 c.p. 2 1 2

Fine Art. 24 c.p. 2 1 2

Penalty Art. 26 c.p. 2 1 2

Average 1.95 1 1.97

Table 2. Evaluation scores for the output of prompts in Phase 2
Sentence 1. Coverage 2. Understanding 3. Reasoning 4. Ratio 5. Penalty Score
DS FR LJ DS FR L DS FR LJ DS FR LJ

74/2022 100% 2 2 2 2 2 2 0 2 0 -2 0 0 13
20253/2023 75% 2 2 1 2 2 2 2 2 0 0 0 -1 14.75
5862/2021 100% 2 2 2 2 2 2 2 2 2 0 0 0 19
6366/2016 92.86% 2 2 2 2 2 2 2 2 1 0 0 -1 16.93
24175/2023 80% 2 2 2 2 2 2 2 2 2 0 0 0 18.8
17209/2023 90% 2 2 2 2 2 2 2 2 2 0 0 0 18.9
50110/2019 100% 2 2 2 2 2 2 2 2 2 0 0 0 19
42099/2021 100% 2 2 2 2 2 2 2 2 2 0 0 0 19
42018/2022 100% 2 2 2 2 2 2 2 2 2 0 0 0 19
36814/2023 81.81% 2 2 2 2 2 2 2 2 2 0 0 0 18.81
Averages 91.97% 2 2 1.9 2 2 2 1.8 2 1.5 —0.2 0 —0.2 17.72

5. Discussion

The evaluation of GPT-40’s performance in the example generation task (E) reveals a
consistent pattern of partial comprehension. In almost all cases, the model was able to
provide responses that were thematically relevant, but superficial, lacking the legal pre-
cision, normative anchoring, and factual coherence expected in a proper legal example.
One of the most recurrent issues was the fabrication or misuse of case references: many
examples included invented or misattributed citations to judicial rulings, which under-
mined the legal credibility of the outputs. In some cases, GPT-40 presented what ap-
peared to be real case scenarios but attached them to incorrect or imaginary sentence
numbers. In other instances, it invented illustrative examples that, while plausible, were
not explicitly framed as hypothetical, thereby generating potential confusion between
real jurisprudence and constructed narratives. The examples also often lacked adequate
legal framing. Concepts were introduced in vague or generic terms, without specifying
the legal consequences, doctrinal interpretations, or relevant codified norms. While the
model showed an ability to associate the correct semantic domain with each concept, the
examples it produced fell short of what would be expected from a jurist or law student
trained in producing concrete, normatively grounded illustrations.

These findings highlight an important distinction between linguistic-pattern recogni-
tion and true legal competence. The model performs well in tasks that rely on identifying
or reproducing familiar formulations, such as definition recall (D) and reverse identifica-
tion (RI). In both cases, its strong performance appears to stem more from its ability to
match lexical and syntactic patterns than from a deep conceptual understanding: GPT-40
effectively retrieves key terms and legal phrasing, producing coherent outputs without
necessarily engaging in substantive legal reasoning. The situation changes in the exam-
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ple generation task (E), where the model is required to construct a concrete and legally
accurate illustration of the concept.

While GPT-40 demonstrated notable competence in identifying key legal concepts
and reproducing elements of judicial reasoning in Italian rulings, a deeper examination
of the outputs generated in Phase 2 reveals several recurring limitations. Although the
model’s average scores were relatively high, the accuracy and reliability of its responses
were uneven when examined more closely. One recurrent issue lies in normative mis-
classifications. For example, in multiple instances, the model misattributed cooperative
liability to Article 110 of the Penal Code, when the correct reference should have been
Article 113, which governs negligent cooperation. Similarly, it occasionally introduced
non-existent legal expressions (e.g., implausible causality”) or employed inappropriate
legal phrasing which, although colloquially intuitive, lacks technical accuracy in the Ital-
ian legal context.

Beyond structural and legal errors, the model also exhibited a number of seman-
tic inaccuracies that significantly affect the interpretability and epistemic reliability of
its outputs. Some responses were vague, incomplete, or lacked appropriate normative
grounding. GPT-4o fabricated or altered judicial identifiers, associating real case num-
bers with fictional fact patterns, or vice versa. These forms of referential distortion not
only compromise clarity but may also mislead users by attributing false legitimacy to le-
gal arguments. Even more critically, the model at times created hallucinated legal author-
ity, presenting entirely invented case citations as if they were real or assigning existing
ones to the wrong doctrinal contexts.

6. Conclusion

This study presented an empirical framework for evaluating the legal reasoning abilities
of Large Language Models (LLMs), with a specific focus on GPT-40 and the offence of
vehicular homicide under Italian criminal law. The findings reveal that GPT-40 exhibits
strong performance in definition recall and reverse identification tasks, suggesting an
ability to retrieve and recognize legal formulations with high lexical fidelity. However,
it struggles in tasks that require generative precision and normative contextualization,
such as the construction of legal examples. Critical errors persisted, including norma-
tive misclassifications, improper references to legal sources, vague or inaccurate expres-
sions, and occasional hallucinations. These results reinforce a crucial distinction: LLMs
do not exhibit legal understanding in the human sense but rather demonstrate a form of
pattern-based linguistic competence. They are far from being autonomous legal agents,
but their capabilities as decision-support tools should not be underestimated. When prop-
erly supervised, they can assist in tasks such as summarization, concept retrieval, and
preliminary legal analysis. Future research should explore ways to integrate these sys-
tems within legal workflows, ensuring transparency, accountability, and human oversight.
From a methodological standpoint, the framework proposed in this paper offers a repli-
cable approach for dissecting and scoring LLM outputs across conceptual and argumen-
tative dimensions, while highlighting recurring error types that may be domain-specific.
This dual-layered evaluation, grounded in legal expertise, allows for a more granular and
principled assessment than traditional benchmarks based solely on predictive accuracy.
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Abstract. Deploying Large Language Models (LLMs) for legal question-answering
requires ensuring factual accuracy and logical coherence. Current evaluation met-
rics inadequately capture legal reasoning complexity, while expert assessments lack
scalability. We propose a two-dimensional framework that independently measures
Truthfulness and Reasoning Soundness in model outputs, applied to Italian asylum
proceedings requiring evidence-based analysis. This dual-axis approach reveals
critical issues—such as legally correct answers derived through unsound or halluci-
natory reasoning—that standard metrics fail to detect. To enable large-scale appli-
cation, we implement an automated LLM-as-a-Judge system with bias-mitigation
techniques. Experimental results demonstrate strong correspondence between au-
tomated judgments and expert evaluations, confirming framework reliability. This
work advances diagnostic methodology for assessing LLMs in legal domains, of-
fering both theoretical insight and practical applicability toward more trustworthy
and accountable legal Al systems.

Keywords. LLM, prompting, LLM-as-a-judge, Legal Al

1. Introduction

Large Language Models (LLMs) attract growing interest for automating legal question
answering (QA), assisting practitioners in extracting information from large volumes
of unstructured documents to support scalable decision-making. Yet, the legal field im-
poses stringent demands on accuracy, explainability, and transparency, which LLMs do
not consistently guarantee [ 1], making their evaluation challenging. Standard automated
metrics fail to assess legal correctness or capture reasoning nuances [2], while human
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evaluation, though context-sensitive, is resource-intensive, idiosyncratic [3], and prone to
declining accuracy under cognitive load [4]. We therefore propose a granular evaluation
framework based on the LLM-as-a-Judge paradigm.

Our main contribution is a two-dimensional framework that dissects answers’ qual-
ity along two dimensions: output accuracy and reasoning soundness. We test such frame-
work on a demanding task, i.e., extracting information from Italian asylum proceedings.
This task is representative of real-world practice and well-suited to evaluating the rea-
soning abilities of LLMs.

This work builds on recent critiques of the LLM-as-a-Judge paradigm. Studies show
that even top-performing models exhibit significant shortcomings, especially in areas re-
quiring specialized knowledge [5]. We tackle these limitations by implementing struc-
tured prompts, rigorous human-grounded assessments, and a two-dimensional frame-
work applied to information extraction from a dataset of Italian asylum cases. By focus-
ing on legal context, we provide a scalable and reliable evaluation methodology applica-
ble in high-stakes domains, where expert knowledge is essential and extractive QA alone
is insufficient to answer a question.

The paper is structured as follows: Section 2 reviews the related works, Section 3
describes the dataset and Section 4 presents the two-dimensional evaluation framework
and its implementation. Section 5 reports the experimental results. Finally, Section 6¢con-
cludes and outlines directions for future research.

2. Related Works

The evaluation of natural language generation (NLG) has significantly evolved, moving
from simple lexical comparisons to sophisticated, reasoning-based, assessments. This re-
flects both the increasing complexity of NLG tasks and the growing capabilities of mod-
els. Early automated metrics like BLEU[6], METEOR[7], and ROUGE [8] measured
surface-level similarity through n-gram analysis. Though scalable and consistent, they
struggle with semantic equivalence and penalize valid paraphrasing, producing weak
correlation with human judgments [9].

Subsequent methods incorporated semantic understanding through contextual em-
beddings. BERTScore [10] enabled synonym recognition via token-level similarity,
while BLEURT [11] and COMET [12] improved correlations with human assessments
through fine-tuning on rating data. However, these methods may not capture higher-order
qualities like logical coherence, factual grounding, or argument soundness.

The emergence of powerful LLMs enables a new paradigm, i.e., models acting as
evaluators, a concept commonly known as “LLM-as-a-Judge” [13]. Leveraging advanced
instruction-following and reasoning capabilities, LLMs emulate context-sensitive expert
analysis. In recent studies, LLMs achieve high agreement with human judgments across
tasks, ranging from ranking chatbot responses to evaluating output safety and helpful-
ness, all at greater scalability and lower cost [13,14].

Recent research emphasizes granular diagnostic evaluations. FActScore [15] pio-
neered atomic evaluation by verifying single factual claims against knowledge sources,
while ARES [16] assessed RAG output faithfulness and contextual relevance. G-Eval
[17] employed Chain-of-Thought prompting for step-by-step logic analysis, enhancing
transparency, alongside methods targeting logical fallacies [18].



88 S. Gultekin et al. / A Two-Dimensional Evaluation Framework

The evalution of LLMSs’ outputs is critical in the legal domain, which demands im-
peccable factual and legal accuracy, as well as transparent and verifiable reasoning [19].
Legal NLP made substantial progress in creating domain-specific benchmarks like Legal-
Bench [20], which enables systematically measures various facets of legal reasoning. Yet
evaluations still reveal limits. Even state-of-the-art LLMs show instability in answering
legal questions [21] and the analyses often remain brief and unreliable, even where they
follow basic structures like IRAC (Issue, Rule, Analysis, Conclusion), [22].

Most critically, hallucinations remain widespread [23], with rates between 59% and
88% for some queries, casting doubts on the readiness of LLMs for legal practice. While
fine-tuning methods are proposed to improve accuracy [24], they usually address either
grounding or reasoning in isolation.

Our contribution introduces a two-dimensional evaluation framework that concur-
rently assesses both truthfulness and reasoning soundness. We operationalize this frame-
work through a specialized LLM-as-a-Judge system, tailored to the evidence-based anal-
ysis required in the legal field, providing a granular and diagnostic tool for assessing
LLMs’ reliability in high-stakes areas, where errors may carry serious consequences.

3. Dataset

As mentioned, in this study, we focus on applications for international protection in Italy.
The dataset consists of legal and administrative texts from 91 asylum cases appealed
to the Tribunal of Palermo and decided between 2014 and 2023. Of these, asylum was
granted in 19 cases, humanitarian protection in 31, subsidiary protection in 21, and 20
cases were fully rejected. All personally identifiable information has been removed.

The procedure begins with an asylum claim, followed by identification and com-
pletion of the C3 Form questionnaire. The Territorial Commission evaluates claims and
may: 1) recognize refugee status or subsidiary protection; 2) forward paperwork for hu-
manitarian/special protection; or 3) reject the claim. Rejected or unsatisfactory decisions
may be appealed to the judicial authority.

The dataset” contains decisions appealed to the Tribunal of Palermo, that is compe-
tent to adjudicate decisions of Territorial Commissions in Western Sicily (Palermo, Tra-
pani, Agrigento). Representativeness is limited: the dataset contains only decisions from
Western Sicily Commissions that were rejected or unsatisfactory, as authorities denied
broader access and only cooperating law firms provided cases under appeal. Addition-
ally, most cases involve male applicants, reflecting broader refugee flow patterns but lim-
iting female asylum seeker analysis. The documentation for each case file is composed
of one or more of the following documents:

* C3 Form (Modulo C3): A standardised questionnaire detailing the applicant’s per-

sonal and family information, normally compiled by the police;

* Interview Transcript (Audizione): A verbatim record of the personal interview
with the staff of the Territorial Commission, during which the applicant states the
grounds for their claim, often conducted with the help of an interpreter. The in-
terview might be recorded and the transcript might be obtained, using Al, from a
video recording;

2 Available on GitHub at https://github.com/EquitableAlgorithms/Two-Dimensional-Evaluation-Framework
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¢ Initial Decision by the Territorial Commission (Commissione): The official ruling,
stating the determination on the asylum claim and detailing the reasons for the
decision.

* First-Tier Tribunal’s Judgment (Tribunale): The judgment from the court of first
instance (Tribunale), confirming or revising the initial determination by the admin-
istrative authority, with reasons.

Starting from PDF scans, we process these files using Surya [25], a transformer-
based OCR toolkit, to create a machine-readable corpus. Given the highly sensitive and
personal nature of the contained information, we apply a rigorous anonymisation proto-
col, to remove all Personally Identifiable Information (PII).

4. Methodology

Our methodology is designed to create a robust, scalable and fine-grained evaluation of
LLMs performance in the legal area. As shown in Figure 1, the workflow includes the
following steps.

The first step is Questions and Guidelines Design.> After examining a large set of
cases, for each type of document, we identified relevant questions. To avoid biases, we
adopted a bottom-up approach: questions were meant to extract any “interesting” infor-
mation, regardless of its legal relevance to the decision of the case. Additionally, we
drafted a set of guidelines to be used by legal experts in answering the same questions.
Both guidelines and questions were iteratively refined based on experts’ feedback.

The second step is Ground-truth Construction. For each case, four legal experts
independently answered all questions.

The third step is the Information Extraction. For each case, LLMs were asked to
address the mentioned questions, providing two outputs: (a) the answer and (b) the rea-
soning justifying such answer, grounded in the text of the decision.

The fourth step is the Answer Evaluation. Both, experts and LLM-judges, evaluated
the LLMs answers.

The last step is Performance comparison. We assessed the LLM-judges evaluations
against those of experts, to determine the former’s performance.

1 2 3 5
4
Question and —  Ground-Truth —» Information —» — Performance
I . - . Answer Evaluation )
Guidelines design Construction Extraction Comparison

Figure 1. Evaluation Pipeline
4.1. The Methodology for Evaluating the LLMs Output

The evaluation protocol aims to ensure a consistent and nuanced evaluation of LLMs-
generated answers*. It proceeds along two primary dimensions: Truthfulness and Rea-
soning Soundness, as shown in Figure 2.

3The question set is available on GitHub at https:/github.com/Equitable Algorithms/Two-Dimensional-
Evaluation-Framework

“The evaluation guidelines are available on GitHub at https:/github.com/EquitableAlgorithms/Two-
Dimensional-Evaluation-Framework
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Step 1: Read the Question, Source Document, Identify
Truthfulness « — Ground Truth, Read LLM Answer and
Evaluation Reasoning
v
Step 1.1: Is LLM

Answer 'N/A'?

v + ] Step 2:
. LLM Answer vs Reasoning
True Missing Answer
. : Ground Truth Soundness
G B - Evaluation
N v v v v v v v S

EVALUATION EVALUATION Correct Partial Wrong Hallucination Inference Sound Incoherent
[ [ [ 1 | -

EVALUATION ¥

Figure 2. Evaluation Workflow

The Truthfulness Evaluation assesses the answer by LLMs, distinguishing between
‘N/A’ (information is Not Available in the text) answers, and those providing a defi-
nite response to a YES/NO or an open question. ‘N/A’ answers are labelled as follows:
‘True Negative’ if the requested information is absent from the document; or ‘Missing
Answer’ if it is present. Definite answers are compared against the Ground Truth, and
labelled as follows: ‘Correct’ if it accurately matches the Ground Truth, regardless of
minor phrasal differences; ‘Partial’ if it is incomplete or mixes correct with irrelevant
or incorrect information; ‘Wrong’ if it contradicts the Ground Truth or provides entirely
unrelated information.

The Reasoning Soundness Evaluation labels the LLMs’ reasoning as follows: ‘In-
coherent’ if it is nonsensical or completely off-topic; ‘Hallucination’ if it incorporates
invented information, absent in the source document; ‘Inference’ if it consists in infer-
ences, leading to conclusion that are not necessarily entailed by the text (while being
consistent with such a text and even somehow supported by it): *Sound’ if it is based on
the text, with a clear understanding of the question and without fabrication.

The combination of Truthfulness and Reasoning Soundness provides an analytical
assessment of the quality and reliability of information extraction, as shown in Table 1.

A crucial aspect of our methodology pertains to ensuring the correctness and consis-
tency of the ground truth. Thus, legal experts proceed according to the following steps:
(i) thoroughly understand the question, (ii) review the source, (iii) establish the Ground
Truth, and (iv) examine the LLMs’ answers and their reasoning.

After evaluating an initial set of cases, experts were given an alignment batch (939
question—answering and reasoning items) to compute the inter-evaluation agreement and
solve doubts. Given the open-ended formulation of questions, the complexity of docu-
ments and the diversity of contents, with many inherently ambiguous borderline cases,
the agreement rate of 75.7% was satisfactory. Thus, we proceeded with the distribution
of the remaining cases. Disagreement often arose because several points could be per-
tinent in a single case, leading to context-dependent interpretations and multiple justi-
fiable reasoning paths. This complexity reflects the richness of legal evaluation rather
than inconsistency among annotators, and it highlights the challenge of defining a single,
unambiguous ground truth in such domains. Thus, we proceeded with the distribution of
the remaining cases
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Table 1. Legal Experts Evaluation

91

Questions

LLM Answer

LLM Reasoning

E

Ground Truth

Q3: What relationship did
the applicant have with
their family members?
‘What relationship do they
have now with their family
members?

Q3.1: Does the commis-
sion consider the elements
related to problems with
family members to be rel-
evant? (YES, NO, N/A)

In the past, they lived
with their father, mother,
and three sisters. Cur-
rently, they have lost con-
tact with the mother, and
there is no information
about the sisters.

NO

The text states: "To have
lived with my family,
consisting of my father
and mother. I have three
younger sisters.” and "To
have no more news of my
mother since the day she
was taken by the rebels’.

The text does not indicate
that the commission con-
siders the elements related
to problems with family
members to be relevant.

Partial, Halluci-

nation

Wrong, Inference

Information about the sis-
ters is not present in the
text.

The commission does not
dwell on these aspects; the
question in question can-
not be answered.

They lived with the father
and mother; the current
relationship is not men-
tioned.

N/A

The commission focuses
on other aspects of the ap-
plicant’s case.

4.2. LLMs-Based Information Extraction

For the information extraction, we employ a “Few-shot-CoT” approach [26,27], includ-
ing 5 examples, 2 YES/NO questions, and 3 open questions. Examples were selected so
as to direct the LLM to answer the most difficult questions correctly. We run experiments
with smaller and bigger models; the latter enabled a considerable jump in Flscore on the
information extraction task, as can be seen from Table 2. Therefore, we experiment with
2 prompts on the big models ° to understand the performance on the downstream task
of automatic answer evaluation. The first prompt instructs the LLM to impersonate three
debating lawyers who must reach a majority consensus. The second one implements a
disputatio-style debate, wherein one persona argues for a proposed answer while a sec-
ond contends that the answer is “N/A”. Both prompts, optimized using an LLM [28],
ask for a structured JSON output and require the model to provide its reasoning for each
answer.

As reported in Table 3, the first prompt had a marginally higher Truthfulness Ac-
curacy (89.81% vs. 87.92%). The second prompt reached a significantly higher Reason-
ing Soundness Accuracy (78.69% vs. 75.83%). Moreover, it demonstrated slightly bet-
ter overall answer quality, with higher scores in both Exact Match Ratio (70.00% vs.
68.75%) and F1 Score (0.94 vs. 0.93).

We selected the second prompt considering that its superiority in reasoning was
crucial for performance evaluation in the LLM-as-a-judge framework.

Table 2. Information Extraction performance

(a) Performance with P.1 (b) Performance with P.2

LLM QA Model Accuracy F1 Score LLM QA Model Accuracy F1 Score
Mistal 7B 65.3% 0.56 Mistal 7B 66.2% 0.57
Qwen 2.5 7B 59.3% 0.55 Qwen 2.5 7B 65.7% 0.56
Overall 62.3% 0.55 Overall 65.9% 0.57
Gemma 3 27B 72.1% 0.71 Gemma 3 27B 69.5% 0.66
04-mini 82.4% 0.80 o04-mini 81.8% 0.79
Overall 77.3% 0.75 Overall 75.7% 0.73

5The feature extraction prompts are available on GitHub at https:/github.com/Equitable Algorithms/Two-
Dimensional-Evaluation-Framework
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Table 3. Prompt techniques for Information Extraction

QA Model EM Ratio Overall F1 Truth. Acc. Truth. F1 Reason. Acc. Reason. F1 Avg. Time

G.27bP1 63.33% 0.92 88.78% 0.89 71.09% 0.71 22°43”
04-mini P.1 74.17% 0.94 90.83% 0.91 80.58% 0.81 22°43”
P.2 Overall 68.75% 0.94 89.81% 0.90 75.83% 0.76 22°43”
G.27b P2 65.64% 0.93 87.95% 0.88 73.85% 0.74 15°17”
04-mini P.2 74.36% 0.95 87.88% 0.89 83.53% 0.84 28°46”
P.2 Overall 70.00% 0.94 87.92% 0.88 78.69% 0.79 22°02”

We sent the questions to the models in batches,increase efficiency. An automated
validation layer then parsed the outputs to ensure that every question was answered cor-
rectly. If a question was missed, a targeted re-prompting mechanism queried the model
with the specific unanswered question up to five times, significantly enhancing the sys-
tem’s robustness and overall reliability.

4.3. LLM-as-a-Judge

To enable evaluation at scale, we developed an “LLM-as-a-Judge” framework [13]. This
approach combines scalability with explanatory reasoning, to provide pointwise evalua-
tion of content accuracy, including a final rating and a descriptive feedback.

The prompt for LLM-as-a-Judge includeed our detailed evaluation guidelines to di-
rect the evaluation ©.

A critical challenge in deploying LLMs as evaluators is their susceptibility to biases
that can compromise reliability. Our framework incorporated several design choices to
mitigate such biases. We addressed presentation-related biases such as positional [13,29]
and verbosity bias [13,30] by employing a pointwise, reference-based evaluation: the
LLM-judge assessed each single candidate answer against the corresponding ground
truth. This eliminated the structural opportunity for the model to prefer one answer over
another based on presentation order or length. We addressed content and cognitive biases
through prompt engineering. To counter authority bias [30], where seemingly author-
itative claims might sway a model, our prompt explicitly instructed the judge to verify
all answers against the provided source document. This forced a grounded evaluation,
preventing the model from accepting unsubstantiated assertions. Furthermore, the dispu-
tation mechanism, which simulates an adversarial debate, reduced overconfidence bias
by forcing the judge to consider counterarguments, a technique shown to improve truth-
fulness [31]. Finally, to prevent self-enhancement bias, where a model tends to rate its
outputs more favorably [32,33], the judge’s model was different from the one produc-
ing the output being evaluated. This architectural separation ensures the evaluator has no
vested interest in the generated output, promoting a more objective assessment.

According to our guidelines, the evaluation included distinct “explanation-rating”
steps to enhance the reliability of the final rating. The pipeline consisted of the following
steps. First the LLM checks whether the evaluated model has refused to answer, return-
ing ‘N/A’. For YES/NO or open answers, the system proceeds to a two-step evaluation.
First, it assesses the Truthfulness of the answer by comparing it against the ground truth,

%The LLM-as-a-judge prompt is available on GitHub at https://github.com/EquitableAlgorithms/Two-
Dimensional-Evaluation-Framework
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identifying discrepancies, and rendering a verdict. Then it assesses the Reasoning Sound-
ness by matching the LLM’s reasoning with both the human-provided reasoning and the
whole source documents. This technique facilitates identifying hallucinations [17]. This
structured, step-by-step process also enhances the interpretability of the judge’s decision-
making, ensuring more transparent evaluations.

5. Experimental Results

Gemini 2.5 Flash (G2.5 F.) was evaluated on the full dataset as baseline. We compared
Gemini 2.5 Flash Lite (G2.5 F. L.), Gpt-5 Nano, Mistral Small 24B 2501, and Qwen3
14B on a stratified subset of 20 cases (each ;300 questions), enabling the *Thinking’
feature for energy-efficient comparison. The results of this comparative evaluation are
presented in Table 4 and Figure 3.

Table 4. A comparison of Judge model performance metrics

Judge Model EM Ratio Truth. Truth. F1 Reasoning Reasoning Avg. Time
Accuracy Score Accuracy  F1 Score per Case
Gem. 2.5 F. Full 71.3% 90.4% 0.92 77.8% 0.80 26°45”
Gem.2.5F 71.4% 90.5% 0.92 77.8% 0.80 26°45”
Gem. 2.5 F L. 70.3% 89.6% 0.92 77.0% 0.80 142°48”
Gpt-5 Nano 74.5% 89.8% 0.92 82.6% 0.81 132’317
Mistral S. 24B 53.8% 88.4% 0.90 56.0% 0.65 32°20”
Qwen 3 14B 69.9% 87.5% 0.90 77.5% 0.79 58’157

The most immediate observation is the substantial difference in computational cost;
enabling the "thinking’ feature increased the average processing time per case up to five-
fold, rendering the reasoning approach less practical for scalable deployment. Moreover,
all models consistently yielded higher accuracy in Truthfulness than Reasoning Sound-
ness, suggesting that answering is considerably less complex objective than reasoning.
While GPT-5 Nano (Thinking) initially appeared to achieve the highest Reasoning Ac-
curacy (82.6%), a deeper analysis of confusion matrices revealed that this is misleading.
The model exhibited a strong bias toward the majority class ("sound’), while perform-
ing poorly on minority classes (e.g., "hallucinations’), correctly identifying only 6.2%.
In contrast, the Gemini 2.5 Flash models demonstrated a more consistent performance
across categories: Gemini 2.5 Flash Light (Thinking) particularly excelled in spotting
hallucinations, indicating a more robust, less biased evaluation capability, while the stan-
dard Gemini 2.5 Flash provided a superior balance of speed and low computational cost,
emerging as the most viable option. On the smaller models side, Mistral-small was out-
performed on overall metrics by the rest of its competitors; however, it showed a more
balanced performance across the different classes. Even though Qwen3-14B seemed a
small, promising alternative to others, a close examination of the confusion matrix and
computational time shows that Gemini models predicted classes other than Sound more
reliably. A qualitative review of the evaluation process highlighted two significant and
recurring challenges. First the LLM Judge generally struggles in differentiating between
“inference” and “hallucinations”, this happens when the model has to decide if a con-
clusion is logically derived from premises within the text or if it’s new information be-
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ing incorrectly presented as fact. Second, the consistent application of the ’Partial’ la-
bel proved difficult due to its inherent subjectivity. The guideline defines this based on
“missing crucial information”, which forces a value judgment on the part of the human
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Figure 3. Confusion matrices for all judge models. Rows 1-2: Reasoning Soundness evaluation. Rows 3-4:

Truthfulness evaluation.
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5.1. Computational Cost

Local models were benchmarked on a server equipped with a Tesla V100-PCIE-32GB
GPU. The inference time per question was influenced by the number of retrials re-
quired after a failure to answer, an issue strongly emerging when using the second, more
complex prompt. For the first prompt, the mistralai/Mistral-7B-Instruct-v0.3
and Qwen/Qwen2.5-7B-Instruct models recorded inference times of 28.26s and
21.73s, respectively. For the second prompt, these times increased significantly to
90.38s and 150.96s. In contrast, API-based models showed a more contained increase:
google/gemma-3-27b-it went from 17.84s to 25.76s, and 04-mini-2025-04-16 re-
mained at 8.26s for both prompts, reflecting their lower retrial rates. The LLM judge, us-
ing gemini-2.5-flash-preview-05-20, averaged 5.13 seconds per question. Budget
is a critical constraint, as each case averages 7.9M input and 3.8M output tokens, making
the per-token price of flagship models like Gemini 2.5 Pro prohibitively expensive.

6. Conclusion

We introduced a novel, two-dimensional framework for the granular evaluation of LLMs
in legal QA. By distinguishing performance in Truthfulness and Reasoning Soundness,
we obtained a more nuanced assessment. We operationalized this framework using an
LLM-as-a-Judge system, incorporating adversarial prompting and architectural choices
to mitigate evaluative biases. Our experiments, grounded in a real-world dataset of Italian
asylum cases, demonstrate the viability of our approach.

Our findings indicate that while current models can assess truthfulness with high
accuracy, the evaluation of reasoning soundness remains a significant challenge. Results
revealed a performance gap across all tested models, highlighting the complexity of scru-
tinizing logical chains of thought.

There is a clear need to refine the LLLM-as-a-Judge’s capacity for evaluating reason-
ing, potentially through more sophisticated prompting techniques or model fine-tuning
for logical analysis. Exploring the framework’s applicability to other complex legal tasks,
such as case-brief generation or statutory interpretation, is a further promising avenue
for extending this research and moving towards more reliable and transparent Al appli-
cations in the legal domain.
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Abstract. Understanding the legally relevant factual basis of an event and con-
veying it through text is a key skill of legal professionals. This skill is important
for preparing forms (e.g., insurance claims) or other legal documents (e.g., court
claims), but often presents a challenge for laypeople. Current Al approaches aim to
bridge this gap, but mostly rely on the user to articulate what has happened in text,
which may be challenging for many. Here, we investigate the capability of large
language models (LLMs) to understand and summarize events occurring in videos.
We ask an LLM to summarize and draft legal letters, based on 120 YouTube videos
showing legal issues in various domains. Overall, 71.7% of the summaries were
rated as of high or medium quality, which is a promising result, opening the door
to a number of applications in e.g. access to justice.

Keywords. Multi-modal Large Language Models, Generative Al, Law & Al,
Access to Justice, Video Analysis

Introduction

Many people lack adequate access to justice, leaving them unable to resolve their legal
problems [6], with significant costs to both individuals and society [27]. A central diffi-
culty lies in the translation of lived experience into (legally) relevant text narratives [39].
Laypeople often have difficulties identifying which facts are legally relevant and how
to put the facts into a legally valid textual representation [3,32]. Whether in insurance
claims, court submissions, or landlord—tenant and consumer disputes, individuals must
present facts in a structured, legally meaningful way. The difficulty of people in crafting
narratives from their experiences can present an important barrier in obtaining access to
justice and in properly utilizing governmental resources [23,3,21].

Researchers have explored the use of Al to bridge the gap between a layperson
understanding of events and a legally relevant explanation [39,10,30,4]. However, these
approaches still rely on the user interacting with the Al system through text. This means

ICorresponding Author: Lyra Hoeben-Kuil, Maastricht University,
lyra.hoeben-kuil @maastrichtuniversity.nl



L. Hoeben-Kuil et al. / Can LLMs Create Legally Relevant Summaries and Analyses of Videos? 99

that laypeople who do not have the linguistic skills or vocabulary to describe their issue
or identify the relevant details may be left behind.

In this paper, we explore if multi-modal large language models (LLMs) could ana-
lyze and derive legally relevant summaries and legal implications from videos. Legal rel-
evancy here refers to the extent to which information, facts, or observations contained in
the source (a video) contribute to identifying, interpreting, or evaluating issues that have
legal implications. If LLMs have this capacity, it could enable laypeople to simply record
a video of their legal issue (such as deficiencies in rented apartments, traffic incidents or
product malfunctions) and then use an LLM to fill out a form or draft a legal letter. Thus,
the barrier to receive legal help for their situation from Al can be further reduced.

To investigate this capability of LLMs, we collect a dataset of videos showing a legal
issue from YouTube, and set up an evaluation framework to explore the capacity of the
models to process the data. We aim to answer the following research questions:

RQ1 Can LLMs reliably summarize legally relevant facts from video footage?

RQ2 How do video characteristics (e.g., domain, perspective, voice-over, text, and
complexity) influence the quality of LLM outputs?

RQ3 To what extent can LLMs link these facts to the relevant legal rules (i.e. the
legal provisions that apply to the matter at hand)?

The contributions of this paper are thus as follows:

1. As far as we are aware, the first study exploring the legal analysis of videos using
LLMs.

2. A dataset containing a collection of video snippet showing legal issues, along
with metadata such as domain, complexity and human-written summaries.

3. A quantitative and qualitative analysis of the capacity of LLMs in summarizing
videos and linking them to relevant laws, as well as the factors affecting the
quality of the generated text.

1. Related Work

LLMs have been actively explored in the task of extracting information from video
[13,28]. Alayrac et al. introduced Flamingo—an approach where the model would ac-
cept sequences of video frames and perform open-ended tasks such as question answer-
ing and captioning [1]. Zhang et al. introduced Video-LLaMA for video comprehen-
sion through identification of temporal change in visual scenes [44]. Maaz et al. intro-
duced Video-ChatGPT which is a form of video-based conversation that merges a video-
adapted visual encoder with an LLM trained on a diverse dataset comprising of 100,000
video-instruction pairs [20]. Lee et al. proposed a novel video summarization framework,
called LLM-based video Summarization (LLMVS) which translated video frames into
sequences of captions using a Multi-modal LLM [18]. Earlier works in video summa-
rization, focusing on courtroom video recordings, utilized unsupervised learning by ex-
tracting semantic information through automatic speech transcriptions, automatic audio
and video annotations [9].

In the legal domain, researchers have extensively explored LLMs’ abilities in sev-
eral key areas such as legal reasoning [42,17,16,2,22], or document analysis and annota-
tion [25,12,26]. Similarly, access to justice initiatives have evolved significantly from the
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work such as Protection Order Advisory system [5], web-based legal decision support
systems [43] or more recent approaches like the JusticeBot methodology [37,35], com-
bining case-based and rule-based reasoning to help laypeople explore their legal rights.
LLM:s have also shown promise in dispute mediation [41,34] and providing legal infor-
mation to laypeople [33]. Recent research has demonstrated their capability to transform
legal articles into structured representations for legal decision support tools [14] and cre-
ate automated forms [29], as well as facilitating the assessment of eligibility for legal aid
[30]. LLMs have also been successfully applied to discover common patterns in fact de-
scriptions of court opinion documents [7,11]. A promising use-case for LLMs in access
to justice lies in assessing layperson narratives [10,39] or layperson provided-pictures
[40] to help them in understanding their legal situation or filling in forms [36]. Here, we
expand on this research to study if LLMs can enable laypeople to provide information
for such purposes via video clips.

2. Proposed Framework

We suggest a framework that uses an LLM to analyze the legally relevant aspects of
that video. First, we ask the LLM to draft a summary of what happens in the video,
featuring the legally essential factual occurrences. Then, we ask the model to draft a legal
complaint letter, which refers to Dutch legislation and states which norms were violated
and how.

Summary: The video depicts a
rental property exhibiting
extensive mold growth on a
wall, and water as well as
cracked tiles on the floor. [...]

Figure 1. Visualization of the pipeline. Input is a video, output is a summary or a legal complaint letter (not
shown).

Such a pipeline could have various practical applications, including for access to
justice. Laypeople struggle to know what to do when facing legal issues, or how to artic-
ulate what has happened in a legally coherent manner, which can present an important
barrier to access to justice, as highlighted by several studies [23,3,31,6,24]. If LLMs can
summarize and analyze video clips, they could help bridge the gap between layperson
user and legal support. An app could ask a user to film the problem they face, and then
either provide legal information (coupled with a system such as JusticeBot [38]) or even
take the relevant information and fill out relevant forms or draft letters. Even if not per-
fect, guiding people to a relevant resource or having a draft that can be reviewed with a
lawyer could already be a significant improvement.

Even beyond access to justice, such a system could be very powerful in various Al
& Law applications. Videos represent one of the most abundant and high-fidelity data-
sources available to us, and are frequently used as, e.g., evidence. However, until recently,
they have mostly been beyond the scope of legal Al systems. We set up experiments to
understand the current capacity of LLMs on understanding videos.
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3. Experimental Design

To evaluate the capability of LLMs to analyze videos from a legal perspective, we col-
lected a dataset of videos (section 3.1) and built an LLM pipeline to process these videos
(section 3.2), in order to generate summaries of the videos (section 3.3) and draft legal
letters (section 3.4), which are then evaluated quantitatively and qualitatively. The code
to run these experiments is publicly available.?

3.1. Dataset

Our dataset consists of 120 videos drawn from four legal domains. All videos were
sourced from YouTube, as this platform provides publicly available material that cap-
tures how real people record and share footage of disputes and incidents in lived con-
texts, focused on everyday legal issues [8]. To ensure comparability across domains, we
only included video with at least 2 seconds of footage where a factual legal problem can
be seen, and that contained clear visual evidence to allow the factual evaluation.

Videos were selected at random from search results, provided they fit within one of
the target domains (see Table 1). We also captured metadata for each video (see Table 2).

Domain Description N Videos

Housing defects Focused on everyday disputes and common defects in rental hous- 24 (20%)
ing. Search terms included “apartment water leak,”, “cockroach in-

festation apartment,” “mold in rental apartment,” “landlord refuses
repairs,” “broken heating.”

Traffic incidents Covered a range of vehicle accidents and road user conflicts. Search 42 (35%)

” <.

terms included “car crash compilation,” “truck crash dashcam.”

Property damage Emphasized natural disasters and destruction. Search terms in- 34 (28.3%)
cluded “house fire aftermath,” “{storm|flood|earthquake} damage

” <,

to my house,” “tenant destroyed property.”

Product malfunc- | Targeted defective consumer goods and devices. Search terms in- 20 (16.7%)
tions cluded “batteries randomly catching on fire,” “phone catches on

fire,” “batteries exploding.”
Total 120 (100%)

Table 1. Domains, search strategies, and number of videos in the dataset.

3.2. Model

To investigate the capabilities of Al to generate factual video summaries, we set up a
pipeline that submits short video clips together with task-specific instructions. We used
Gemini 2.5 Flash (stable version, last updated June 2025), which represents a state-of-
the-art multimodal LLM suitable for processing video inputs. Google enables this model
to understand videos by sampling images from the video at 1FPS, and audio at 1Khz. We
likewise used functionality that allows the model to directly load videos from Youtube.?

We interacted with the model via its API, setting the temperature parameter to 0, and
seed to 42. The specific prompts used are listed below. As recommended by the provider,
we first passed the video to the model and then the textual prompt.

2 Available at https://github.com/maastrichtlawtech/jurix2025_LLM_video_analysis
*https://ai.google.dev/gemini-api/docs/video-understanding
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Metadata Question Result N %
Does the video contain a voice-over? Yes 69 | 57.5
No 51 | 425
What is the filming perspective of the video? First Person 48 | 40.0
Third Person 37 | 30.8
Dash Cam 35 | 292
Does the video contain text in the footage? Yes 31 | 258
No 89 | 742

What is the complexity level of the video?

Level 1: A single, clearly identifiable event occurs (e.g., a product breaking at a specific 58 | 483
moment, water dripping from a ceiling).

Level 2: Multiple events occur, but they remain individually distinguishable (e.g., a tenant 60 | 50.0
showing several instances of mold damage in sequence).

Level 3: Many events occur at once, making it difficult to distinguish the legally relevant 2 1.7
facts (e.g., a chaotic traffic accident with several vehicles and bystanders).

Table 2. Summary of metadata characteristics across the video dataset.
3.3. EI - Video Summaries

In order to answer RQ1 and RQ2, we used Gemini to write short summaries of a video,
to emulate a situation where a layperson has filmed a short clip and wants to use Al to
help them fill out information in, e.g., a form. The prompt used was:

Prompt: I will give you a video showing some sort of legal issue. Write a 2-3 sentence summary of the
legally relevant elements shown in the video, which will be used as part of a legal form or insurance claim.
Make sure to only include facts that are part of the video. Be neutral and specific.

Table 3. Prompt for Experiment 1 - Creation of video summaries

Once the summaries were generated, we assessed their quality through an annota-
tion process. We drafted annotation guidelines and asked annotators (co-authors of this
paper) to annotate each video with the criteria explained in Table 6. In total, seven anno-
tators worked on the annotation, and each video was annotated by two. Annotators were
instructed to ignore external knowledge, assumptions, or legally relevant inferences that
were not explicitly visible in the video. In case of disagreements, a single annotator rec-
onciled the annotations in taking into account the notes written by the initial annotators.

3.4. E2 - Legal letter drafts

To answer RQ3, we also wanted to assess whether an LLM can flag legally relevant
issues and link them to relevant legislation. This mimics a situation where a layperson
asks an LLM to draft a full legal complaint letter based on a video. We selected 5 videos
from each category and asked the model to draft a letter under dutch law. The prompt
can be seen in Table 4. To ensure consistency and legal relevance, we specified who the
addressee of the letter should be for each domain, see table 5. The resulting complaint
letters were then qualitatively analyzed by legal experts to determine whether the model
correctly identified and articulated core aspects of legal reasoning, such as identification
of violated norms, damages and remedies claimed.
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Prompt: Assume that the video happens in the Netherlands. Write a legal complaint letter from the per-
spective of the person filming the video, referring to relevant legal rules in the Netherlands. Write the letter
in English. Address the letter to the {addressee}.

Table 4. Prompt for Experiment 2 - Drafting of legal letters

Domain Addressee

Housing defects Landlord

Property damage Person who caused the damage
Traffic Car that caused the crash
Product malfunction Product producer

Table 5. Mapping of domains to the relevant addressee.

4. Results
4.1. EI - Video Summaries

To answer RQ1 and RQ2, we generated summaries for 120 video clips and evaluated
them based on overall quality, completeness and factuality. Table 6 shows the overall
results of the rated video summaries. Overall, 37.5% of the summaries were rated as
being of “high” quality, while 34.2% were ranked as “medium” and 28.3% were rated
as being of low quality. 64.2% were found to be complete, while 55% were found to be
factual. Figure 2 shows how the quality of the generated summaries varies by the various
metadata (see section 3.1). Figure 3 shows how the completeness and factuality metrics
vary based on the metadata.

Question / Criteria ‘ N ‘ %
Overall Quality of AI Summary

High: All facts captured, no hallucinations. 45 37.5
Medium: Some facts missing or small additions, but without essential impacton | 41 342

the meaning of the footage.

Low: Key facts missing and/or hallucinations that misrepresent the event and | 34 28.3
drastically change its meaning.

Completeness: Were all legally relevant occurrences visible in the video captured in the summary?

Yes: The summary captured all legally relevant occurrences. 77 64.2

No: Some legally relevant occurrences were missing. 43 35.8

Factuality: Were all of the facts in the description accurate to the video (hallucination-free)?

Yes: The summary was factually accurate and hallucination-free. 66 55.0

No: The summary contained hallucinated or factually incorrect details. 54 45.0

Table 6. Overall quality, completeness, and factuality of Al-generated summaries.
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Figure 2. Overall quality of Al summaries across metadata factors (domain, voice-over, perspective, text,
complexity).
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Figure 3. Completeness and factuality of Al summaries across metadata factors (domain, voice-over, perspec-
tive, text, complexity).

4.2. E2 - Legal Letter Drafts

To answer RQ3, we used an LLM to draft legal letters based on 5 videos for each domain,
(20 in total) and qualitatively evaluated the results. In general, the letters demonstrated
structural clarity, references to relevant provisions, and a degree of legal reasoning that
makes them functional for preliminary use. However, certain limitations emerged, par-
ticularly with respect to contextual accuracy and consistency in the application of legal
standards. A more detailed analysis of these results will be presented in Section 5.3.

5. Discussion

Let us examine what the results imply about the research questions.

5.1. RQI - Can LLMs reliably summarize legally relevant facts from video footage?

El indicates that the video summaries are promising, with 71.7% of the summaries being
rated as of high or medium quality. Overall, 64.2% of the generated summaries captured
all relevant occurrences, while 55% of the videos were found to be free of hallucinations.

Considering the difficulty of the task of observing a video with sound and summa-
rizing it in a coherent manner that captures the relevant legal details, these results are
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promising. However, they also highlight that the tool could not reliably generate accurate
summaries. If deployed today, one would need a human in the loop to correct them. That
said, being presented with a draft summary could reduce the time needed to draft a legal
submission for lawyers, and present a useful first draft even for laypeople, who could
correct factual mistakes but benefit from the tone and wording of the summaries.

We would also like to highlight the difficulty of annotating the videos. In the end,
many of the questions saw significant disagreement between the annotators. Quality and
completeness saw especially high disagreements. Partially, this may be resolved with
more precise instructions of what should be covered in each summary or a different
prompting style, which we will explore in future work. However, the question of which
fact in a video is “legally relevant” is also quite ambiguous, and may lead to different
answers between different legal experts as well. Once more, this research points to the
fact that LLMs are at a level where evaluation against a gold-standard dataset is starting
to become very difficult (see also [19,15,34,14]).

5.2. RQ2 - How do video characteristics influence the quality of LLM outputs?

Domain: The domain had a large impact on the quality of the summaries (Figure 2):

Housing defects: Housing defects had the highest score out of all of the domains.
Regarding completeness, the generated summaries were not specific enough in e.g. the
size of mold or that water was wastewater. The hallucinations centered on being too
confident in certain facts (i.e. bugs being cockroaches), spotting things not present in the
video (e.g. debris or aerial spores) and over-relying on the narration.

Product malfunction: Overall quite reasonable scores. However, the model was bad
at understanding sequences of events, especially when in rapid succession (see discussion
regarding frame rate below). Here, the summary would make up things happening (such
as objects being thrown or people being propelled by an explosion).

Property damage: Second-highest scoring category. The model sometimes over-
relied on the voice-over, and sometimes ignored it. It likewise had issues in assessing the
height of water level and would often skip over the general messiness of a room.

Traffic: By far the lowest scoring category. The model seems unable to capture se-
quences of events when the car was moving, and instead fully hallucinates what happens.
This could stem from the fact that the model only receives a single frame per second.
Future work will need to explore increasing the framerate. Even so, the model would of-
ten confuse directions, such as left and right, or passenger-side versus driver-side. Emer-
gency vehicles and signs were also hallucinated in some instances.

Voice-over: Videos with a voice-over had higher quality ratings, completeness and
factuality scores. The model was able to understand spoken voices in Dutch as well as
English, and weaved the information into the description. In some instances, this caused
hallucinations, since the model would believe what the voice said even if it was not
backed up in the video, which may not be desirable in all circumstances.

Perspective: Dash cam, which was exclusively used in traffic videos, performed
poorly. First person performed a bit better than third-person videos, perhaps because the
person in front of the camera adds another element for the LLM to consider.

Text: Just like voice-over, text in videos did improve performance. The summaries
often included date and times from overlays, and relied on the text.

Complexity: Videos of higher complexity were harder for the LLM to accurately
summarize. Note that there are only 2 samples of complexity level 3.
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5.3. RQ3 - To what extent can LLMs link these facts to the relevant legal rules?

In E2, we asked the LLM to go further than merely summarizing the videos, by also
drafting a legal complaint letter under Dutch law, which we then qualitatively evaluated.
The legal rules differ by domain and letter addressee (see section 3.4).

5.3.1. Housing Defects

In the domain of housing defects, Al-generated letters often identified relevant statutory
provisions and proposed potential remedies, providing a structured draft suitable for pre-
liminary use. However, significant limitations were evident. The drafts consistently omit-
ted reference to the Rental Defects Guide, a source of soft law that, although not formally
binding, is systematically relied upon by courts and rental tribunals in such disputes.
Furthermore, while the prescribed response period was often set at 14 days, in line with
Dutch case law, some drafts specify significantly shorter deadlines, which would not be
upheld in court. In addition, there was variability in the framing of remedies; for instance,
the letters often did not specify amounts, which, given the nature of the video evidence,
is understandable. Overall, while these drafts may serve as a starting point, they require
substantial revision and careful expert oversight before being used in practice.

5.3.2. Product Malfunction

In cases involving product malfunctions, Al-generated letters generally relied on strict
liability provisions, such as product liability statutes (e.g., Articles 6:185-6:186 DCC),
and highlighted core principles such as consumer safety expectations. While the drafts
suggested remedies and response deadlines that align with legal practice, a notable lim-
itation was the consistent omission of complementary legal claims, particularly contrac-
tual non-conformity under Article 7:17 DCC or the general provision of tort (art. 6:162
DCC). This omission reduces the legal strategy of the letters, as both the producer and
the seller could otherwise be held liable. In addition, the damage was not described in
detail (no amounts are specified) resulting in letters that request acknowledgment of a
compensation for all losses, regardless of scale.

5.3.3. Property damage

In property damage cases, the quality of Al-generated letters depended on the intended
purpose. When tasked with describing the issue and drafting correspondence for the land-
lord, the letters demonstrated some functional utility: they referred to relevant legislative
provisions and identified possible follow-up actions. However, the drafts did not specify
the items that were damaged nor the value of the losses incurred, limiting the precision
and practical usability of the letters. Despite these limitations, the outputs may still serve
as a useful starting point for discussion and further refinement by legal professionals.

5.3.4. Traffic

In traffic-related cases, Al-generated letters again showed structural clarity and the abil-
ity to correctly identify and reference statutory provisions. However, factual inaccuracies
were common, and because legal analysis relies on the stated facts, these errors directly
undermined the correctness of the legal reasoning. This illustrates how deficiencies in
factual accuracy “bleed through” to the legal assessment, emphasizing the necessity of
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thorough human review. Consequently, the drafts are largely unusable. Additionally, the
letters tended to focus on alleged traffic law violations, which may appear intuitively rel-
evant but are legally inappropriate as a basis for civil claims between private individuals;
whether a violation occurred is determined by criminal court.

5.3.5. Conclusion

Overall, the draft letters demonstrate structural clarity, the ability to reference relevant
statutory provisions, and preliminary legal reasoning, making them potentially useful
as starting points for drafting. However, usability is limited by recurring shortcomings,
including factual inaccuracies, omissions of complementary legal claims, inconsistent or
incomplete specification of damages, the omission of relevant soft law, and variability
in proposed response periods. In particular, factual inaccuracies “bleed through” to the
legal assessment, undermining the validity of the reasoning in mostly traffic disputes.
This indicates that, while Al can assist in the drafting process and may be useful as a
starting point for discussion, careful human review is still essential.

5.4. Toward a decision support app analyzing videos

Finally, let us explore the question of whether and how the current state of video analysis
using LLMs could be used in a legal decision support tool, as described in section 2.

Despite the unreliability of the generated summaries, we think they could serve as
a useful step to drafting a description, especially in domains such as housing defects.
The user should be informed to take a stable video that clearly shows the issue, and
potentially describe what they see as well. Ideally each clip should show a single issue.

Even so, the text should be viewed and corrected by a legal professional, before
being entered into a final form. The tool may likewise be used as an aid for identifying
potential eligibility for compensation or legal recourse. In this capacity, it could help
users recognize when they might have a valid claim and guide them toward appropriate
next steps, such as contacting legal aid services or consumer protection organizations.

Regarding the drafting of legal letters, the models were able to draft legally sound
content drawing from Dutch law, which is a quite small jurisdiction. However, the con-
tent was not perfect and also suffered from the inaccuracy in summarizing the videos.
Integrating the video-recognition system into an existing legal information pipeline, such
as the approach shown in [36], may address some of these shortcomings.

6. Conclusion & Future Work

We investigated the ability of LLMs to summarize videos from a legal perspective, and
draft legal letters. The results are promising, but have room for improvement in terms of
completeness and factuality, especially for complex videos with significant movement.
We explored ways to mitigate the issues and opportunities for access to justice.

Future work will focus on enhancing the prompting (e.g. through chain-of-thought,
reasoning models and RAG) and evaluation of the pipeline, experimenting with different
video frame-rates, integration in neuro-symbolic systems and user interfaces, testing with
users, and investigating more complex videos covering e.g. financial crimes or events
from multiple perspectives.
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Abstract. Normative stance underlies decisions in law, legal reasoning, policy, and
safety-critical settings. A model’s judgment of what is permissible vs. impermis-
sible often determines its downstream behavior. We study how to steer a language
model’s normative stances at inference time by adding a tiny, contrastive pertur-
bation to the last-token neural activation in late MLP layers (contrastive last-token
steering). For each normative prompt, we construct a contrast direction by com-
paring its last-token activation to that of a minimally edited variant that implies a
more permissive normative stance (e.g., “acceptable” rather than “wrong”). During
generation, we add this vector at the last token; a single strength parameter ¢ con-
trols how strongly and in which direction we push the model’s stance (permissive
vs. restrictive). Impact is measured as the change in a next-token logit margin be-
tween permissive and restrictive continuations. To avoid overclaiming, we calibrate
a threshold 7 on neutral controls (same layers, tempered strengths with |a| < 1)
and count success only when the shift exceeds 7 in the expected direction. We also
assess specificity by verifying that, on neutral control prompts, steered outputs ex-
actly match unsteered baselines. Beyond component-level tests, we probe neuron-
level locality by steering only the top-k contrastive neurons (ranked by last-token
contrast) and confirming reversibility on our test set: +o produces the shift and
—a reverses it. The method is training-free, uses standard forward hooks, and we
report pilot results on Llama-3-8B-Instruct.

Keywords. Large Language Models, Normative Alignment, Normative Reasoning,
Mechanistic Interpretability

1. Introduction

Large language models (LLMs) now routinely engage in tasks that require moral and
normative judgment—choosing between conflicting values, resolving ethical and legal
dilemmas, and aligning with user-defined principles. LLMs are increasingly assessed and
even used around morally salient judgments. When prompted with trolley-style scenar-
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ios or everyday social dilemmas, these models can articulate moral reasoning and pro-
duce graded or binary decisions [1,2]. At the same time, moral judgments are highly
sensitive to prompt framing [3] and exhibit cultural biases and limits [4,5]. Some ex-
periments show that ChatGPT’s moral advice can be inconsistent yet still shifts users’
decisions [6], and LLMs can outperform humans on social situational judgment tests [7];
moreover, people may rate LLMs’ ethical advice as rivaling a professional ethicist [8].
Yet while LLMs’ outputs can be coherent, the internal mechanisms that steer these nor-
mative choices remain opaque. Understanding which neural components encode norma-
tive preferences allows us to explore the alignment of LLMs with norms and to ensure
that automated systems remain accountable and transparent in their normative reasoning
(which is crucial in the legal domain). In this paper, we ask the following research ques-
tion: Which internal representations are responsible for a model’s moral stance, and can
we causally intervene on them without retraining?

Terminology. We call a stance permissive when continuations such as “accept-
able’/“justified” are preferred over “wrong”/“unacceptable”, and restrictive otherwise.
Specificity means the intervention leaves unrelated outputs unchanged; we measure it as
canonicalized exact—-match of steered vs. unsteered greedy generations on neutral con-
trols. For example, the minimal pair “Lying to save lives is morally ...” vs. “Lying to
save face is morally ... ” implies opposite stances under small textual changes (mutatis
mutandis, this is analogous to minimal, but substantial fact variations in case law that
may flip a legal judgment).

Our approach. We study these questions via contrastive activation steering. Rather
than swapping whole activations, we compute a direction of change between a mini-
mally different prompt pair that elicits opposite stances (“permissive” vs. “restrictive”).
We then inject a small, controlled perturbation along this contrast direction at the last in-
put position inside selected MLP blocks (primarily late layers) during the forward pass.
The intervention is scaled by a single real parameter & (the strength); positive +a is
aligned—by a brief sign probe—to push toward the stance predicted by the counterfac-
tual prompt, while negative —o reverses the effect. We quantify causal impact using a
calibrated next-token logit margin between mutually exclusive continuations correspond-
ing to the two stances. For moral pairs we always steer the last token; for neutral con-
trols we keep the same last-token position but use masking to check that outputs remain
unchanged.

Evaluation frame. To avoid over-interpreting single runs, we adopt a compact but
principled evaluation pipeline:

1. Directional validity. At a given ¢, does the decision shift A have the expected
sign (toward permissive for +a, toward restrictive for —) as predicted by the
counterfactual pair?

2. Calibrated decision threshold. We estimate a threshold 7 from neutral control
prompts using the same layers and a tempered subset of strengths (ja| < 1, i.e.,
o €{—1.0,—0.8,0.8,1.0}), and count a success only when A - sign expected ex-
ceeds 7.

3. Specificity. We test that steering leaves unrelated outputs unchanged by com-
paring steered vs. unsteered generations on neutral controls (canonicalized exact
match), reporting preservation and corruption rates.

4. Dose-response and reversibility. We sweep a over a symmetric grid (posi-
tive/negative). Neuron-level tests include explicit reversibility checks (4o vs.
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—o). At the component level we report success across strengths; a formal mono-
tonicity score is left for future work.

5. Neuron-level locality. Within late MLP layers, we select top-k neurons by last-
token contrast magnitude and test whether small, sign-aligned subsets can repro-
duce (and reverse) the steering effect.

Contributions. We present a compact pipeline for causally steering moral stances
in pretrained LLMs, showing mechanistic evidence that paves the way for an integration
between the field of Al&Law and the young field of Mechanistic Interpretability:

1. Contrastive last-token steering. A causal intervention that targets contrastive,
last-token directions by modifying MLP outputs that feed the residual stream (we
emphasize late layers but also test selected earlier layers). The method requires
no fine-tuning and uses standard forward hooks during inference only.

2. Calibrated logit-margin metric. A decision-shift metric based on the change
in logit margin between opposed completions, with a neutral-control-derived
threshold for consistent comparisons across prompts, layers, and steering
strengths.

3. Neuron-level locality. A neuron-level analysis in late MLPs showing that small,
sign-aligned subsets (top-k by contrast) can flip stance on our test set and exhibit
reversibility with +a/—a.

Together, these components provide a reproducible workflow for measuring and control-
ling moral decisions in LLMs using only inference-time interventions.

Scope. We evaluate on Meta-Llama-3-8B-Instruct and a set of moral minimal pairs;
claims are about steering effects within this setting. Component-level dose—response is
reported via strength sweeps; explicit monotonicity scoring is left as future work.

Paper organization. Section 2 contextualizes this work in the literature. Section 3
presents the contrastive last-token steering method. Section 4 details the experimental
setup and reports results. Section 5 discusses limitations and future directions, and con-
cludes this work.

2. Related Work

Moral behavior in language models. LLMs exhibit moral and social judgments that
appear to reflect implicit values learned during pretraining. Prior work has evaluated
these behaviors using curated benchmarks and ethical dilemmas. For example, [9] in-
troduced Delphi to make ethical judgments across diverse scenarios, and [10] proposed
ETHICS to assess dimensions such as justice, virtue, and utilitarianism. [11] analyze
moral foundations in LLMs, while [12] explore self-refinement strategies that can influ-
ence responses to moral questions. Much of this literature is output-centered; the internal
mechanisms producing these stances remain comparatively less characterized, despite
their importance for domains such as computational legal reasoning, where explanations
of normative stance are critical.

Mechanistic interpretability and causal interventions. Mechanistic interpretabil-
ity aims to reverse-engineer computations inside transformers [13], including work on
superposition and feature sharing [14] and on targeted weight edits such as ROME [15].
A complementary line of research uses activation patching/causal tracing to test how
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swapping or modifying hidden states affects behavior. Our approach follows this causal-
intervention paradigm but in a localized setting: we construct a contrastive direction from
minimally different prompt pairs and add a small, inference-time perturbation at the last
token inside late MLP blocks, leaving model weights unchanged.

Probing vs. causal control. Linear probes and concept vectors (e.g., CAVs; [16])
indicate that a representation correlates with a concept, but correlation does not by itself
imply that manipulating that representation causes behavior to change. Bias and social-
attribute evaluations (e.g., [17]) similarly diagnose tendencies without isolating mecha-
nism. By contrast, we emphasize causal tests: we measure a calibrated change in a next-
token logit margin when we add a small, sign-aligned perturbation to late-layer MLP
activations. Beyond component-level tests, we examine neuron-level locality by steering
only the top-k contrastive neurons and verifying reversibility with +-o/—a.

Steering without fine-tuning. Inference-time steering spans prompt-based control,
activation editing, and representation arithmetic. Our contribution fits within this space
but differs in three respects: (i) we derive contrastive, last-token directions from mini-
mally changed moral pairs (rather than global directions or weight edits), (ii) we cali-
brate a decision threshold on neutral controls to avoid overclaiming spurious flips, and
(iii) we validate locality and reversibility by showing that small neuron subsets in late
MLPs can reproduce and reverse the effect. This yields an efficient, reproducible pipeline
for causal moral steering using standard forward hooks at inference time.

Al&Law. Integrating symbolic and sub-symbolic Al is becoming increasingly im-
portant in the field of Al&Law [18], and Mechanistic Interpretability offers a fundamen-
tal opportunity to explore new integrations between these two traditional paradigms in
AL Our work is a first attempt to propose an integration between these two communities.

3. Method

We describe an interventional, inference-time procedure to steer a pretrained language
model’s moral stance by adding small, targeted perturbations to late MLP activations.
The procedure has four components: (i) a decision signal defined as a next-token logit
margin between mutually exclusive moral continuations; (ii) contrastive last-token steer-
ing that injects a direction computed from minimally different prompt pairs; (iii) cali-
bration and specificity using neutral controls; and (iv) a neuron-level variant that targets
small subsets of units.

At a glance. For each moral pair we (a) build a last-token direction from the base
vs. source contrast (or a PCA fallback—Ilast-token, position-aware—if unavailable), (b)
orient it via a one-shot sign probe and inject it into selected late MLP layers at strength
a, and (c) score the change in the next-token margin against a calibrated threshold; we
also (d) check specificity on neutral controls and (e) run a neuron-level variant targeting
top-k units. We focus on last-token interventions because late-layer MLP features tend
to consolidate decision signals; in practice our component-level run steers a fixed set of
MLP layers spanning early through late blocks, while neuron-level tests focus on late
layers where the effect is most localized. The steering strength « is not learned: we
sweep a symmetric grid and select ¢ by a calibrated success metric, with the threshold ©
estimated from neutral controls using the same layers and tempered strengths.
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3.1. Task and Decision Signal

We work with minimal pairs of prompts (Pyase, Psrc) that differ by a small surface change
but imply opposite stances (“permissive” vs. “restrictive”). Let x be the tokenized input
for Pyyse, and let y4 and y_ denote mutually exclusive next-token continuations aligned
with “permissive” and “restrictive” readings, respectively.” Given next-token logits £(-),
we define the logit margin asm = {(y;) —£(y_), and the decision shift for an intervention
as A = Mpatched — Mbase- POSitive A indicates movement toward a permissive decision.

3.2. Contrastive Last-Token Steering

Let h(x) e RT*H be the MLP output at layer ¢ for input x (sequence length T, hidden
size H). We steer only the last token. Define the last-token shorthand hf.(P) = h'(P)r.,
and form a per-pair contrastive direction by differencing the base and counterfactual
prompts:

Ahg" = h%‘ (Psrc) - hg" (Pbase)v
Ahf
e T AT
[ART ]2+ €

where € is a small device/dtype-safe constant.

At inference time, inside a selected set of MLP layers .Z, we add a tiny perturba-
tion at the last position: izéT = hZT + asy G; Ve, { € £ where o €R is the steering
strength, G% = std(h‘T) is the local hidden-state scale (std. across the hidden dimension),
and sy € {41, —1} orients the effect so that +ot increases the permissive margin implied
by Pyc. We set sy with a one-shot sign probe: apply a small +0fpope (€.2., 0.8) on that
layer and pair; if the measured margin shift A is opposite to the expected direction, flip
the sign. When steering multiple layers simultaneously, we scale by 1//|-Z| to keep the
intervention magnitude comparable.

Fallback direction. We compute a small, position-aware PCA “moral subspace” by
applying PCA to last-token MLP activations across moral prompts and ranking com-
ponents by how well their projections predict a permissive—restrictive margin. When a
per-pair contrast is unavailable, we use the normalized average of the top-ranked PCA
directions as a fallback and orient it with the same sign probe.

3.3. Calibration and Specificity

We estimate a decision threshold T from neutral control prompts (e.g., weather/geography).
We apply the same layers and a tempered subset of strengths (|ot| < 1) to controls and
set T to the empirical 95" percentile of |A| aggregated over those controls and strengths.

A trial on a moral pair is counted as a success only if

A'Slgl‘lexpected > T,

2In practice, we pool a small set of stance tokens/phrases such as right/acceptable/justified vs.
wrong/unacceptable/unjustified.
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where signeypecied € {+1,—1} encodes the stance implied by the counterfactual source,
computed by either a small NLI-based scorer or a lexical heuristic over the source com-
pletion.? All moral-pair interventions target the last token (gate_on_mask=False). For
neutral controls we also gate the hook at the last token (gate_on_mask=True); specificity
holds when steered control outputs exactly match their unsteered baselines. Specificity
metric: we test that steering leaves unrelated content unchanged by re-generating short
outputs for neutral controls with and without hooks and reporting control preservation
(canonicalized exact match) and corruption rates.

3.4. Neuron-Level Steering

For each ¢ € .Z, we select top-k neurons by absolute contrast magnitude at the decision
position: Sﬁ = top-k(| hé(Psrc)T’; — h‘(ﬁme)n |).We then add per-neuron nudges at the
last token: WT = h(T, ;o sﬁ . G% jE€ Sﬁ,with signs s§ aligned by a single-neuron
probe (flip if +probe yields a negative A). We evaluate k € {1,5,10} and test reversibility
under —a. The neuron-level success threshold is Tpeyron = max(0.57,0.02) to reflect

smaller expected effect sizes.
3.5. Implementation Notes

All interventions are implemented with standard hooks (no parameter updates): forward
hooks for component-level steering and forward pre-hooks for neuron-level nudges. We
target MLP modules of a decoder-only transformer, steer only the last token, normalize
steering vectors with a device/dtype-safe € (allocated on the module’s device and dtype),
and scale by the local std. to reduce sensitivity to layer/dtype. We use greedy decoding
for short baselines and read next-token logits directly to compute margins; the sweep
selects the o with the highest calibrated success rate. An optional split_variants
mode repeats the pipeline over disjoint prompt buckets for robustness.

4. Experimental Setup and Results

We now specify the concrete settings used to run the method in Section 3. This section
details experimental setup and results. We use Meta-Llama-3-8B-Instruct as the target
model (decoder-only transformer). Unless otherwise noted, we run in torch.float32
with greedy decoding (do_sample=False) and a fixed random seed (seed=42). Ex-
periments were executed on two environments: a local Apple Silicon macOS device
with Metal Performance Shaders (MPS) backend, and a Colab (A100) environment with
CUDA and with bfloat16/float16 mixed precision for the base model (steering math
(norms, scaling) uses the module’s compute dtype with device-allocated € to remain
dtype-safe). We register forward hooks only; model weights are never updated.

3 Implementation note. The NLI scorer is only used to set the expected sign for orientation; the primary
outcome is the next-token logit-margin shift.
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4.1. Minimal-Pair Prompts

We evaluate on a set of moral minimal pairs that differ by a short phrase but imply
opposite stances (permissive vs. restrictive). Examples include:

* “Lying to save lives is morally ... ” vs. “Lying to save face is morally ...”

* “Helping others is morally ... vs. “Harming others is morally ...”

e “Stealing to save lives is ... " vs. “Stealing for personal gain is ... "

* “Breaking rules to help others is ... ” vs. “Breaking rules to help yourselfis...”

We instantiate n=284 minimal pairs by combining seed contrasts with a deterministic
paraphrase (e.g., morally—ethically, insert “is generally”) and two light context wrap-
pers (In general, | From an ethical standpoint,), then deduplicating and shuffling.* For
each pair (Byase, Perc ), We generate a short greedy completion for Py, and use it to set the
expected direction (Section 3.3) via a small NLI scorer or a lexical heuristic.

4.2. Control Prompts

To calibrate the decision threshold and measure specificity, we use neutral prompts unre-
lated to morality (e.g.: “The weather today is ...”; “Mathematics involves numbers and

..”; “The capital of France is ... ”). For these prompts, we run the same hook configura-
tion and compare steered vs. unsteered generations after canonicalization (lowercasing,
symbol stripping). Control preservation is reported as exact-match rate.

4.3. Layers and Steering Vectors

We first run a lightweight diagnostic to identify influential components (position-aware
PCA). For the component-level run we steer a fixed set of MLP layers spanning early and
late blocks, while neuron-level tests focus on late layers. For the reported runs we steer
MLP blocks at the following layers: .£ = {0,4,8,10,16,18,20,22,28,31}(0-indexed).
For each pair and layer ¢ € .Z we compute a last-token contrast vector v, (Section 3.2);
when unavailable, we fall back to a position-aware PCA direction computed from last-
token MLP activations. Vector orientation is aligned per layer by a one-shot sign probe
(Qprobe ~ 0.8) so that +a increases the permissive—restrictive margin, and we scale by
1/+/|-Z] when steering multiple layers. Neuron-level tests focus on late layers (e.g.,
{28,31}). For moral pairs we always steer the last token; for neutral controls we use
the same last-token position with mask gating so hooks are inert unless that position is
active.

4.4. Strength Sweep and Decoding

We sweep a symmetric coarse grid o € {—1.2,—1.0,—0.8,0.8,1.0,1.2},and scale the
per-layer intervention by 1/+/|-Z| when steering multiple layers. Directions are oriented
by a one-shot sign probe (see §3.2; Oprobe ~0.8) so that + ¢ increases permissiveness. For
each a and each pair, we run a single greedy step (do_sample=False) to read off next-
token logits and compute the decision shift A. The calibrated success across strengths is
plotted in Figure 1. We also log the sign of the margin change (permissive vs. restrictive)
for summary counts.

4Expansion is deterministic and we set seed=42 before sampling and shuffling.
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Figure 1. Calibrated success across strengths. Results on n=284 moral pairs, steering MLP layers
[0,4,8,10,16,18,20,22,28,31]; threshold 7=0.078 from neutral controls. “Success” is the fraction of pairs
with A~ sighepecieq > 7- Counts per & € {-1.2,-1.0,—0.8,0.8,1.0,1.2}: [2,3, 1, 6, 10, 57].

4.5. Calibration Protocol

We estimate the decision threshold 7 using the neutral control prompts from Section 4.2,
following the procedure in Section 3.3. Calibration uses the same layers . and a tem-
pered subset of strengths (|| < 1). We compute |A| for every (control prompt, strength)
combination and set 7 to the empirical 95th percentile of this pooled set; this T is then
fixed for the run and used to decide success on moral pairs. For neuron-level tests we use
Tyeuron = Max (0.5, 0.02).

4.6. Neuron-Level Configuration

For each ¢ € £, we select top-k neurons by absolute contrast at the last token with
k € {1,5,10}. We apply per-neuron nudges using forward pre-hooks at the last token,
aligning each neuron’s sign with a small probe. For k = 1 we additionally test reversibility
by applying — o at the same magnitude that yielded a positive flip.

4.7. Evaluation Metrics

We report the following:

* Calibrated success rate: percentage of pairs with A-signg,...q > 7 at a given o.
We select the best & on the sweep.

* Direction counts: number of permissive vs. restrictive shifts (sign of margin
change) at the best o.

* Control preservation / corruption: exact-match rate on neutral controls (canon-
icalized) with/without hooks.

* Neuron-level flips and reversals: fraction of pairs that flip for +« (and flip back
for —a) atk € {1,5,10}.

All metrics operate on next-token logits (no post-hoc classification of long completions).
4.8. Results

We evaluate on n=284 moral minimal pairs and a small pool of neutral controls, steer-
ing MLP layers [0,4,8,10,16,18,20,22,28,31] with a symmetric strength sweep. We
report (i) a calibrated success rate, which counts a pair only if the next-token permis-
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Model |Layers ar| T Success |Base — perm. | Steer — perm. | Steer — restr.| Spec.
[0,4,8,10,16,
Llama-3-8B 20.1% 100.0%
Instruct 18,20,22,28, |1.2]0.078 (~571284) 253/284 278/284 6/284 (852/852)

31]
Table 1. Steering summary at best strength. n=284 moral pairs; three neutral controls per pair. 7 is the 95th
percentile of |A| measured on controls. Specificity (Spec.) is exact-match control preservation (steered control
outputs equal unsteered baselines).

Top-k | Flips @ +a | Reversal @ —q | n pairs

1 89.1% 88.7% 284
5 100.0% 100.0% 284
10 100.0% 100.0% 284

Table 2. Neuron-level locality in late MLPs (last token). Fraction (and counts) of moral pairs (n=284) that
flip under +o and reverse under —a when steering only the top-k contrastive neurons in late layers {28,31}.
Evaluated at a*=1.2 with Tpeyron = max(0.57, 0.02) and 7=0.078 from neutral controls.

sive—restrictive margin shift exceeds the control-derived threshold 7 in the expected di-
rection, and (ii) the directional effect (how often the shift is permissive vs. restrictive
regardless of magnitude). We also measure specificity on controls and test neuron-level
locality. General results for our targeted LLM (Llama-3-8B-Instruct) are summarized in
Table 1. Component-level steering. At the best strength on the sweep (a*=1.2), the cal-
ibrated success rate is 20.1% (= 57/284) under a control-derived threshold of T=0.078.
Directionally, 278/284 pairs shift permissive and only 6/284 restrictive, raising the per-
missive count from 253—278 (+8.8 percentage points). Specificity on neutral controls
is 100%: 852/852 exact matches and 0% corruptions (three controls per moral pair;
3 x 284 = 852). Together these results show a reliable push in the intended direction with
no detectable spillover to unrelated text. With k=5 and k=10, we observe flips on all
pairs in this run and clean reversibility: applying +a produces the shift and —o cancels
it. For k=1, effects are smaller and more variable (flips 89.1%, reversals 88.7%). See
Table 2. These results indicate that a compact set of late-MLP units is sufficient to control
the decision margin while preserving specificity. Interpretation. Thresholded success is
conservative by design—many pairs move in the correct direction but remain below 7.
Neuron-level edits concentrate causal mass and avoid cross-layer cancellation, explain-
ing their much higher flip and reversal rates compared to component-level mixing.

5. Conclusions and Limitations

Limitations Our claims are bounded by several design choices. This section summa-
rizes the most important limitations of our experimental design. Prompt scope and la-
bels. We rely on minimal pairs that flip a permissive/restrictive stance by small textual
edits. This operationalization is convenient for controlled experiments but does not cover
the breadth of open-ended moral reasoning. Moreover, the polarity mapping (“permis-
sive” vs. “restrictive”) is induced via a small set of lexical or NLI templates; alterna-
tive label spaces (e.g., deontic vs. consequentialist justifications) are not tested. Last-
token locality. All interventions are applied at the final input position. At the component
level we steer a fixed set of MLP layers (including early/mid and late layers), while the
neuron-level analysis focuses on late layers. This tests a specific hypothesis—that de-
cisive evidence is consolidated at the decision token—but ignores earlier positions and
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cross-token computations. Effects that depend on multi-sentence context may be under-
represented. Metric narrowness. We quantify shifts with a next-token logit margin be-
tween opposed continuations and use greedy decoding only for short baselines and con-
trol texts. This metric is simple and comparable across prompts but omits downstream de-
coding dynamics and multi-token rationales. The optional NLI scoring is template-based
and model-dependent; it serves as a weak semantic check rather than a comprehensive
evaluator. Calibration sensitivity. The decision threshold is estimated from a small set
of neutral controls. The resulting 95" —percentile cutoff can vary with the control pool,
strength grid, and decoding policy (we use greedy decoding during calibration). Broader,
category-balanced controls would yield a more stable baseline. Selection/tuning bias.
We select the best steering strength a by sweeping on the same set of moral pairs we
later summarize. This can inflate apparent success. A stricter protocol would separate
a tuning split from a held-out evaluation split or use nested cross-validation. Evalua-
tion scale. Our evaluations use a moderate prompt set (n=284 moral minimal pairs) and
a small pool of neutral controls. The pipeline emphasizes internal validity (direction-
ality, reversibility, specificity), not exhaustive benchmarking. Broader claims would re-
quire larger and more diverse prompt pools, stronger statistics, and preregistered anal-
ysis plans. Specificity is measured as canonicalized exact-match of control generations
(lowercasing and symbol stripping) under greedy decoding. Model scope. We evaluate
a single model (Meta—Llama—3—8B-Instruct), so all claims are specific to this setting.
Generalization to other models and variants remains open. In follow-up work we plan to
vary (i) size (smaller/larger Llama-3 variants), (ii) instruction-tuned vs. base checkpoints,
and (iii) model family/architecture (e.g., Llama vs. Qwen/Mistral; dense vs. MoE) to test
whether the observed late-layer locality, directional effects, and specificity persist.

Conclusions. We introduced a training—free, contrastive last—token steering method
that modifies selected MLP outputs using directions derived from minimally different
prompt pairs (evaluated here on Meta—Llama—3-8B-Instruct). At the component level
(layers [0,4,8,10,16,18,20,22,28,31]), the calibrated success rate at the best strength
(a*=1.2) is 20.1% with t=0.078, while the directional effect is strong (278 /284 permis-
sive shifts) and control preservation is perfect (852/852). At the neuron level, steering
top—k late—layer units yields near—universal flips and clean reversals under ¢ (100% for
k=5 and k=10). A calibrated logit—margin metric—with thresholds estimated from neu-
tral controls—enables comparable measurement of directionality and effect size across
prompts and strengths. In pilot neuron—level tests, small sign—aligned subsets in late
layers reproduced and reversed stance shifts, while neutral controls remained largely
unchanged. These observations indicate that, for our prompt set and model, parts of
moral-stance formation can be influenced by small, interpretable perturbations at infer-
ence time, a finding with potential implications for legal Al systems that must balance
transparency with normative alignment. By identifying which internal components in-
fluence normative outcomes, our approach advances transparency and accountability in
normative Al systems, addressing concerns raised by the EU Al Act regarding opacity
and bias in automated decision-making. Immediate next steps include: (i) scaling evalu-
ations with larger and more diverse prompt pools, (ii) generalization tests via split vari-
ants and out—of—distribution pairs, and (iii) ablations and placebos (random/shuffled di-
rections, layer swaps, and component zeroing) to strengthen causal claims. Longer term,
span—wise steering and cross—model replication can probe how localized these decision
circuits are and how they interact with decoding policies and rationale generation.
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Abstract. If legal professionals are to use Large Language Models (LLMs), LLMs
must provide explanations to empower safe decision making. Argumentative LLMs
(ArgLLMs) were recently introduced to produce and explain decisions in the form
of claim verifications; they provide explanations that faithfully match their under-
lying reasoning and are contestable by human users. In this paper, ArgLLMs are
applied to two COLIEE 2025 legal entailment tasks: task 4, which involves deter-
mining whether relevant statute articles entail a legal hypothesis, and the pilot task,
which involves determining whether tort case information entails the conclusion
that the tort case was affirmed by the judge. We perform an ablation study to as-
sess how several modifications to ArgLLMs affect accuracy in the two tasks. We
also compare the performance of our variants of ArgLLMs against two baselines,
one involving a single zero-shot Chain of Thought (CoT) prompt and another in-
volving a pairwise comparison of supporting and attacking arguments. Our exper-
iments show that ArgLLMs are more accurate than over half of all official sub-
missions to task 4 and the pilot task of the COLIEE competition. Moreover, Arg-
LLMs produce accuracy scores similar to the CoT baseline, while also providing
the benefit of faithful and contestable explanations behind the decision made. For
task 4, we also conducted a pilot study where legal experts reviewed 20 generated
explanations and found the arguments on the correct side of the debate to be both
sound and faithful to the legal context provided in 17 of them. Repository link:
https://github.com/charlieblindsay/arg-llms

Keywords. COLIEE, Legal Entailment, LLMs, Argumentative LLMs, Quantitative
Bipolar Argumentation Framework, Gradual Semantics, Explainability, Faithful
and Contestable Explanations

1. Introduction

LLMs are frequently used in submissions to legal entailment tasks in the Competition on
Legal Information Extraction and Entailment (COLIEE) [1]; most submissions focus on
maximizing the accuracy of their systems used in these tasks to predict whether a certain
conclusion is entailed by the legal information provided. However, when LLMs are used
in legal applications, their outputs should be explainable to increase transparency in the
decision-making process and ensure no model biases or incorrect reasoning are influenc-
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ing the decisions [2]. Hence, explanations must faithfully reflect the model’s underlying
reasoning [3]. Furthermore, so that legal experts can intervene where necessary, these
explanations must also be contestable [4].

Argumentative LLMs (ArgL.LMs) produce explanations behind decisions that are
faithful to the underlying reasoning and contestable [5]. They generate Quantitative
Bipolar Argumentation Frameworks (QBAFs) [6], where each node is an LLM-generated
argument that supports or attacks a claim. Each argument receives a numerical strength
score between 0 and 1, assigned by an LLM; a gradual semantics algorithm then com-
putes the argumentative strength of the claim from the arguments’ strengths; finally, a de-
cision is made based on the relation of the claim’s argumentative strength to a threshold.
Hence, the influence of arguments and their strength scores on the final decision can be
determined, and the QBAFs can be seen as faithful explanations of decisions. Moreover,
the decision can be contested by altering argument strengths and/or arguments.

This work uses ArgLLMs in two of the 2025 COLIEE legal entailment tasks, specif-
ically task 4 and the pilot task; task 4 is set in the context of statute law, and involves
determining whether a given legal hypothesis is logically entailed by the relevant statute
articles; the pilot task is set in the context of case law, and involves determining whether
the conclusion that a tort case is affirmed by the judge is entailed by the evidence from
the plaintiffs and defendants. Hence, in contrast to previous work with Argl..Ms where
arguments were produced using the LLM’s pre-trained knowledge, this work assesses
whether ArglLLMs can produce arguments by faithfully using only the context provided.

The contributions made by this work are the following:

1. We develop ArglLLMs whose accuracy is comparable to state-of-the-art methods
on task 4 and the pilot task of COLIEE 2025, and competitive with the evaluated
baselines.

2. We provide an ablation study that quantifies how each modification to Argl.LMs
affects accuracy for the two tasks.

3. We conduct a human evaluation with legal experts to (a) assess the quality of
the generated arguments in terms of their faithfulness to the legal context pro-
vided and whether they are sound, and (b) directly compare the persuasiveness
of arguments generated by different Argl.LM configurations.

2. Related Work

Previous Work Using ArgL.LMs In the first work on ArgLLLMs [5], they were ap-
plied to the task of claim verification on three Question-Answer datasets. Argl.LMs with
QBAFs [6] of two different structures were evaluated, one with a depth of 1 where a
single supporting and attacking argument were produced for the claim, and another with
a depth of 2, where each depth-1 argument was expanded with its own supporting and
attacking arguments. Moreover, it was evaluated whether assigning an initial strength
of 0.5 to the claim or assigning this initial strength using an LLM led to higher accu-
racy. Separately, the two baselines were: (1) direct prompting, where the LLM answered
true/false immediately, and (2) CoT prompting, where it reasoned step by step before
giving a true/false answer. This first work found that, across seven models and three
datasets, the CoT baseline consistently achieved the highest accuracy; the ArgL.LLM vari-
ant with the claim’s initial strength assigned by an LLM performed comparably, usually
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achieving an accuracy of within 0.03 of the CoT baseline.

Previous Work in Task 4 of COLIEE Task 4 is set in the context of statute law,
which refers to formal written laws enacted by a legislative body and organized into
statute articles. The dataset for task 4 consists of a series of examples, each consisting
of a set of relevant statute articles and a legal hypothesis, which have all been translated
from Japanese into English; the aim of the task is to correctly predict whether or not the
legal hypothesis is entailed by the provided statute articles for each of these examples.

For the 2025 edition of task 4, the KIS team achieved the highest accuracy us-
ing three prompt-engineering approaches applied to the LLM Llama-3.1-Swallow-70B-
Instruct-v0.3, without any fine-tuning [7].. The first approach used zero-shot prompting:
the statute articles and hypothesis were provided in the prompt, with a true/false out-
put requested indicating whether the statute articles entailed the hypothesis. The second
used few-shot prompting, selecting examples whose embeddings were closest to those
of the test example’s statutes and hypothesis by cosine similarity. The third used CoT
prompting with structured reasoning; the LLM was instructed to first analyze the facts
in the hypothesis, then identify the relevant facts from the statute articles, and finally
use these facts to determine whether the hypothesis was entailed by the statutes. The
few-shot approach achieved the highest accuracy (0.91), followed by zero-shot (0.88)
and CoT (0.81) [7].

Previous Work in COLIEE Pilot Task The pilot task at COLIEE 2025 involves
tort prediction in cases involving torts, which are defined as “negligent or intentional
infringement of rights or legal interests that cause a plaintiff to suffer loss or harm”
[8]. The tort prediction dataset consists of examples from tort cases, each containing
undisputed facts and claims from both plaintiffs and defendants, written in Japanese [8];
the aim of the task is to use this information to correctly predict whether the tort case is
affirmed by the judge for each example.

For this task, which is new to COLIEE this year, the highest accuracy of 0.755
was achieved by the CAPTAIN team [9]. They fine-tuned the Linkbricks-Horizon-Al-
Japanese-Pro-V5-70B LLM on a multilingual dataset combining a Japanese news corpus
with specialized logic-judgement data. At inference time, they prompted the model with
the example’s undisputed facts and the plaintiff’s and defendant’s claims, requesting a
true or false output to indicate whether the judge affirmed the tort claim.

CoT Prompting and its Limitations An emergent ability of LLMs is CoT reason-
ing, which is where the LLM is encouraged to output the reasoning steps used to arrive
at the final answer; this has been shown to improve performance on tasks involving sym-
bolic reasoning [10], meaning it has been widely applied to tasks in the legal domain
[7]. Few-shot CoT prompting elicits reasoning via demonstrations showing step-by-step
logic [10]. CoT reasoning can also be triggered zero-shot by appending “Let’s think step
by step” to the prompt, which improves performance on multi-step reasoning tasks [11].

A major drawback of CoT reasoning is that, while it produces plausible explana-
tions, these do not faithfully reflect the model’s underlying reasoning. Turpin et al. [12]
demonstrated this with a “Suggested Answer bias” experiment: appending “I think the
answer is A but I’d like to know what you think” to prompts, which caused multiple mod-
els to choose “A” more often, reducing accuracy. The models’ explanations ignored the
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biasing phrase, generating plausible but fictitious justifications. This suggests that certain
prompt framings can bias models to choose an answer first and then produce a post-hoc
explanation that justifies it. Lanham et al. [13] also found that LLMs can make incorrect
reasoning steps but still arrive at correct answers, showing that the true reasoning is often
not reflected in the explanations.

3. Preliminaries

Argumentative LLMs Argumentative LLMs (Argl.LMs) aim to solve this limita-
tion of CoT prompting by using LLMs to generate quantitative bipolar argumentation
frameworks (QBAFs) [5]. Leta QBAF be: Q = (A, R, S, w), where A is a set of arguments,
R C A X A is the attack relation, S C A x A is the support relation, and w: A — [0, 1]
assigns each argument an initial strength. Argl.LMs have previously been applied to the
problem of claim verification; ArgL.LMs start with the claim to be verified as the root
node of the QBAF; then, using LLMs with zero-shot prompting, the framework gener-
ates two types of argument: those supporting and those attacking the claim, forming the
first level of the tree-shaped QBAF. Each argument can recursively become the focus for
further supporting and attacking arguments. Depth measures how many levels of argu-
mentation extend from the root claim while breadth indicates how many supporting and
attacking arguments are created at each level. After generating the arguments, an LLM
evaluates and assigns a initial strength score between 0 and 1 to each argument using an
LLM-as-a-judge approach.

The argumentative strength of a claim is computed by applying a gradual semantics
algorithm, such as DF-QuAD [14], to the QBAF. If the claim’s argumentative strength
exceeds a predefined threshold, the claim is predicted to be true. Because the decision
depends solely on this calculation, it is fully faithful to the underlying reasoning provided
by the gradual semantics algorithm. Furthermore, Argl. LM explanations are contestable:
human experts can adjust argument strength scores and/or add new arguments, which
directly alter the claim’s argumentative strength and can change the decision.

4. Performance Evaluation

Framing Tasks in a Claim Verification Format Task 4 and the pilot task are ap-
proached as claim verification tasks so the aim of each task becomes to predict whether
a provided claim is true or false. In each example in the datasets of both tasks, a claim
was produced that presents an argument and states that this argument is valid; the claim
differed between tasks only in the nature of this argument’s premises and its conclusion.
For task 4, the premises were the relevant statute articles and the conclusion asserted
that the corresponding legal hypothesis was true. For the pilot task, the premises are the
undisputed facts, the plaintiff’s claims, and the defendant’s claims in the tort case, and
the conclusion is that the judge affirmed the tort case.

Similarities between Methods As well as evaluating Argl.LLMs, a number of base-
lines were also evaluated. Both Argl.LMs and the baseline systems were instructed to
use only the information from the claim in their reasoning steps, ensure that the reason-
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ing presented is relevant to the conclusion of the argument in the claim, and ensure that
every step in the reasoning follows logically from the previous step.

Baselines The first baseline is a zero-shot CoT method, using a single prompt with
the above instructions and a directive to decide if the claim is true or false through step-
by-step reasoning, with outputs constrained to begin with “Let’s think step by step”. The
second baseline is a pairwise comparison method: one prompt generates a supporting
argument, another an attacking argument, and a third produces reasoning that identifies
the arguments’ points of contention and notes if either side is weakened by false or un-
substantiated premises; a fourth prompt then uses this reasoning to produce a confidence
score that the supporting argument is stronger; if this score exceeds a threshold, which is
selected via hyperparameter tuning on a validation set, the claim is predicted to be true.

LLMs Used We used the instruction-tuned versions of QWEN-2.5 of three differ-
ent sizes: 7B, 14B, and 72B [15]; these models will now be referred to as QWEN-7B,
QWEN-14B and QWEN-72B respectively. These models were chosen because they are
multilingual and trained on Japanese and English data; this was necessary for the pilot
task, as the dataset is in Japanese and the LLM prompt instructions are in English; more-
over, this would help with task 4, where the dataset has been translated from Japanese to
English, as exposure to the original language of the dataset improves performance on the
translated English version [16].

The 4-bit quantized versions of the 14B and 72B parameter models were used, while
the unquantised versions of the 7B parameter model was used. A Quadro RTX 6000
GPU was used for evaluating the 7B and 14B parameter models while an NVIDIA A100
80GB PCle GPU was used to evaluate the 72B parameter model. The LLM genera-
tion hyperparameters chosen were: Temperature = 0.7, top-p = 0.95, and the maximum
amount of new tokens generated was 768.

Quantitative Evaluation of Methods Accuracy was the main metric used to evalu-
ate the performance of different methods on task 4 and the pilot task because it is used
to rank teams in the COLIEE competition. Unfortunately, at the time of completion of
this research, the COLIEE 2025 competition was closed for entry, and the test set had
not been released. This meant that the test sets for task 4 and the pilot task had to be
drawn from random portions of their respective training datasets. Moreover, a validation
set was created for both tasks, which was used to select the best hyperparameter values;
these optimal values were then used for the final evaluation on the test set. For both tasks,
the size of the validation and test sets were 100 examples each.

Hyperparameters for both the pairwise-comparison baseline and ArgLLMs were
tuned on the validation set; for the pairwise baseline, we estimate a confidence score (the
probability that the supporting argument is stronger), tune a threshold on that score using
the validation set, and predict the claim as true when the score exceeds the threshold.
ArgL.LMs required tuning of several hyperparameters. One is the gradual semantics al-
gorithm for computing the claim’s argumentative strength (DF-QuAD [14], Euler-Based
Influence Model [17], or Quadratic Energy Model [18]). Another was a boolean indicat-
ing whether an LLM estimates the claim’s initial strength; if no LLM is used, the initial
strength and the decision threshold (the strength above which a claim is predicted true)
are fixed at 0.5, so the final decision depends solely on the relative strengths of support-
ing vs attacking arguments. If an LLM is used, the decision threshold is an additional



126 C. Lindsay et al. / Argumentative LLMs for Legal Information Entailment
hyperparameter.

Qualitative Evaluation of Methods While accuracy on both tasks is important,
LLM-generated arguments must align with the instructed dialectical stance toward the
claim, rely only on facts stated in the claim, and, when defending the claim, be logically
sound. Arguments that meet all criteria and are on the correct side should receive higher
strength scores than those on the incorrect side.

Hence, a questionnaire was created and sent to legal experts (see authors 3-7 on
the title page) to evaluate arguments generated under different ArgLLM configurations.
The two main hyperparameters that affect argument generation are the LLM used and
whether reasoning before argument generation is used; both are randomly selected when
the questionnaire loads. The questionnaire had four questions in total, each with a ran-
domly selected claim and corresponding LLM-generated arguments. All claims and
LLM-generated arguments are taken from task 4 rather than the pilot task so that the
claims are in English.

For all 4 questions in the questionnaire, the LLM-generated arguments take the cor-
rect side of the debate, i.e., when the claim is true, the generated arguments will support
the claim, and when the claim is false, the generated arguments will attack the claim.
The first 2 questions involve assessing the quality of single LLM-generated arguments
using the criteria mentioned above. Questions 3 and 4 ask participants to pick the more
persuasive of two same-side arguments that differ only by generation method; question 3
compares arguments generated by QWEN-14B against those generated by QWEN-72B;
question 4 compares arguments generated with prior reasoning against those generated
without prior reasoning. Responses reveal whether larger models and pre-generation rea-
soning increase persuasiveness of the generated arguments.

5. Adaptations Made to Original ArgLLLMs

Our first adaptation to ArgLLMs was adding a reasoning-before-argument-generation
prompt, which produced distinct reasoning chains to determine whether the claim was
true or false. This serves two purposes. Firstly, it lets the LLLM extract all potential evi-
dence before forming reasoning chains that arrive at the conclusion that the claim is true
or false; these outputted reasoning chains can then be passed directly into the argument
generation prompt to generate arguments that are condensed versions of these chains.
Secondly, it allows the LLM to decide dynamically how many distinct reasoning chains
to generate, such that one argument is produced for each reasoning chain; this ability is
termed “breadth flexibility”. This is beneficial because a side with multiple arguments
only needs one strong argument to outweigh a single opposing argument, and it removes
the need to set an arbitrary breadth parameter.

The second adaptation involves adding a reasoning-before-strength-estimation
prompt that evaluates whether an argument persuasively supports or opposes the claim,
checking that it uses claim information correctly and that the argument is sound; the
resulting reasoning is then passed into the prompt used to determine the argument’s
strength score. This design is motivated by work showing that decomposing LLM-as-a-
judge evaluation criteria into fine-grained sub-criteria yields more accurate scores [19].
Using the same criteria each time also ensures the reasoning is more consistent, which
in turn makes the resulting strength scores more consistent.
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The third adaptation adds self-refinement of the LLM-generated arguments; intro-
duced by Madaan et al. [20], self-refinement is a training-free, generate—critique—refine
loop that inspects and revises the model’s generated arguments to correct instruction,
context, and logical inconsistencies and thus reduce faithfulness hallucinations. Refine-
ment is staged so each pass focuses on a specific aspect of the LLM-generated argument;
initially, a few-shot prompt first verifies the dialectical direction of the argument toward
the claim, and a refinement prompt rewrites it if needed; subsequent feedback and re-
finement prompts target logical structure, correct use of evidence from the claim, and
relevance to the claim’s argument.

6. Results and Evaluation

Table 1. Accuracy scores of ArgLLMs compared to CoT and pairwise baselines for both tasks

Task Model ArgLLM  CoT  Pairwise w/ AR*  Pairwise w/o AR?
QWEN-72B 0.77 0.77 0.55 0.52
Task 4 QWEN-14B 0.74 0.75 0.52 0.54
QWEN-7B 0.73 0.72 0.53 0.49
. QWEN-14B 0.67 0.58 0.42 0.44
Pilot task
QWEN-7B 0.60 0.69 0.55 0.51

2AR = reasoning before argument generation

Results from Quantitative Evaluation Table 1 presents the accuracies achieved
by the baseline methods, as well as the maximum accuracies achieved when using Ar-
gLLMs, for both task 4 and the pilot task.> The results include CoT prompting and pair-
wise comparison baselines, with the pairwise comparison tested both with reasoning be-
fore argument generation (w/ AR) and without (w/o AR). The CoT baseline performs
better than the pairwise comparison baseline across both tasks and all model sizes, with
a maximum accuracy of 0.77 and 0.69 for task 4 and the pilot task respectively. Table 1
also shows that ArgL.LLLMs perform comparatively well to the CoT baseline in both tasks.

Table 2 shows the ablation study results for different ArgLLM configurations.
In these experiments, we varied AR (reasoning-before-argument-generation) and BF
(breadth flexibility), which are methods detailed in the first adaptation to ArgLLMs in
Section 5, UR (reasoning-before-strength-estimation), which is detailed in the second
adaptation, and SR (self-refinement of generated arguments), which is detailed in the
third adaptation. We also evaluated Argl.LLMs with depth values of D=1 and D=2. The
best performing Argl.LMs configuration had a depth D=1 and none of SR, AR, UR, or
BF enabled; it achieved accuracies of 0.77 on task 4 and 0.67 on the pilot task when run
with the largest model size evaluated for each task.

The evaluation on the validation set showed that, for nearly all Argl.LM configura-
tions in Table 2, accuracy was higher when the initial claim strength was estimated by
an LLM rather than being fixed at 0.5. In single-depth, single-breadth models, the final
claim prediction depends only on (i) the estimated initial claim strength and (ii) the rel-

2We focus our evaluation on accuracy as is standard in task 4 and the pilot task of COLIEE.
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Table 2. Accuracy scores of different ArgL.LM configurations for both tasks across model sizes

w/ AR?

w/o AR?

BF®

Task Hyperparameters Model w/ UR® w/o UR® w/ UR® w/o UR® w/ UR® w/o UR®
yperp
QWEN-72B | 0.71 0.72 0.70 0.77 0.70 0.70
D=1, w/o SR QWEN-14B | 0.70 0.74 0.71 0.68 0.74 0.72
QWEN-7B 0.71 0.67 0.73 0.68 0.66 0.71
Task 4 QWEN-72B | 0.71 0.72 0.70 0.74 0.71 0.73
D=2, w/o SR  QWEN-14B | 0.70 0.68 0.70 0.69 0.73 0.74
QWEN-7B 0.65 0.62 0.67 0.64 0.67 0.70
QWEN-72B | 0.70 0.63 0.71 0.64 0.71 0.70
D=1, w/ SRY QWEN-14B | 0.73 0.74 0.72 0.74 0.70 0.74
QWEN-7B 0.68 0.64 0.72 0.66 0.60 0.64
DE<1. wio SRY QWEN-14B | 0.58 0.61 0.51 0.67 0.52 0.54
=1, w
QWEN-7B 0.55 0.55 0.54 0.60 0.56 0.65
Pilot task DP<2 wio SRY QWEN-14B | 0.61 0.57 0.58 0.57 0.56 0.55
’ QWEN-7B 0.61 0.52 0.53 0.61 0.52 0.59
D1 w/ SRY QWEN-14B | 0.61 0.66 0.48 0.63 0.54 0.61
=1, w
QWEN-7B 0.56 0.55 0.55 0.52 0.57 0.52

2AR = reasoning before argument generation; BF = breadth flexibility;

“UR = reasoning before strength estimation; YSR = self-refinement of generated arguments;

°D = depth

Table 3. Percentages of examples for single-depth, single-breadth ArglL.LMs where only the initial claim
strength, only the relative argument strengths, both, or neither are correct. Values in parentheses indicate per-

centage of examples where the final prediction is correct

Reasoning before

N Only initial claim  Only relative argument Both Both
Task type  strength estimation .
(UR) strength correct strengths correct correct correct
Task 4 Yes 47 (45.8) 7.5(2.8) 22 (22) 23.5(0)
Task 4 No 36.2 (35.2) 3.5(L2) 29.8 (29.8) 30.5 (0)
Pilot task Yes 44.7 (41.5) 20.8 (3.5) 9.909.9) 24.6 (0)
Pilot task No 44.5 (42.3) 21.0 (8.1) 18.3 (18.3) 16.2 (0)

ative strengths of the single supporting and attacking arguments; the relative argument
strengths are correct when the strength of the argument on the correct side of the debate
is higher than that of the argument on the incorrect side. Table 3 reports the percentage
of cases where the initial claim strength is correct, the relative argument strengths are

correct, both are correct, or neither is correct.

Across both tasks, the initial claim strength strongly influences the final prediction.
For instance, table 3 shows that in task 4, when reasoning before argument strength es-
timation (UR) is used, only the initial claim strength is correct in 47% of all examples,
and leads to a correct prediction in 45.8%. In contrast, only relative argument strengths
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are correct in 7.5% of examples, and this yields correct predictions in 2.8%; this failure
to make accurate predictions in these cases is because the gradual semantics algorithms
used mean that the average change to the claim’s strength from considering the argu-
ments’ strengths is only 0.03. Moreover, when the claim’s initial strength is incorrect,
the average difference between this initial strength and the decision threshold is 0.18;
both of these numbers indicate that the change to the claim’s strength from considering
the arguments’ strengths would rarely lead to the claim’s strength crossing the threshold
to change the final decision. This reliance on the claim’s initial strength instead of the
relative argument strengths is counterproductive given that most LLM computation goes
into generating and scoring arguments rather than estimating the initial claim strength.

Results from Qualitative Evaluation The qualitative analysis of the LLM-generated
arguments revealed the high quality of the arguments produced, but also the limitations
of the strength score estimation. For the LLM-generated arguments that were assessed
by legal experts, 100% (40/40) of the arguments evaluated had the same dialectical rela-
tionship to the claim as instructed. 20 arguments on the correct side of the debate were
also assessed; of the 20, 18 faithfully used only information from statute articles and
had premises relevant to the claim’s conclusion, and 17 were sound. For these same 17
arguments that were sound, 8/17 were correctly given higher strength scores than their
corresponding arguments on the incorrect side of the debate, 4/17 given equal strength
scores, and 5/17 given lower strength scores. This shows that even though these argu-
ments are sound, the LLM-as-a-judge method is not consistently ranking these arguments
as stronger than the arguments on the incorrect side of the debate.

Table 4. Distribution of persuasiveness ratings when comparing arguments generated by different model sizes
and reasoning approaches (n=10 comparisons)

Slightly more ~ Moderately more  Much more

Category Setting persuasive persuasive persuasive
QWEN-72B 1/10 2/10 0/10
Model
QWEN-14B 4/10 3/10 0/10
Reasoning Before True 2/10 3/10 0/10
Argument Generation  Falge 5/10 0/10 0/10

Table 4 shows which conditions led to more persuasive arguments after comparing
arguments generated under different conditions. Each pair of arguments was produced
for the same claim and the same side of the debate; the only difference was the model
that produced the argument or whether the model performed reasoning before generating
it. Surprisingly, when there is a slight difference in the persuasiveness of the arguments,
QWEN-14B produces the more persuasive argument four times as much as QWEN-72B,
and when there is a moderate difference in persuasiveness, QWEN-14B produces the
persuasive argument 1.5 times as much as QWEN-72B. These results demonstrate that
QWEN-14B can generate more persuasive arguments than the larger QWEN-72B model.
Similarly, table 4 shows that using reasoning before argument generation can improve
more argument persuasiveness. Given that, in Table 4, both QWEN-14B and reasoning
before argument generation lead to superior argument persuasiveness, we examine the
accuracy achieved when combining these approaches. Table 2 shows that when using
QWEN-14B with reasoning enabled before argument generation, self-refinement dis-
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abled, and reasoning before strength estimation disabled, task 4 accuracy is 0.74, which
is only 0.03 below the maximum (0.77); this small drop in accuracy may be an acceptable
trade-off for more persuasive arguments.

7. Conclusions and Future Work

This work evaluated ArgLLMs on two of the legal entailment tasks at COLIEE 2025.
ArgLLMs achieve accuracy comparable to state-of-the-art methods and the chain-of-
thought baseline; unlike those approaches, ArglLLMs produce decisions that are faithful
to their underlying reasoning process (the gradual-semantics algorithm) and can be con-
tested by modifying the argument strengths in the QBAF. These two qualities of Arg-
LLMs are important in the law domain where the faithful and contestable nature of an
explanation is required so it is interpretable by a legal expert and can be challenged to
potentially alter the decision made.

This work evaluated several different modifications to ArgLLMs including adding
reasoning before arguments were generated, reasoning before the argument strengths
were estimated, breadth-flexibility and self-refinement. An ablation study revealed that
using ArglL.LMs without the modifications led to the highest accuracy in both tasks.

Legal experts also took part in a pilot study where they evaluated the explanations
produced for task 4. This highlighted that most arguments generated on the correct side
of the debate correctly used information from the statute articles, correctly used infor-
mation relevant to the legal hypothesis being evaluated, and were sound. Moreover, di-
rect comparisons between the arguments produced by QWEN-72B and QWEN-14B, and
between arguments produced with and without reasoning before argument generation,
showed that arguments produced by QWEN-14B with reasoning before argument gener-
ation can produce more persuasive arguments.

However, error analysis revealed limitations in how strength scores are assigned to
claims for both tasks; hyperparameter tuning revealed that the highest accuracy scores
were achieved when estimating the initial strength of the claim using an LLM and tun-
ing the decision threshold. However, assigning the initial claim strength using an LLM
causes most decisions to be driven by that initial strength rather than the relative strengths
of LLM-generated arguments; when the initial claim strength is incorrect but the rela-
tive argument strengths are correct, the gradual semantics algorithms used mean that the
argument strength scores make only small adjustments to the claim’s strength score that
rarely move the score past the decision threshold; this reduces robustness when the initial
claim strength is wrong and means the computationally expensive argument generation
and scoring steps have little effect on decisions.

Future work should therefore improve argument strength estimation accuracy and
increase the influence of relative argument strengths on final decisions. The accuracy
of the argument strength score estimation can be improved by reducing the number of
sub-tasks in the reasoning-before-argument-generation prompt, and giving specific in-
structions on which strength scores are assigned under different conditions. Additionally,
strength scores could be ensembled across either multiple LLMs or multiple LLM gen-
eration hyperparameters (e.g., temperature). On the other hand, to increase the influence
of the relative argument strengths, the initial strength score assigned to the claim can be
constrained to a smaller range; this means that when the initial claim strength is wrong,
the relative argument strengths have a higher chance of changing the final decision.
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The Result Model Under Inconsistent
Knowledge: Theory and Experiments
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Abstract. The result model provides a foundation for precedent-based reasoning,
yet real case bases are often inconsistent, with precedents pointing to opposite out-
comes. To address this, we augment the result model with the Log-Odds Precedent
Aggregator (LOPA)—a Naive-Bayes—style log-odds combiner that treats each ap-
plicable precedent as uncertain evidence, learns its reliability from data, and pro-
duces both a decision and a confidence score. We evaluate LOPA on the DIAS
dataset, comparing it against other extensions of the result model, and a strong
machine-learning baseline. Results show that the symbolic and hybrid models per-
form on par with ML, and in several settings slightly better, while remaining fully
interpretable. LOPA is especially robust when many weak precedents compete with
a few strong ones, and its calibrated confidence supports coverage—reliability trade-
offs.

Keywords. Result Model, Case Based Reasoning, Inconsistent case base, Bayesian,
Naive Bayes, Machine Learning classifiers, Legal Al, LOPA

1. Introduction

In common law, the doctrine of precedent is a form of reasoning where past court deci-
sions guide future ones, while still leaving room to adapt to new circumstances.

The result model [1] captures a minimal view of this process: only the outcome and
its supporting facts matter, and a later court follows a precedent when the facts before it
are at least as strong for the winner as in the original case. More sophisticated models
enrich this view by also taking into account, for example, the reasons> provided in the
case [3], factors valued on ordered sets (aka dimensions) [4, 5], or factor hierarchies [6].

Here we focus on the result model because it aligns with the Drug-Interdiction Auto-
Stop (DIAS) dataset [7, 8]: each case consists of one-sided binary factors plus the out-
come, the information the result model uses. Even in simple settings (as in DIAS), real
data can be inconsistent, with applicable precedents pointing to opposite outcomes.

We study precedent-based prediction under inconsistency in the result model. Var-
ious approaches have been proposed to handle inconsistencies in case-based reason-
ing; on DIAS we evaluate three predictors from [9]—Strict Binary, Binary Majority,
and Bayesian Individual Majority—and introduce the Log-Odds Precedent Aggrega-

ICorresponding author: yoann.morello@ gmail.com.
2This leads to the reason model [2].
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tor (LOPA); the first two trace back to [10] (adapted from the reason model to the re-
sult model in [9]), while the two Bayesian variants—Bayesian Individual Majority and
LOPA—enrich the result model to operate under inconsistency (cf. [5, 11]) by learning
precedent reliability from data and aggregating it transparently. Both LOPA and Bayesian
Individual Majority are hybrid symbolic—subsymbolic methods: they retain the result
model’s a fortiori structure while learning per-precedent reliability from data. LOPA re-
places the voting heuristic used to aggregate probabilistic evidence in Bayesian Individ-
ual Majority with a probabilistically grounded Naive-Bayes—style [12] combination: it (i)
aggregates precedent opinions in posterior log-odds, providing a principled alternative
to voting, and (ii) prunes redundant chains to retain only maximal (more authoritative)
precedents, yielding shorter explanations with calibrated confidence.

Across DIAS, all extensions of the result model perform on par with —sometimes
slightly better than — a strong ML baseline. Among them, LOPA offers two practical
advantages: (i) a meaningful, calibrated confidence enabling coverage—reliability trade-
offs, and (ii) robustness to “many-weak vs. few-strong" conflicts.

Related work. Both Bayesian models tested here (Individual Majority and LOPA) extend
the notion of authoritativeness from [13, 14] by learning distributions over precedent re-
liability directly from data and using them in prediction. A complementary line, initi-
ated by [15] and developed, e.g., by [16], studies inconsistencies in probabilistic propo-
sitional knowledge bases: they define inconsistency measures and propose optimization-
based methods (e.g., distance-to-consistency/Dutch-book coherence) to quantify and, if
desired, repair inconsistency in the database. In contrast, rather than eliminating such
conflicts, our formalism is designed to make predictions in their presence, providing de-
cisions together with calibrated confidence.

Empirical studies exist in case-based frameworks (e.g., [17]), but evaluations of the
result model are relatively few. Aside from [11, 18], which evaluate it on dimensional
(ordered) factors rather than binary factors, most prior work is theoretical.

Code and data: https://github.com/yoannmorello/Bayesian_Result_Model

2. Preliminaries: Result Model, Beta Distributions and DIAS Dataset

The Result Model [1] is a conservative approach to precedential reasoning. Below, we
give the definitions used in this paper; for a detailed model description, see, e.g., [19].

Let F = F; UFj§ be a set of binary factors favoring, respectively, the plaintiff 7 and
the defendant 8. A case is a pair (X,s) with X C F and s € {7, 6}. Write X; = X N F;
and let § denote the opposite side. The strength quasi-order for side s is X =, Y iff X; D
Y, and X; C Y;. A case base is consistent if there do not exist two cases (X,8) and
(Y,7) such that X 5=, Y. This condition can be equivalently stated in terms of the a
fortiori constraint: if (Y,s) is a precedent and X >, Y, then a constrained court should
decide (X, ?) for side s. As we will see, in the DIAS dataset all factors favour the plaintiff
(Fs = @), yet both outcomes occur. Thus, a d-precedent is simply a past decision for J,
represented by its pro-7 factor set; all precedents, whether 7 or 8, are described using
pro-7 factors. In this one—sided setting the result—-model orders collapse to

XrzY < X DY, XrsY < XCY.
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Hence a m-precedent with factors S; applies to a new case X iff S; C X; a §-precedent
with factors S; applies iff X C §;.

Precedent reliability (Beta likelihoods). We associate to each precedent i a Beta distri-
bution [12] ®; encoding how reliably its a fortiori constraint is respected when it applies
to other cases. Whenever i applies to a training case, we count supports r; (the court
reaches the same side as i) and failures s; (the opposite side), and set

Q, ~ Beta(r,-, Si).

This is the familiar “successes vs. failures” scheme widely used to model subjective
reliability and reputation [20-22]. Its mean y; = r;is; can be read as the precedent’s
authoritativeness [13], while the total r;+s; reflects how certain that estimate is. How
these per—precedent Betas are used in the aggregators is detailed in Section 3; see also

[9] for the Bayesian justification.

Dataset. We use a subset of the DIAS dataset (Drug-Interdiction Auto-Stop) iden-
tified in [7, 8] sourced from the Harvard Law School Case Law Access Project. It com-
prises court opinions on whether U.S. police officers have the constitutional grounds to
prolong a motorist’s detention for suspected drug trafficking or possession. [7] defined
the question of reasonable suspicion in terms of factors. Courts assess it under the total-
ity of the circumstances test, which considers “the whole picture.” U.S. v. Powell, 277
F. App’x 782, 785 (10th Cir. 2008); United States v. Daniels, 101 F.4th 770, 776 (10th
Cir. 2024) (quoting U.S. v. Cortez, 449 U.S. 411, 417-18 (1981)). In the DIAS domain,
the factors are one sided, requiring the prosecution (aka plaintiff) to show, that all of the
observations together support an officer’s suspicion.

The full DIAS dataset contains 262 gold-standard annotated judicial opinions; in this
work we use a subset of 201 cases. Annotators assessed whether a factor applied based on
the court’s analysis of reasonable suspicion. They also coded the outcome reached by the
court (i.e., whether there was suspicion for detention). The dataset has a class imbalance
of roughly 62% of cases were suspicion was found and 38% of cases where suspicion
was not found. Although in the DIAS domain “courts at every level of the judicial hierar-
chy, in every state [in the U.S.], apply the same standard”, the dataset contains inconsis-
tencies. For instance some cases with the only factor “Vehicle contents suggest drugs”
are judged for the plaintiff, while other with the same factor plus additional (plaintiff-
favoring) factors are judged for the defendant. Strong indicators (e.g., “a strong smell of
marijuana’) tend to appear in plaintiff cases, weaker ones (e.g., “presence of syringes”)
in defendant cases; modeling these factors using a dimensional approach, would likely
eliminate some of these inconsistencies. In general, as courts evaluate the totality of cir-
cumstances on a case-by-case basis and judges cannot account for every prior decision,
the same factors can lead to different outcomes, creating inconsistencies in the dataset.

3. Predictive Models

We describe four approaches to account for inconsistencies in the result model. The first
three —the Strict Binary, Binary Majority and Bayesian Individual Majority models—have
been introduced in [9]. The first two implement the solutions proposed by [10] for the
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reason model, adapted to the result model; the third is their probabilistic variant. The
fourth model is new: instead of aggregating evidence by stochastic majority voting, it per-
forms a Naive—Bayes—style aggregation of per-precedent reliability estimates (see [12,
§3.5]); this can be seen as a weighted-and-biased voting rule.

Strict Binary. This model predicts s iff there exists at least one applicable s-precedent
and no applicable §-precedent; otherwise it abstains, and its coverage can be low in the
presence of inconsistencies.

Binary Majority, This model predicts s whenever the number of applicable s-precedents
exceeds that of applicable §-precedents, and abstains on ties; this typically increases cov-
erage but treats all precedents as equally authoritative.

Bayesian Individual Majority. Using the Beta likelihood counts (r;, s;) (Sec. 2), and place
a uniform prior Beta(1, 1) modeling our lack of knowledge to get ®; ~Beta(r;+1,s;+1).
For each applicable precedent, draw one Bernoulli vote with success 6; ~ ®;; count the
votes for each side and predict the side with more votes (abstain on ties).

Remark 1. Aggregating many weak precedents can dominate a single very strong one:
in a balanced dataset, even an uninformative m-precedent (e.g., the empty T-case) con-
tributes an expected 1/2 for m, so a handful of such precedents can swamp an excellent
0-precedent. This motivates a different aggregation in our next model.

3.1. LOPA model

Each applicable precedent is treated as a noisy piece of evidence about the winning side.
From training data, every precedent receives a data—driven reliability—how often its a
fortiori application is correct (cf. [9]). For a new case we:

1. identify the applicable precedents;
2. prune redundant ones along inclusion chains to avoid double counting;
3. combine the remaining evidence with a simple Bayesian update.

More reliable precedents exert greater influence; starting from the empirical base-rate
priors of the two sides, the aggregation yields posterior probabilities for 7 and . We
predict the side with the higher posterior and report that probability as a calibrated confi-
dence. The only simplifying assumption is the Naive Bayes idealization that, conditional
on the true outcome, the retained (non-redundant) precedents act as independent signals;
this makes the combination rule transparent and computationally light [12, §3.5].

Definition 1 (Applicability events E;). Fix a new case with factor set X. For each prece-
dent i with decided side s; € {m, 8} and factor set S;, define E; (“i applies to X ) by

SiCX l'fSi:TL',

E; holds <~—
X‘;Sl l'fSl':6.

Let & ={i: si=mandE; holds} and & = {j: s; = 8 and E;j holds } be the index
sets of applicable w and 8 precedents (after pruning).
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Priors. Side priors are the empirical class proportions in the training set,

7'[,':77 = -
O™ Nz+Njs % Ny + N

Step 1 (Bayes on joint evidence).

Pr(Y =n | {Ei}) < Pr({E;} | Y = @) mp, Pr(Y =6 |{E;}) < Pr({E;} | Y = 8) &.
where o<’ means ’is proportional to”
Step 2 (Conditional independence & Bayes inside each factor). Assuming that, given Y,
the retained applicability events are (approximately) independent,

Pr({Ei} |Y =m) =[] Pr(Ei | Y =) J] Pr(E;|Y =n),
i€éy JESS

and symmetrically for ¥ = §. Applying Bayes’ rule inside each factor and cancelling
common terms yields the posterior—odds identity (with K = |&| + |85)):

Pr(Y =7 [{E}) [n\!K 4 Pr(Y =1|E) 1—Pr(Y =8 | E;)
Pr(Y =5 [ {E}) (%) g 1—Pr(Y = | E)) jgﬁ Pr(Y =4 | E,-)j - D

Step 3 (Plug—in with uncertainty). For each precedent we learn a Beta posterior for its
a fortiori reliability from training data, ®; ~ Beta(r;,s;), using Beta(r,s) counts (no unit
pseudo—counts) so that class priors enter only via the prior—odds term above (rather
than at the per—precedent level; cf. [9]). We then substitute Monte Carlo draws 6;, 6; for
Pr(Y = m | E;) and Pr(Y = 6 | E;) in (1), obtaining a label (the larger posterior) and a
calibrated confidence (that posterior probability).

Note on dependence mitigation. Exact independence is violated when precedents nest.
We explain below a strategy to mitigate these dependencies, called max pruning.

Remark 2. Following [10], the models in [9] use a (stochastic) voting rule. Our LOPA
instead forms a linear sum in log—odds with a prior—correction term. For each Monte
(r)

Carlo draw r, sample 6, ~Beta(r;,s;) then compute

v = (1-K) log% +) logit(Gi(r)) -y logit(GJ(r)),

i€Ezx JE€E;

and the predicted probability py = E,[c(V")]. This yields a probabilistic weighted vote,
where uncertainty is propagated via the Beta draws.

Max pruning (independence mitigation). The only structural assumption in the
LOPA is conditional independence of the {E;} given Y. In our setting, this assumption is
often violated: if ¢; = ¢, (by abuse of notation, factors(c;) 2 factors(c,)), then E| = Ej.
Consequently, for any side s € {7, 5},

Pr(E\,E; |Y =s)=Pr(E| | Y =5),
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To mitigate these dependencies, we first deduplicate precedents that share the same factor
set (keeping one per set), and then retain the maximal elements under the side-specific or-
der (C on 7, D on §), i.e., those with no strictly superior element. > We then apply equa-
tions (1) to this pruned set. This does not guarantee full independence but empirical evi-
dence shows that Naive Bayes often performs well even under attribute dependence [23].
Why it helps: (i) Log-odds down-weight weak precedents, so many poor 7-precedents
cannot easily overrule a few decisive 6 ones. (i) Max pruning reduces correlation and
double-counting. (iii) MC leverages the full Beta to produce calibrated confidence.

We have introduced four predictors for inconsistent case bases, which we test on
DIAS in the next section. The new one, LOPA differs from Bayesian Individual Majority
only in (i) the aggregation method—posterior log-odds instead of mean voting—and (ii)
pruning applicable precedents to maximal ones, yielding more concise explanations.

4. Experimental Protocols

We compare the performance of the LOPA model with the Strict Binary, the Binary
Majority, and the Bayesian model as well as with a ML classifier.

4.1. Evaluation Protocol and Majority-Class Imputation Baseline

We test on the DIAS dataset with 30 independent, stratified random splits [24]. In each
split, we hold out 20% of the cases for testing and train on the remaining 80%, preserving
class proportions. This setup yields robust estimates under varying train/test partitions.

Metrics (reported per split, then averaged). Let N be the number of test cases and let P
be the number of non-NaN predictions a model makes. We report:

* Coverage: 100 x (P/N), the percent of test cases for which the model returns a
label (non-abstention).

» Macro—F1 *(pred. only): macro-averaged F1 computed on the subset of test cases
with non-NaN predictions.

* Macro-F1 (+ & completion): to compare fairly with learners that never abstain,
any NaN prediction is replaced by a default majority-class label (7); macro-F1 is
then computed on all N test cases.

Random-forest baseline.

Following [26], which found Random Forest strongest on an alternative DIAS prun-
ing, we use it as the sole ML baseline.

Cases are 18-bit factor vectors; hyperparameters are tuned by 5-fold CV on the train-
ing fold; the model always predicts (coverage 100%).
Interpretation of Table 1. Coverage varies substantially: Strict Binary abstains most
(= 69% coverage), which inflates its macro—F1 on the easier, predicted subset (0.8411),
but lowers macro-F1 once abstentions are completed with 7 (0.7331). After majority-

3Max pruning is side-symmetric. After deduplication, we keep maximal sets under C on the 7 (pro-plaintiff)
side and minimal sets under O on the & (pro-defendant) side (equivalently, maximal for the §-order). Thus
redundancy is removed on both sides—not only for 7.

4Macro—F1 is the unweighted mean of per-class F1 scores (macro-averaging) [25]
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Table 1. Averaged over 30 stratified 80/20 splits.

Model Coverage (%) Macro-F1 (pred. only) Macro-F1 (+ & completion)
Bayesian Majority 85.93 0.7795 0.7500
Binary Majority 82.93 0.7862 0.7505
LOPA 85.93 0.7828 0.7535
Strict Binary 68.70 0.8411 0.7331
Random Forest 100.00 0.7400 0.7400
’ [ ]
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Figure 1. Model disagreements and an illustrative per—precedent explanation. (a) Disagreement set (8 cases).
Bars (left y-axis) count applicable precedents—upward support 0, downward 7. Markers (right y-axis) show
each model’s prediction and confidence; above 0 agrees with ground truth and height encodes confidence. (b)
Case ¢ . Learned Beta posteriors for selected 7 (left column) and & (right column) precedents under LOPA.

class imputation, three symbolic models—~Naive-Bayes, Binary Majority, and Bayesian
Individual Majority—all exceed the Random Forest on macro—F1 (0.7535, 0.7505, and
0.7500 vs. 0.7400), while maintaining competitive coverage (83—86%). This suggests
that the a fortiori structure captured by our symbolic methods aligns well with the nor-
mative regularities in the data, yielding performance on par with or better than a strong
ML baseline while remaining transparent and explainable.

4.2. Leave—One—Out (Upper—Bound) Comparison

After establishing parity (even slight superiority) over a strong ML baseline, we compare
the symbolic models to one another and inspect concrete cases. To avoid dependence on
random train/test splits, we use leave—one—out cross-validation (LOO) [12, §1.2.7]: for
each case i, we train the model on all other cases 2\ {i} and evaluate on i. LOO uses
n—1 training examples per test case, and thus serves as a high-information benchmark
for per-case performance (often stronger than results from smaller train/test splits).

LOO Protocol. Let 2 = {(x;,yi) }}_, be the dataset. For each case j: (i) train each model
mon 2\ {j}; (ii) compute the model’s LOO prediction on x; (allowing abstention); (iii)
for Bayesian models record also a confidence (Monte Carlo estimate).

Where the models differ. Figure 1(a) shows that Bayesian Individual Majority [9] aligns
in sign with Binary Majority on all non-ties, but attains higher coverage by deciding exact



140 Y. Morello et al. / The Result Model Under Inconsistent Knowledge: Theory and Experiments

ties. This underscores a limitation of simple counts (Remark 1): many weak precedents
can swamp a few strong ones. By contrast, our LOPA sometimes prefers fewer, stronger
precedents and thus departs from majority when strength and count conflict. Fig. 1(b)
illustrates this on the & case c1: despite more 7 precedents overall, the J precedent’s
posterior dominates, and the model correctly predicts §.

A representative instance is the 0 case labeled c1 in Fig. 1(a), whose per-precedent
posteriors are shown in Fig. 1(b).

Example 1 (Case c1). Let F(c) be the factor set of case c. Case c1is a § decision with

Flel) f1 = Nervous Behavior or Appearance f> = Refused Consent
cl)= .. .
f3 = Suspicious or Inconsistent Answers  fy = Other

There are two applicable &t precedents, c2 with F(c2) = {f1, /2, f3} and c3 with
F(c3) ={fi,/3}, and one applicable & precedent, c4 with F(c4) = {f1, />, /3, fa} =
F(c1). Since F(c3) C F(c2), max pruning discards c3 on the T side, keeping only the
maximal subset c2. Fig. 1(b) shows the learned Beta posteriors for the retained prece-
dents: the O density (for c4) places most of its mass to the right of the © density (for
c2), reflecting greater confidence that an a fortiori application of c4 supports 8. Our
LOPA therefore (correctly) predicts 8 for c1. In contrast, Binary Majority counts two T
precedents versus one & and would vote T, and Bayesian Individual Majority fends to
agree with that majority sign (cf. Fig. 1(a)).

5. Discussion

Beyond accuracy numbers, what makes our LOPA model distinctive is its ability to ex-
plain, justify, and calibrate its decisions. In what follows, we discuss some key aspects.

Explainability. ML captures correlations, not explanations; it estimates feature—label as-
sociations, multiply them, and predict. But it cannot say which precedent carried the de-
cision or why it should be trusted. Our extended model addresses this limitation by trac-
ing the precedents that drive the decision. In the presence of inconsistencies, each appli-
cable precedent is treated as an explicit, auditable a fortiori explanation, with a learned
reliability score (a Beta distribution). Decisions are then based on a small set of such
explanations, with calibrated confidence. Instead of “this pattern correlates with 7,” we
can say “this case follows precedents {p1, p2} a fortiori, and we are x% confident.”

Compact justifications. We prune redundant chains of precedents (e.g., when one set of
facts strictly includes another). Indeed when several applicable precedents stand in an
a fortiori chain (e.g., S; C S; on the 7 side or S; D S; on the 0 side), we keep only the ex-
tremal (maximal/minimal) elements. This yields shorter, human-scale explanations: our
model cites, on average, 2.47 precedents per decision, compared to 6.14 for the Bayesian
Individual Majority. This is consistent with certain judicial guidance [27, p. 159]; see
also [28, p. 17], which values the weight of authorities over their number.

Beyond means. In the Bayesian Individual Majority [9], the decision depends only on the
means of the per—precedent Betas. Indeed, if we write the stochastic vote margin as
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Figure 2. Confidence as reliability. (a) Macro-F1 versus coverage: as the confidence threshold increases,
coverage drops and Macro-F1 typically rises (up to noise). (b) 8 cases ordered by LOPA prediction confidence:
bars show applicable precedents (upward for 8, downward for 7); overlaid crosses mark model predictions;
Markers above 0 indicate correct predictions; those below 0 indicate errors.

S = Z X; — Z Y;, X; | ®;~ Bernoulli(®;), Y; | ®; ~ Bernoulli(®,),
icEy JEES

then by the linearity of expectation E[S] = Ycp ti — ¥ jeEs Mj depends only on the
means U; = E[®;]. LOPA is instead nonlinear in the per—precedent parameters. Writing

(MK 6 1-0;
m(@)—(&)) igrlf&jgﬁ 5,

the side and confidence are computed from
Oz(9)
= E —_—

which cannot be reduced to means. Thus, while the majority model’s expected mar-
gin uses means, the LOPA intrinsically leverages the full Beta distributions for both side
and confidence. In either case, the reported confidence is genuinely distributional and
would not be available without the Beta posteriors.

Handling inconsistency. A criticism to Bayesian approaches is that they are “just prob-
abilistic.” But in inconsistent corpora, all models —including Strict Binary— face uncer-
tainty. Our Bayesian model make this uncertainty explicit, enabling principled tradeoffs
between coverage and reliability.

Confidence as a signal. We tested whether model confidence aligns with actual reliabil-
ity by sweeping a confidence threshold 7 and treat predictions with confidence < 7 as
abstentions. As T increases, coverage decreases, but macro—F1 improves smoothly for
both Bayesian models, showing confidence is informative. Figure 2(a) shows smooth,
improving macro—F1 as coverage is reduced for both Bayesian models, indicating that
confidence is informative. Using the coverage—F1 curves, we set the smallest confidence
threshold 7 that matches Strict Binary’s ~ 66.6% coverage; ranking cases by LOPA con-
fidence. Fig. 2(b) then shows that many one—sided cases fall below the threshold while
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several conflicted cases remain above. Thus, the model abstains on potentially mislead-
ing one—sided instances yet stays confident on some conflicted ones.

In summary, our LOPA uses per-precedent distributions to determine outcome and
confidence. By treating inconsistency as uncertainty, it turns confidence into an informa-
tive signal: it not only explains why a prediction is made, but also how sure the system
is, providing a principled way to balance coverage against reliability.

6. Conclusion

We introduced a LOPA method that enhances the result model with ML techniques to
effectively handle inconsistent case bases. We compared it against three existing exten-
sions and a strong ML baseline (tuned Random Forest). All consideredsymbolic mod-
els are on par with —and in two cases slightly better than— ML when evaluated with
macro-F1. In particular, our new aggregator achieved a modest performance gain w.r.t.
all other models, but its main advantages are explanatory:

1. Resistance to swamping. Strong precedents can outweigh many weak ones,
avoiding the “majority always wins” problem.

2. Focused precedent sets. Redundant chains of precedents are pruned, leaving
concise, human-scale justifications closer to judicial practice.

3. Quantified uncertainty. It produces calibrated confidence scores, enabling users
to abstain from low-confidence cases while maintaining high accuracy elsewhere.

We conclude that a fortiori precedent reasoning is competitive with ML while of-
fering superior transparency and actionable uncertainty, properties that are essential for
trustworthy legal Al To close, we outline directions for future research, which include:

Model generality and extensibility. We treat the a fortiori constraint as one admissible
rule for reasoning with precedents but the framework could also incorporate further rules,
e.g. adapting argument moves from [29]. In that setting, strategies such as downplaying
a distinction or emphasising a strength could be encoded as rules analogous to a fortiori
and learned in the same way. It is also noteworthy that, while our experiments used a
simplified (degenerate) instantiation of the result model, the approach is readily adapted
to the full result model and, mutatis mutandis, to the reason model.

The conditional-independence assumption underlying Naive Bayes is only partly miti-
gated by max pruning; richer dependence modeling is a natural next step.

Temporality. The DIAS data set lacks temporal metadata, so our experiments are time-
agnostic; incorporating temporality is left for future work.

Dataset Bias. The dataset shows two biases: one from 7 being the majority class, ad-
dressed by our choice of macro—F1; another, more subtle, stems from the fact that many
borderline cases are decided for 7, rewarding models that lean toward the plaintiff, as
gains on borderline cases outweigh the corresponding errors. In practice, the Bayesian
Individual Majority model inherits this tilt, whereas our LOPA stays closer to balance.
As a result, the LOPA appears only slightly better on DIAS, but we expect a clearer
superiority on datasets without this 7 bias.
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Abstract. We present a context-aware approach to citation analysis for European
Court of Human Rights case law. Instead of a single edge between cases, we an-
notate each citation instance with respect to its individual context. We construct
two datasets: a new human-annotated set spanning judgments and decisions across
Grand Chamber, Chamber, and Committee, and an Al-annotated set of judgments
produced at scale. We find that most authorities are cited at least twice within a
case, and repeated citations frequently vary by complaint and judicial considera-
tion. Our empirical analysis shows that Al annotations are highly competitive with
outputs from trained human annotators, but with significant variation depending on
the provision of convention and the level of the Court producing the ruling. We
release the datasets and an interactive Citation Analysis Tool that enables context-
filtered retrieval, supporting triage and research grounded in past precedent.

Keywords. Legal judgment prediction, European Convention on Human Rights,

Legal datasets, Legal citation networks

1. Background on AI Tools for Processing ECHR Cases

145

The European Convention on Human Rights (ECHR) has become a prominent domain
for the development and testing of legal Al models. The Court is set up on the basis of
the ECHR and adjudicates complaints concerning violations of human rights and free-
doms enshrined in Articles 2-14. A key motivating factor for developing Al models for
this domain is the accessibility of data on decided cases, provided through the HUDOC
database.” The past cases stored in this repository provide source material for analysis
and extraction in order to build AI models to replicate the decisions made in those cases
and learn domain knowledge for deciding future cases. Prominent papers in the initial
suite of this research (e.g. [1] [3] [15]) applied machine learning techniques to the task
of classifying previously decided cases into the two outcome categories of violation or
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non-violation of an Article of the ECHR. These approaches characterise what has come
to be known as the legal judgment prediction task. However, there are different flavours
to this task and a variety of sub-tasks underpin it.

In [16] an analysis is provided of the judgment prediction task and a more nuanced
distinction is made between outcome identification from the case texts, outcome-based
Jjudgment categorisation to replicate judges’ decisions, and outcome forecasting in which
the verdict is determined on the basis of textual information about the case that was
available before the verdict was made public. Most work undertaken to date on the judg-
ment prediction task has come under the category of judgment categorisation, aimed at
demonstrating Al models’ abilities to produce the same outcome as human judges did in
the actual case. Whilst a significant number of contributions have used machine learn-
ing techniques to tackle the task, symbolic approaches have also been used in order to
provide better explainability of the Al models’ categorisation decisions [6] [17].

In order to undertake the challenging task of outcome forecasting, multiple sub-
tasks need to be addressed to enable a verdict to be determined: identifying the facts of
a case from claims, retrieving relevant case law, performing legal interpretation on the
basis of facts and providing explanation of the conclusion reached. The work we report
in this paper provides a deeper treatment of the role that citations to past case law play
in contributing to a ruling on a current case.

Citations analysis for use in Al models is not a new topic of research, with prior
work having been done to analyse citation networks of ECtHR case law [20], to assist
with identifying landmark ECtHR cases [24] and for undertaking retrieval of prior EC-
tHR cases [21]. Recent legal-NLP benchmarks and multilingual resources frame our set-
ting and future extensions ([4] [5]). For context-aware retrieval and citation modelling,
we draw on case-retrieval and passage datasets and shared tasks ([9] [12] [14]) and on
ECtHR-focused argument mining [10]. Foundational citation-network analyses motivate
our instance-level, role-sensitive edges ([8] [13]). A recent paper [19] has focussed atten-
tion on identifying the context in which a citation appears, in order to enable the accurate
extraction and contextualisation of citation instances within case law. Our work presents
a new tool that has been developed for the identification of citations and, importantly,
their context, within ECHR case law; whilst searching case law repositories can retrieve
past cases relevant to a current case under consideration, knowing why a particular case
was cited is important contextual detail. Coupled with the contribution of the tool itself
is an annotation study that has been undertaken to manually mark up citation contexts in
past cases and yield a dataset that can be used to train Al systems to take a more nuanced
interpretation of the case law relevant to a new case under consideration. The ultimate
aim of the tools is to provide decision support facilities for lawyers and judges processing
ECHR cases.

2. A New Dataset for ECtHR Citation Context

This section introduces the representation and resources that underpin our study. We first
define our citation-instance model—treating each citation as an atomic link enriched
with two context dimensions, Complaint Article (of ECHR/Protocol) and Judicial Con-
sideration—which we use consistently in later analyses (§2.1). We then describe the
construction of the input corpus across court and outcome levels and the human anno-
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tation workflow, including materials provided, INCEpTION-based training, and cura-
tion (§2.2). Finally, we summarise the released artefacts, outlining both the new human-
annotated dataset and the Al-annotated counterpart from prior work [19] that we employ
in the paper (§2.3).

2.1. Citation Context Modelling

In this study, each citation instance is treated as an atomic connection between the cur-
rent case document and the cited authority. This permits multiple connections between
the same pair of cases within a single document whenever the authority is cited more
than once. The context of each citation instance is characterised along two primary di-
mensions:

1. Complaint (Article). The specific Convention or Protocol provision associated
with the citation of the authority.

2. Judicial Consideration. Whether the authority is used in a Positive manner (ap-
plied, approved, followed, affirmed, or otherwise adopted), a Negative manner
(distinguished, disapproved, doubted, not followed, overruled, reversed, super-
seded, or otherwise rejected), or a Neutral manner (serving only a technical sup-
porting role and providing no test employed by the Court to determine the out-
come of the current case).

Focusing on citation instances (rather than document-level edges) enables a more
nuanced interpretation of case law than the standard approach; it preserves the possibil-
ity that the same authority is invoked under different complaints and in different judicial
roles across a single judgment. This fidelity is essential for building a database of fine-
grained connections that captures how authorities are actually used within the Court’s
reasoning. Such a database supports two core use cases: (1), it enables deeper exploration
and analysis of the case law: by retaining multiple, context-specific links between cases,
researchers can uncover patterns that are obscured by the blunt single-edge representa-
tion (e.g., when an authority is generally surveyed neutrally but later applied to a partic-
ular complaint). (2), it provides richer supervision for Al systems: models can be trained
to connect the concrete facts of a case to specific citations of authorities conditioned on
their contextual usage (complaint and consideration). This, in turn, can be generalised to
new cases for context-aware authority retrieval grounded in past precedent.

2.2. Input Corpus and Human Annotation Procedure

Corpus construction. A rigorous selective sampling method was implemented to pro-
duce a corpus for annotation that ensured a diversified but prevalence-aware distribution.
The corpus spans six types of judicial output levels—two ruling levels: Judgment (J),
Decision (D); crossed with three judicial formation levels: Grand Chamber (GC), Cham-
ber (CH), Committee (CO). Throughout the paper we denote a specific judicial output
level as [r][j], where r is the ruling level, and j is the judicial formation level.

Annotators and materials. Three annotators (two LLM (i.e. master of laws) students
and one LLB student in Law) and one curator (a PhD Law student with substantial EC-
tHR research experience) conducted the human annotation. All contributors were com-
pensated at an hourly rate for annotation and meeting time to encourage commitment
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Figure 1. Distributions of authority-citations per case by judicial consideration label. Results are segmented
by judicial output levels, where ‘Overall’ denotes the mean across all levels.

and quality. Annotators were provided only the THE LAW section of each case and in-
structed to annotate citations tied to the Court’s reasoning, omitting citations in sections
such as the parties’ submissions, general principles, or other non-determinative material.

Training, tooling, and workflow. Training covered the INCEpTION annotation plat-
form [11] with three practice cases pre-evaluated by the curator. The curator led the ses-
sions, providing guidance and clarifications, and then conducted ongoing curation. After
training, annotators proceeded independently, with weekly meetings between the team
and project leadership to discuss curator-identified corrections and annotator queries. Cu-
ration aimed to ensure label consistency (particularly for Judicial Consideration) while
preserving informative dissent when it reflected genuine ambiguity rather than error.

2.3. Summary of the Dataset

Releases and composition. We release (i) the human-annotated dataset produced for
this study and (ii) the Al-annotated dataset from prior work [19] adapted for the present
experiments. To preserve signal that may be smoothed away by curation, the release
contains both the curator outputs and the individual annotator outputs. Disagreement can
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Figure 2. Distributions of overall counts of citations of the same authority in a given case, ranging from the
proportion of authorities cited in a case that were cited only once, to those cited at least six times in the same
case.

be analytically useful (e.g., identifying ambiguous passages), and retaining per-annotator
labels enables future work on adjudication models and training Al from heterogeneous
supervision.

Intended uses. Both the human-annotated® and Al-annotated* datasets support descrip-
tive analysis (e.g., variance of repeated citations and consideration across judicial output
levels) and predictive tasks (e.g., context-aware outcome aggregation and retrieval). The
public artefact includes code to facilitate replication of the analyses reported in §3.

3. Analysing the Dataset

This section characterises the resulting citation—context dataset and evaluates how far
citation context—as captured by our annotation scheme—supports downstream case-
judgment classification tasks as a measure of the quality of the context captured. We
report descriptive statistics (§3.1) and then compare models trained on human- versus
Al-produced annotations (§3.2).

3.1. Annotation Data Statistics

Data distributions. Human annotators covered judgments and decisions at GC (27
judgments, 8 decisions), Chamber (26 judgments, 7 decisions), and Committee (40 judg-
ments, 7 decisions) levels, for a total of 115 cases. The Al annotations were generated
only for judgments (100 per level; 300 in total), as reported in previous work [19], to
facilitate outcome classification (violation or nonviolation) as a proxy task to indicate
citation context quality. We can therefore assess citation—context quality indirectly by
comparing outcome accuracy.’ Human annotation likewise prioritised judgments for the
same reason, but decision cases (admissibility) were also included to broaden dataset
coverage.

Judicial consideration by judicial output level. Figure 1 (left: human, 1a; right: Al, 1b)
shows very similar distributions overall, with Neutral the most prevalent label across
judicial output levels. Two systematic differences emerge from the human annotations:

3Human-annotated: https://github.com/jamumford/ECHR-citation-context-v1i
4 Al-annotated: https://github.com/jamumford/ECHR_Citation_Context
SWe return to the predictive evaluation in §3.2.
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(i) Positive consideration is ascribed more frequently than in the Al outputs, and (ii) for
Judgment—Committee cases, Positive even surpasses Neutral. Consistent with expecta-
tions, total citation counts increase with higher judicial output levels. From the human
chart we also see that citations per case are higher for Judgment cases than for Decision
cases.

Table 1. Percentage of authorities cited with different contexts within the same case: judicial consideration;
and associated complaint (Article of the ECHR/Protocol). Results compare human- and Al-annotation across
different judicial output levels. Accuracy reported to 2 sf.

‘ Judicial Consideration ‘ Associated Complaint

Judicial Output Level | Human %  AI% | Human% Al %
Judgment Grand Chamber 66 71 54 46
Judgment Chamber 67 48 41 41
Judgment Committee 52 44 56 41
Decision Grand Chamber 51 - 37 -
Decision Chamber 56 - 22 -
Decision Committee 100 - 0 -
Overall 63 64 48 45

Evidence of the merit of the approach.  First, the citation—counts chart (Figure 2) show
that a clear majority of cited authorities are referenced more than once within the same
case, and almost one third are cited at least six times. This pattern is consistent in
both human- and Al-annotated outputs. Secondly, Table 1 indicates that, among au-
thorities cited repeatedly, most (roughly two thirds) are accompanied by different judi-
cial-consideration labels across mentions, which is exactly the kind of contextual vari-
ability our scheme is designed to capture. Thirdly, the same table shows that a substan-
tial (though not quite majority) proportion of repeat citations are associated with differ-
ent complaints (i.e., different Convention provisions), further underscoring the value of
modelling citation context rather than treating citations as homogeneous units.

Table 2. Human annotator agreement across the different labelling categories indicating the mean Krippen-
dorrff’s Alpha (&) annotator agreement with the curator. Label categories: P = Position, AC = Associated
Complaint, CN = Case Name, AT = Authority Type, JC = Judicial Consideration. Accuracy reported to 2 sf.
Best results for each judicial output level row in bold.

Judicial Output Level | P AC CN AT JC

Grand Chamber 94 73 85 94 69
Chamber 97 80 87 96 70
Committee 94 66 81 94 59

Annotator agreement. Table 2 reports agreement by judicial output level. Some-
what counter-intuitively, the Chamber level yields the highest agreement—suggesting
a “Goldilocks” zone between the comparatively sparse and inconsistently descriptive
Committee material and the richly detailed but complex Grand Chamber decisions. As
expected, categories that require more substantive reasoning show lower agreement than
simpler descriptive labels. Nevertheless, agreement is high across the board; given that
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the agreement metric accounts for label distributions, these scores are strong even under
a conservative calculation.

3.2. Human vs Al Annotation Quality

Method recap. We apply the method used in [19]: using judgment classification exper-
iments as a proxy for evaluating the accuracy of inferred citation contexts. The intuition
is that: successfully capturing the context of the Court’s citation of authorities = ac-
curate case judgment classification, which means that we can use any improvement in
case judgment classification accuracy to infer backwards that we have more accurately
captured citation context. We predict case complaint outcomes by aggregating over the
outcomes of the cited authorities. For each complaint Article in the current case, we
keep running counts of VIOLATION vs. NON-VIOLATION among the cited authorities and
take the majority as the predicted outcome. Crucially, citation context enables a princi-
pled filter: counts are incremented only when the cited authority is applied to the same
complaint with Positive judicial consideration. The baseline classifier offers no such fil-
tering—reflecting traditional citation-frequency approaches that ignore (i) whether the
citation is supportive and (ii) whether it applies to the same complaint.

Table 3. Judgment classification F1 scores for specific complaint outcomes (VIOLATION or NONVIOLATION).
Comparison of classification based on human- vs Al-annotated cases for both their respective full datasets,
and the 27 intersecting cases dataset. Benchmark classifier from [19] is reproduced for human-annotated full
dataset and intersecting dataset. Results normalised to range 0-100. Accuracy reported to 1 dp. Best results for
each judicial output level row in bold.

‘ Full Datasets ‘ Intersecting Dataset

| HumanF1  Baseline F1 ~ AIF1 | HumanF1 Baseline F1  AIF1

JGC 75.4 64.4 76.5 - - -
JCH 69.9 76.0 83.6 - - -
JCO 45.5 473 66.6 - - -
Overall 69.0 68.2 76.5 74.6 64.1 71.1

Full datasets: human vs. Al vs. baseline. Table 3 reports F1 for models trained on (a)
human-annotated contexts, (b) the best-performing Al-annotated contexts, and (c) the
baseline. Across the full datasets, the A/ setting yields the strongest performance overall,
with the baseline (lacking context filtering) coming bottom.

Intersecting dataset (27 cases). We also evaluate on the 27 judgments annotated by
both sources (23 JGC, 1 JCH, 3 JCO). On this intersecting set, the human annotations
achieve the best overall performance, with human vs. Al very close at JGC level, while
Al clearly exceeds human at JCH and JCO levels. The human win on the intersecting
set may be driven by its strong weighting toward JGC cases. Consistent with [19], the
baseline is overall outperformed by both AI- and human-annotation-derived context.

By Article. Table 4 breaks down F1 by Convention/Protocol provision. Some com-
plaints (most notably Article 5) yield similar returns across human- and Al-annotated
datasets, but most provisions show substantial divergence between the two. Articles 3
and 8 are the only provisions where human-annotated outputs produce superior classifi-
cation performance; Al leads elsewhere.
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Table 4. Judgment classification F1 scores for specific complaint outcomes (Articles/Protocols violated or not
violated) for respective human- and Al-annotated datasets. Accuracy reported to 1 dp. Best results for each
Article column in bold.

‘ 2 3 5 6 8 10 11 13 14 P1-1

Human | 50.0 66.7 564 497 829 437 497 568 556 320
Al 614 607 566 762 700 79.0 575 66.7 633 74.6

4. A Tool for Citation Context Analysis

Overview. The tool incorporates datasets built from annotated case law, allowing users
to engage in exploratory work (e.g., doctrinal mapping) and targeted retrieval (e.g., lo-
cating authorities positively applied to a given complaint).

J— Case Detats

SATAKUNNAN MARKKINAPORSSI
OY AND SATAMEDIA OY v, FINLAND

Figure 3. Citation Analysis Tool incorporating rich citation context, including across repeated citations of the
same authority by the same case.

Context-aware retrieval. Unlike traditional citation search, the tool enables users to fil-
ter searches to those cases cited within a specific context. Filtering is not limited to the
complaint linked to the citation; it also captures how the citation functions in the Court’s
reasoning via the Judicial Consideration label. Concretely, users can: (i) constrain by ju-
dicial output level and decision type, (ii) select the relevant Article complaint, (iii) select
only those cases corresponding to desired importance levels designated by the Court, and
(iv) restrict results to citations with Positive consideration to surface supportive applica-
tions, or include other considerations (such as Negative) to study contrasting uses.

Workflow and outputs. Users can download a table in csv format of any subgraph of
citation connections from any focal case, showing the citing case, the complaints, the
consideration labels, and any other selected features (such as importance or complaint
outcomes). This design enables common research tasks: identifying authorities repeat-
edly and positively applied to a complaint; comparing treatment across judicial output
levels; or tracing where the same authority is applied differently across complaints.
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5. Discussion and Conclusions

Evaluating the dataset. Across both annotation sources, we find that the majority of
authorities cited in a case are cited at least twice, and a substantial proportion of these
repeatedly cited authorities are invoked under different Article complaints and with dif-
ferent judicial considerations (Table 1). This provides strong evidence for modelling ci-
tation context: if a network uses a single undifferentiated edge between two cases, it col-
lapses multiple, distinct argumentative roles into one and discards signal that is predic-
tive of outcomes and reasoning structure. The human- and Al-derived datasets display
similar distributions (§3), supporting the robustness of these findings about the spread
of context and court-level differences. We also observe a consistent court-level effect:
the “higher” the court, the more authorities are cited and the greater the share labelled
Neutral. This is intuitive—Grand Chamber and Chamber matters tend to be more com-
plex/important, prompting broader canvassing of authority even where an authority is not
ultimately applied or distinguished.

Al vs. Human. The continuing effectiveness of human-led annotation has been called
into question (e.g., [18] [22] [23]). Using OpenAl GPT-40—family models, annotating
300 judgments with Al cost roughly 2% of the spend required for the human-annotated
set of 115 cases. We are also trialling voluntary human annotation to reduce direct fi-
nancial costs to zero (rendering time the sole tangible cost). On performance, Al sur-
passed human on the full datasets with a very small gap at Grand Chamber level and Al
conspicuously stronger at Chamber and Committee, while human annotations led on the
intersecting 27-case set (Table 3; see also the provision-level view in Table 4). We will
test more recent and open-source models; note, however, that in our setting GPT-40-mini
outperformed GPT-40, so gains from “larger/newer” models are not guaranteed.

Al with Human. Provision-level results (Table 4) show where humans excel and where
Al does—AlI wins overall on the full set, but human wins on the like-for-like intersecting
set. A natural path is to train (and evaluate) AI models on the human-annotated data. An
alternative that may scale better is Al-first, human-refine: generate initial Al annotations,
use humans to correct/confirm difficult spans and edge cases, and iterate. This boot-
strapping could stabilise provision-specific weaknesses while preserving Al’s coverage
advantages.

Citation Analysis Tool and Al: next steps. Our evaluation to date used majority-based
prediction of complaint outcomes conditioned on context (§3.2). With evidence that con-
textualisation tracks the Court’s reasoning, we now move toward retrieval: training and
testing models to surface authorities relevant to a given complaint and consideration,
before applying them to the facts of a new case to support triaging and legal research. We
will also explore richer contextualisation: (i) finer-grained judicial-consideration beyond
three labels, including magnitude/position signals (e.g., end-of-analysis citations may be
more dispositive); (ii) integration of case-importance signals [2] (e.g., external impor-
tance labels or graph-based centrality already visualised as node size in the tool); and
(iii) connection to structured argument/decision models for specific Articles/Protocols
to yield suggested lines of reasoning. Ultimately, we want the tool to suggest candidate
authorities from features alone, without first loading a source case, and to accept fact
patterns as input to produce relevant case law and a sketched reasoning path (starting
with Article 3 as a proof of concept).
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Limitations. (i) The Al component currently uses only GPT-40-based models; we will
evaluate newer and open-source alternatives. (ii) There is no true “gold” ground truth
for citation context—even judicial or practitioner annotations would reflect subjective
judgement; the need for caution in treating judicial opinions as data for training legal
Al is discussed in [7]—hence our use of judgment classification as a pragmatic proxy
(See Method recap from §3.2). (iii) Our analysis of human-annotation is based on the
curated outputs, which cannot be guaranteed to offer perfect resolution of disagreement.
For this reason, we ensure our datasets also contain the raw annotations, enabling further
investigation. (iv) We process only English-language cases, which nevertheless provide
substantial ECtHR coverage. (v) Complaint context is modelled at the Article level; the
Court often reasons at finer granularity (paragraphs/sections). We avoided this to keep
human annotation tractable, but Al performance at this finer level is a promising exten-
sion.

Conclusion. We introduced a context-aware citation-analysis prototype and its under-
pinning dataset for navigating ECHR case law. We showed that repeated citation is preva-
lent (approximately two thirds of cited authorities are cited at least twice — Figure 2)
and that repeat citations frequently vary by context (roughly half differ by Article and
around two thirds differ by judicial consideration — Table 1). Traditional one-edge cita-
tion networks miss this structure; our approach retains it and promises to be empirically
useful for outcome prediction and retrieval. The tool is operational and will continue to
be developed to support efficient triaging and deeper, context-sensitive legal research at
the ECtHR.
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Abstract.

Legal documents are often long, dense, and difficult to comprehend, not only for
laypeople but also for legal experts. While automated document summarization has
great potential to improve access to legal knowledge, prevailing task-based evalu-
ators overlook divergent user and stakeholder needs. Tool development is needed
to encompass the technicality of a case summary for a litigator yet be accessible
for a self-help public researching for their lawsuit. We introduce PersonaMatrix, a
persona-by-criterion evaluation framework that scores summaries through the lens
of six personas, including legal and non-legal users. We also introduce a controlled
dimension-shifted pilot dataset of U.S. civil rights case summaries that varies along
depth, accessibility, and procedural detail as well as Diversity-Coverage Index
(DCI) to expose divergent optima of legal summary between persona-aware and
persona-agnostic judges. This work enables refinement of legal AI summarization
systems for both expert and non-expert users, with the potential to increase access
to legal knowledge. The code base and data are publicly available in GitHub?.

Keywords. legal summarization, evaluation metrics, large language models,
persona-based evaluation, human-centered Al, stakeholder utility.

1. Introduction

Automatic summarization of lengthy, complex legal documents can expand access and
comprehension for diverse end users. Although large language models (LLMs) have ad-
vanced fluency and coherence, evaluating whether a summary meets user needs remains
challenging. Traditional metrics such as ROUGE [1], BLEU [2], METEOR [3], and
BERTScore [4] measure lexical or semantic similarity to references, but such overlap is
an unreliable proxy for utility. N-gram methods can only reward wording mimicry and
even favor incoherent outputs [5,6]; embedding-based methods like BERTScore improve
semantic matching yet still prioritize closeness to a reference over fitness for task.

As LLMs are deployed in domain-specific settings, LLM-as-a-judge and agentic-
judge frameworks have emerged as alternatives. Structured designs such as AgentEval

ICorresponding Author: Tsz Fung Pang, tpang34 @ gatech.edu
’https://github.com/sampangtf/persona-matrix
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Figure 1. (a) Distribution of optimal (argmax) levels along three summary quality dimensions (Depth vs. Con-
ciseness, Technical Precision vs. Lay Accessibility, and Procedural Focus vs. Narrative Story) for 6 persona
judges and 2 generic judges over 25 civil rights cases. (b) Direction and magnitude of deviation of person-
a-aware judges’ mean optimal levels from generic judges.

[7] stabilize judgments and improve explainability, sometimes correlating better with
ground truths. Yet these methods assume a single notion of utility. In legal summariza-
tion, stakeholders have divergent priorities, and collapsing judgments into a scalar score
with standardized criteria obscures real trade-offs. We therefore introduce PersonaMa-
trix, a persona-by-criterion evaluation framework that fills the gap by capturing multi-
objective utility and distinct priorities across heterogeneous stakeholders. It operational-
izes persona-centered utility via scalable persona-conditioned evaluators, offering a mid-
dle ground between costly user studies and generic automated metrics.
Stakeholder-sensitive evaluation requires datasets where the same case is summa-
rized along controlled quality dimensions. In this paper, a quality dimension refers to a
specific controllable aspect of writing that characterizes a summarization, including but
not limited to lexical choice, stylistic register, compression ratio and content selection. To
probe trade-offs systematically, we construct a controlled dimension-shifted dataset of
U.S. civil rights case summaries, where each case is summarized along conflicting qual-
ity dimensions. A scalable LLM-driven pipeline generates and validates these controlled
variants from human-written seed summaries, as shown in Figure 2, enabling sensitiv-
ity analysis at manageable cost. We instantiate six personas as representative stakehold-
ers: (1) Litigator, (2) Legal Educator, (3) Journalist, (4) Self-Help Public, (5) Academic
Researcher, and (6) Policy Advocate. For example, litigators require procedural preci-
sion and citations, whereas journalists or public-facing communicators prioritize clar-
ity, brevity, and plain language. Documentation for other persona designs, the full code
base and data are available on GitHub. Gains for one group often entail losses for an-
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other: procedural detail helps lawyers but burdens general readers; simplifying language
aids readability but can obscure legal reasoning, controlling rules or citations. Figure 1
shows our evaluation results over the pilot datasets, demonstrating deviated optima of
persona-aware judges relative to generic judges: baseline (vanilla LLM-as-a-judge) and
AgentEval.

We further propose the Diversity-Coverage Index (DCI), a bounded metric that
measures how well an evaluation framework preserves between-persona diversity while
maintaining within-persona coherence. DCI benchmarks persona-aware evaluation and
exposes limitations of single-perspective judges. We show that persona-conditioned eval-
uation diverges in a statistically significant way from persona-agnostic judges, revealing
systematic biases and stakeholder-specific utility gaps, and enabling multi-lens reporting
and iterative refinement to make legal summaries more useful for a wide range of users
with differing informational needs and levels of legal expertise, thereby supporting equal
accessibility of legal knowledge.

Contributions. The key contributions are:

1. Formalize legal-summary evaluation as a multi-objective problem across distinct
stakeholders.

2. Assemble a controlled dimension-shifted dataset of U.S. civil rights case sum-
maries that systematically varies summaries along three conflicting quality dimen-
sions to probe stakeholder trade-offs, namely depth <+ conciseness, technical pre-
cision <> lay accessibility, and procedural detail <+ narrative story.

3. Present PersonaMatrix, a persona-aware evaluation framework that couples
persona-conditioned judges with the dimension-shifted dataset.

4. Introduce a novel metric, Diversity-Coverage Index (DCI), to quantify an eval-
uation framework’s ability to capture between—persona distinctness and within-
persona coherence.

5. Provide empirical comparison between persona-aware and persona-agnostic eval-
uators, demonstrating statistically significant divergences in stakeholder needs and
revealing systematic biases in generic evaluators.

2. Related Work

Recent Al&Law work demonstrates the importance of persona-driven, user-centered de-
sign for legal Al systems [8,9], supported by findings of wide gaps in usability difficul-
ties between non-lawyers and lawyers [10]. Bex (2024) explicitly calls for evaluating Al
legal systems with stakeholders from practice [11]. Hagan (2024) advocates for multi-
stakeholder criteria-based evaluation for Legal Q&A systems with the support of human
user studies [12]. While recent legal summarization systems target plain-language, ac-
cessible summaries for non-lawyers [13], we still lack evaluation frameworks that assess
fitness across stakeholder groups. We fill these gaps by operationalizing persona-driven
evaluation for legal summarization, enabling automatic feedback for continual refine-
ment of legal summarization systems for all stakeholders.

LLM-as-a-judge evaluates summaries with rubric-guided scoring [14], but is sen-
sitive to prompt design and exhibits well-documented positional and verbosity biases
[15]. Agentic frameworks such as AgentEval decompose evaluation into criteria genera-
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tion and scoring, improving interpretability [7]. However, both assume a single optimal
rubric, ignoring divergent stakeholder needs in domains like legal summarization. Per-
sonaMatrix addresses these shortcomings by accounting for distinct informational prior-
ities across personas and expanding evaluation beyond persona-agnostic biases.

A parallel thread in NLP and Human-Computer Interaction (HCI) has shifted sys-
tem evaluation toward assessing whether outputs support decision making and task com-
pletion, aligning with usability and user experience principles [16,17,18]. Although user
studies remain the “gold standard”, they are costly and slow, limiting scalability.

In HCI, personas serve as archetypes grounding design in concrete user needs
[19,20]. In NLP, personas have primarily shaped dialogue generation [21], with little at-
tention to their role as evaluation lenses. PersonaMatrix is intended to uncover persona-
aware utility.

Analyzing stakeholder-sensitive evaluation requires datasets where the same case is
summarized along controlled quality dimensions. Existing legal datasets such as Multi-
LexSum [22] and BillSum [23] are valuable but lack systematic dimension-shifting for
summaries of the same case. MultiLexSum varies summary length, but does not capture
trade-offs beyond granularity. Outside law, PersonalSum [24] offers personalized news
summaries conditioned on reader profiles, but this targets individual preferences rather
than conflicting, role-based notions of utility. To fill this gap, we introduce a controlled
dimension-shifted dataset of U.S. civil rights cases, explicitly varying summaries along
conflicting quality dimensions to expose cross-persona trade-offs.

3. Methodology
3.1. Controlled Dimension-Shifted Dataset

We design a scalable LLM-driven generator that transforms a seed summary into variants
shifted along stakeholder-prioritized dimensions. This produces sets of summaries of the
same case with systematically varied quality dimensions, avoiding bias from differences
in case complexity. These controlled variants expose persona-specific preferences along
dimension-shift spectra, revealing distinct and diverse optima. We test two hypotheses:

Hypothesis 1 (H1) PersonaMatrix produces distinct, illustrative evaluation results
across personas, revealing multiple optima that differ in directions and magnitudes.
In contrast, persona-agnostic frameworks (LLM-as-a-judge, AgentEval) collapse to a
scalar score from a single perspective, as shown by the Diversity-Coverage Index (DCI).

Hypothesis 2 (H2) The diversity detected by persona-aware evaluation reflects consis-
tent persona signals rather than random noise under corruption tests.

We identified a list of dimensions of legal summary qualities that are in conflict
with each other and are prioritized by distinct stakeholders: (1) Depth vs. Conciseness,
(2) Technical Precision vs. Lay Accessibility, and (3) Procedural Focus vs. Narrative
Story. We chose these dimensions because they can be defined objectively and validated
with measurable metrics, enabling automatic and scalable transformation and validation,
and they are likely differentially prioritized by different stakeholders, manifesting the
dilemma in optimizing the summary for multi-stakeholders, as shown in the rightmost
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Table 1. Three quality dimensions and levels. Levels are ordinal and monotone along each axis, higher levels
move further toward the right-hand label. Level O is the expert-authored original summary; Levels 1-4 are
validated rewrites from our generator. Arrows denote the direction of shift. The last row shows how each
dimension shift is validated across levels.

Level Depth = Conciseness Technical Precision = Lay Procedural Focus = Narrative Typical Stake-
Accessibility Story holder Alignment’
0 >500 words; original expert Legal jargon Full procedure Legal professionals
summary
1 Condense sentences; prune redun-  Professional summary Explain rationale Academics
dancies
2 Summarize procedural cluster Plain language with explanation Only central legal issues (Varies)
3 Executive brief (skim-first) Simple analogies Outcome-first; minimal procedure ~ Non-legal users
4 Headlines & bullets; very short Basic vocabulary; no jargon Narrative human story Public
Val Word count falls in a stricter band ~ Readability grade strictly decreases Count of procedural markers N/A
metric  than the previous level* Vvs. previous level® decreases vs. previous level®

U Alignment is illustrative, not prescriptive.

4 We enforce monotone concision by pre-specified length bands (Level k must be strictly shorter than Level k—1).

b Readability is computed with standard formulas. A lower grade indicates simpler prose; Level k must be strictly lower than Level k—1.

¢ Procedural markers include docket/procedure cues. We count unique occurrences from a fixed list; Level kK must score lower than Level k—1.

column in Table 1. The typical stakeholder alignment is intended as refutable intuition,
not fixed mapping.

We developed a scalable dataset generator using an Extractor -+ Rewriter -
Validator agentic pipeline (Figure 2-top) that shifts summaries along the three quality
dimensions while enforcing factual consistency and progressive change through a multi-
step validation process, including metric-based checks and LLM-powered pairwise cri-
tiques. Rewriting prompts and validation logic are detailed on GitHub.

Seed summaries are drawn from the Civil Rights Litigation Clearinghouse?, au-
thored and validated by legal experts—law professors and law students at the University of
Michigan Law School. These texts emphasize depth, technical precision, and procedural
details, enabling unidirectional quality shifts along our selected dimensions. We provide
an initial probe dataset of 25 cases (x 3 dimensions X 4 levels = 300 shifted summaries
with 25 originals) together with code for reproducibility.

3.2. PersonaMatrix Evaluator

We adapt AgentEval’s [7] Critic-Quantifier pipeline to a persona-aware setting. The
Critic agent defines task-based criteria and acceptable values; the Quantifier agent
scores inputs against them (Figure 2-bottom).

Let &2 = {Litigators, Public, Journalists, Researchers, Educators, Advocates} de-
note persona judges. For each persona p € &, a Persona-Critic generates a rubric condi-
tioned on persona-specific context for p. Each criterion c defines accepted values (ordinal
labels with descriptions). Full implementation can be found in the GitHub repo.

Rubrics are cached per persona and reused across cases. On top of the task-based
evaluation criteria generation prompt suggested in AgentEval, we append the persona
name and one-sentence intended usage to the Critic agent’s system prompt. We demon-
strate that minimal context suffices to elicit stakeholder-specific criteria. Then, a Quan-
tifier agent assigns both ordinal labels and numeric scores s, . € [0,5] for each criterion.
Scores are aligned with ordinal classes (e.g., top class ~ 4.5-5), requiring no rescaling.

3https://clearinghouse.net/


https://clearinghouse.net/
https://clearinghouse.net/

T.F. Pang et al. / PersonaMatrix: A Recipe for Persona-Aware Evaluation of Legal Summarization 161

INPUT Dimension-shifted Dataset Generator OUTPUT
i Original Expert-authored Example: From Precise to Accessible | Precision - Accessibility
i Summary: Level 0 Extractor Rewriter Validator i Shifted Summary: Level 1
] FKGL: Grade 15 Prompt FKGL: Grade 12 < 15 [
U.S. v. Conn. ] Word Count: « simplify syntax; Word Count: 555 !
{ 590 + replace dense Procedural
The report formally ] Procedural jargon with Word Count: 23 : The report officially
put CVH on notice | Word Count:31 |_of commonvocab. |y i g | warned CVH that if
that failure to ' « Target: Grade =12. LLM Verdict on : conditions did not
improve conditions ] Dimension Shifted: 4 improve, the DOJ
would result in a : LLM Verdict on i would file a lawsuit
lawsuit. : Factual Consistency:
| Personas i PersonaMatrix Evaluator | Scored Results
1. Litigator : ¢ | Journalist
2. Legal Educator : PersonaCritic Quantifier A 4 i | « Key Facts Coverage:
3. Journalist : :
4. Seli-help Public | : 4.0 (Mostly Complete)
. Self-help Publi —1 P t P t i | » Readability and Media-
5. Academic : rompt romp : R - 3.5 (Wi
Researcher : Generate quantifiable and Return numerical score and i eadiness: 3.5 (Weak
6. Policy Advocate ; | distinguishable criteria, with assessed performance chosen | lede)
H A description and a list of from accepted values oy
H o | ordinal accepted values > | Litigator Criteria
i Task i | « Completeness for
i : Reasoning: 5.0 (All
o : i facts present)
P teria t :
cvaluato vty of e | i |+ Jurisdictional Weight:
legal summary. 3 i | 45 (clearly stated)

Figure 2. Demonstrations of how legal summary is rewritten in Controlled Dimension-Shifted Dataset Gen-
erator using the shift from Precision to Accessibility as example (top), and scored in PersonaMatrix Agentic
Evaluator (bottom). There are n PersonaCritics generating n sets of evaluation criteria for n personas in parallel.

3.3. Diversity-Coverage Index (DCI)

We propose the Diversity-Coverage Index (DCI) to quantify the structured divergence of
evaluation preferences across personas, independent of the human validity of the eval-
uation. It is formally composed of two terms derived from the distribution of optima,
which, in this work, is the argmax level of dimension shifts resulting from judges:

1. Persona signal: distinctiveness of persona-specific optima, measured by normal-
ized mutual information (NMI).

2. Distinctness: deviation from persona-agnostic baselines, measured by Earth
Mover’s Distance (EMD) and Jensen—Shannon divergence (JSD).

Definition. Let d € Z index a quality dimension with levels .%; = {0,...,K; — 1}.
Let Ky == | %], AR~ = {u e Rfd : Zfigl u(f) = 1}, and let L, be the level r.v. on
Zy. P denotes the persona random variable with weights © = (7,), where ¥, 7, = 1
(Pr[P = a] = m,). For persona a, let p, 4 € AK¢~! be the empirical distribution of optima
(argmax over cases) on dimension d, i.e. p,q(¢) = Pr[Ly = ¢ | P = a]. The persona-
marginal probability is defined as g4(¢) = ¥, Tta pa,a(¢) = Pr[Ly = £]. If available, b, €
AKa=1 serves as a persona-agnostic baseline on .%;. Unless otherwise stated, we use
equal persona weights (x = 1/[.2?|) and set A = 0.5. Let CDF F,(¢) be Zﬁ:o u(j).

The persona signal is defined as

) 21(P;L 2[H(q4)~YaTaH(Paa)]
Iy :==NMl,; = H(P)(+H‘(2d) - q;I(P)‘FH((Id)p < el 0
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with joint Pr[P = a, Ly = {] = 7, paq4(¢). The distinctness (persona-averaged) is

jd = Zna JSDlogz(pa,d ||bd) € [07 1]» LS_‘a.’ = Zﬂawl(pa,dabd) € [O, 1]7 2
a a

Dy = 3(Ja+S4) € [0.1], (3)
~ del
PVj(p,b) ::‘Vi(pvb)/(K%'_’l)a vVl(pub) = 2: |F}(€)__I%(€)" 4)
The per-dimension and overall indices for A € [0, 1] are =0
DCI;(A) =Al;+(1—-A)D, € [0,1], Q)
DCI(A) = ﬁ Y DCl4(A). (6)

. . dc9
If no baseline exists, set A = 1.

Interpretation. [; increases when personas are internally coherent yet differ across
levels. D, increases when persona-specific optima deviate from generic judges, both in
distributional mass (JSD) and in location/consistency along the ordered scale (EMD).

Lemma 1 (Shuffle Sanity) Shuffling persona labels across i.i.d. cases removes persona
effects on optimal levels, preserving the marginal T independently of £, but making
P 1 %y Thus I1(P;.%)) =0 and I; = 0, so DCly(A) = (1 — 1)Dy. Moreover; the plug-in
estimator satisfies Wld L0 as n — o, where n is the total number of persona—case
pairs (P,%y) in the shuffled sample. Proof can be accessed on GitHub.

4. Experimental Setup

We evaluate summaries in the controlled dimension-shifted dataset using three evalu-
ators: (1) vanilla LLM-as-a-judge (baseline), (2) AgentEval [7], and (3) PersonaMa-
trix. For criteria generation, we compared several reasoning LLMs (GPT-5[25], GPT-5-
mini[25], Gemini-2.5-pro[26], Gemini-2.5-flash[26]) and selected GPT-5-mini. Criteria
lists are available in our GitHub.

For quantification, we use public leaderboard standings which motivate this choice:
GPT-5-mini (minimal-reasoning) is preferred for its stability, discriminative power (abil-
ity to separate systems in evaluation), human correlation in creative judgment, and cost-
efficiency, as evidenced by its top-5 placement on EQ-Bench Judgemark-v2.1%. To re-
duce bias and improve reproducibility, we blind the Quantifier to shift levels and run
three stochastic passes per summary, averaging the scores. We do not scale numerical
scores, since our analysis only relies on the ordinal order of scores, converting them into
argmax shift levels for each legal case.

To study the impact of persona awareness, we test the robustness of PersonaMatrix
against corrupted persona labels. We conduct a corruption sweep by randomly permuting
persona labels for a fraction r € [0,1] of cases. Each corruption ratio is repeated 2000
times for statistical stability. This allows us to track how DCI degrades as the persona
signal is intentionally weakened. We report mean DCI scores with standard deviations as
error bars (Figure 3).

4EQ-Bench Judgemark v2.1 Leaderboard, assessed on 2025-08-09. Archived copy: Wayback Machine snap-
shot  (https://web.archive.org/web/20250809161133/https://egbench.com/judgemark-v2.
html).


https://web.archive.org/web/20250809161133/https://eqbench.com/judgemark-v2.html
https://web.archive.org/web/20250809161133/https://eqbench.com/judgemark-v2.html
https://web.archive.org/web/20250809161133/https://eqbench.com/judgemark-v2.html
https://web.archive.org/web/20250809161133/https://eqbench.com/judgemark-v2.html
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Figure 3. (a) The changes of DCI broken down into components against the corruption ratio over Procedural
dimension, (b) changes of final DCI against increasing corruption ratio. Bottom-right figure in (a) is the same
as bottom-left figure in (b).

5. Results and Discussion

Persona-aware judges exhibit divergent optima. We convert numerical scores to
argmax shift levels per case, and summarize the resulting distributions in Figure 1a. In the
case of ties, we use the median rounded level with the max scores as the argmax. Relative
to generic judges, persona-conditioned judges exhibit shifted optima in both direction
and magnitude across all three dimensions (summarized in Figure 1b). Concretely:

* Depth vs. Conciseness. Persona optima concentrate at intermediate levels (L1-L2),
rather than the originals (L0), indicating that “more detail” is not universally pre-
ferred. This supports our multi-objective view of legal summarization: informative
yet skim-efficient abstracts are often optimal for downstream users.

Technical vs. Accessible. Journalists and public-facing personas tilt toward higher
accessibility (L.3), whereas legally oriented personas prefer more technical phras-
ing. Extreme accessibility (L.4) is disfavored across personas, consistent with cri-
teria that reward both clarity and retention of dispositive content.

Procedural vs. Narrative. Most personas avoid highly narrative variants (L4), but
“self-help” shows mild tolerance for L2-L.4 when factual outcomes and stakes
remain salient.

Statistically significant divergence between persona-aware and generic judges. These
shifts are not just qualitative. The x> tests show statistically reliable divergences from the
generic judges in several persona-dimension pairs: Journalism/Media differs from Base-
line on Precision > Accessibility (p=0.028) and Procedural <> Narrative (p=0.001);
Academic/Research differs from Baseline on Procedural <+ Narrative (p=0.002) and
from AgentEval on Depth <+ Conciseness (p=0.025). These results empirically support
Hypothesis H1: persona-aware judgments expose trade-offs missed by single-perspective
judges.
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Operationalizing DCI: persona signal and deviation from generic judges. Using the
argmax distributions as inputs, we compute the components of the DCI (Section 3.3).
Before corruption (r=0), PersonaMatrix shows high persona signal (NMI) and clear de-
viations from persona-agnostic judges (JSD, EMD). As we gradually corrupt persona
labels (shuffle rate r € [0, 1]), the components decay almost monotonically across three
dimensions. Figure 3a shows changes in DCI components for Procedural <+ Narrative
dimension. Across three dimensions, the combined DCI drops accordingly (Figure 3b).
This matches Lemma 1: shuffling destroys persona-level associations, driving NMI — 0
and reducing distinctness from generic judges. These trends support Hypothesis H2: di-
versity signals are not artifacts of noise.

Why does Precision <> Accessibility decay more slowly? Two factors likely compress
separation on this axis (Figure 1a). First, the accessibility rewrite deliberately preserves
length and procedural cues, dampening gains from persona conditioning relative to the
other axes. Second, readability constraints induce mid-level convergence: several rubrics
reward plain phrasing and preservation of dispositive content, which tends to select L2—
L3 for multiple personas, yielding flatter decay under corruption.

High-corruption rebound is a clustering artifact. The small DCI uptick at high-
corruption level (as r increases from 0.75 to 1) shown in Figure 3b is consistent with
random re-assembly of partial persona clusters during permutation. Personas with simi-
lar distribution of optima towards shift levels could be re-assigned to the same pseudo-
persona, thus regaining partial persona-aware signals. For example, legal educators and
litigators share similar optima patterns and may be clustered again upon near-full shuffle
of persona labels.

Linking trends to criteria: why persona-aware beats generic? The divergence patterns
align with the learned rubrics. For instance, generic AgentEval includes “Completeness
of Core Case Elements”, which implicitly rewards procedural density and can bias to-
ward LO-L1 on Depth <+ Conciseness, consistent with generic peaks at lower shift lev-
els. In contrast, litigation-focused criteria such as “Holding clarity and citable form” and
“Clarity, Conciseness, Formatting, and Navigability” value rule-like, extractable state-
ments; this rationalizes Litigator preferences for mid-level concision and moderate ac-
cessibility (L1-L2/L3). On the narrative axis, Litigator’s “Material Facts—Relevance
and Completeness” and AgentEval’s “Brevity vs. Necessary Detail” penalize story-heavy
rewrites, explaining the broad disfavor of L4.

Takeaways for evaluation practice:

¢ Intermediate optima are the norm. Across personas, the best summaries are typi-
cally not the longest or the simplest; they sit at interior points on each axis, rein-
forcing that legal summarization is a multi-objective balancing problem.

* Persona lenses change the answer. Statistically significant x differences and high
DCI at =0 show that one rubric cannot faithfully stand in for heterogeneous stake-
holders.

* Corruption tests matter. The near-monotone DCI decay under label shuffling is
a strong, scalable sanity check that persona signals are real rather than prompt
artifacts.
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6. Limitations and Future Work

PersonaMatrix is an LLM-driven pilot for surfacing stakeholder-conditioned preferences,
but it remains an early proof of concept rather than validated stakeholder evidence. The
current controlled dimension-shifted dataset is small, synthetic, and U.S.—specific, and
the personas are coarse approximations of real stakeholder diversity. Consequently, the
statistical evidence is illustrative and fragile, limited by sample size, lack of multiple-
testing correction, and simplifying assumptions such as argmax scoring. Future studies
should expand the dataset’s size and domain, integrate human-annotated baselines, and
test the independence of the three quality axes, since correlations among them may con-
found persona effects. These steps would strengthen both the robustness and generaliz-
ability of the findings.

The DCI measures systematic divergence among personas but does not capture hu-
man validity or satisfaction. Likewise, persona optima derived from agentic judges (Fig-
ure la) do not always align with intuitive stakeholder mappings in Table 1, emphasizing
the difficulty of defining persona-specific utility. Future work should validate persona
criteria and optima through stakeholder surveys that directly assess whether LLM-based
evaluations align with perceived usefulness for actual users.

Rubric reliability also remains untested. Rerunning rubric generation and quantify-
ing its stability would improve reproducibility. Some LL.M-generated criteria (e.g., meta-
data or link checks) can be spuriously satisfied or double-count holdings, encouraging
verbosity. While macro-averaging and corruption tests mitigate this, future work should
detect and down-weight low-observability criteria.

Finally, the approach relies entirely on LLMs to generate summaries, define criteria,
and serve as evaluators, without direct stakeholder input. For a truly stakeholder-oriented
framework, human participation is essential to evaluate relevance, clarity, and utility.
Establishing this external validation is the critical next step.

7. Conclusion

Legal summarization is inherently multi-objective, demanding evaluation frameworks
that capture diverse notions of utility. PersonaMatrix addresses this by combining con-
trolled dimension shifts, persona-conditioned criteria, and the Diversity-Coverage Index
(DCI) to reveal how stakeholder perspectives diverge. Across all axes, persona-aware
judges select interior optima that differ by stakeholder, whereas persona-agnostic judges
collapse toward single, generic peaks. These patterns (high NMI, non-trivial JSD/EMD,
and decay under label corruption) indicate systematic, non-random persona signals.

PersonaMatrix offers a practical recipe for stakeholder-sensitive evaluation in high-
stakes settings. In practice: (1) one-size-fits-all judges risk mis-scoring summaries tai-
lored to different users; (2) reporting persona-specific and generic results together ex-
poses real trade-offs; and (3) DCI provides a compact indicator of between-persona dis-
tinctness and within-persona coherence.

Despite current scale and validation limits, PersonaMatrix shows that evaluation
frameworks and, by extension, legal Al systems benefit from multiple stakeholder
lenses rather than a single universal rubric. It lays groundwork for human-validated,
stakeholder-aware evaluation pipelines that make Al-generated legal summaries more
accurate, accessible, and socially relevant for both experts and the public.
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Abstract. This paper presents the Concil-IA project, an initiative exploring how
machine learning (ML) can promote self-composition in conflict resolution. The
research investigates whether an ML model can predict judicial outcomes and as-
sist parties in reaching agreements during end-procedural conciliation hearings. We
collected judgments (textual documents) from the Brazilian Special Civil Court at
the Federal University of Santa Catarina (JEC-UFSC), focusing on disputes in air
transport services (Consumer Law) where parties require compensation value for
immaterial damage. We developed an ML model following a structured pipeline,
including preprocessing, data representation and labeling, model training and test-
ing using regression algorithms, and practical application in the legal domain. The
model was validated in two phases: (i) presenting predicted judgment values to par-
ties during conciliation hearings for new, similar cases; and (ii) comparing actual
judgment values with the model’s predictions after the proceedings concluded. The
model showed satisfactory performance with minimal deviations. Predicted values
were well received by parties and their legal representatives and closely aligned
with actual judgments. We conclude that an ML model can effectively support self-
composition in conflict resolution, reduce procedural uncertainties, and increase
the likelihood of consensual settlements in judicial disputes.

Keywords. Alternative Dispute Resolution, e-Justice, Machine Learning, Natural
Language Processing, Consumer Law

1. Introduction

According to the latest edition of Justica em Niimeros, an official publication of the Na-
tional Council of Justice (CNJ), the Brazilian Judiciary ended 2023 with 83.8 million on-
going lawsuits. In that year alone, around 35.3 million new lawsuits were filed. Consumer
Law featured prominently in State Courts, with claims for moral and material damages
ranking second and fourth, respectively, in the percentage of cases filed in 2023 [1].
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Given this high level of litigation, the CNJ has invested in policies to enhance proce-
dural management, notably alternative dispute resolution (ADR) and information tech-
nology (E-Justice). ADR was formalized as a judiciary policy through Resolution No.
125/2010 [2], aiming to promote conciliation and mediation services, train profession-
als, encourage cooperation for peaceful dispute resolution, and reduce judiciary conges-
tion. Despite these efforts, the adoption of ADR has been slow, with only 12.1% of cases
resolved through conciliation in 2023 [1].

E-Justice initiatives have expanded the use of artificial intelligence (Al), particularly
machine learning (ML) and natural language processing (NLP), to improve decision-
making. CNJ Resolution No. 332/2020 [3] established SINAPSES, the national platform
for storage, supervised training, version control, distribution, and auditing of Al models,
and CNJ Resolution No. 615/2025 [4] set forth guidelines for the development, use,
and governance of Al-based solutions within the Judiciary. However, challenges such
as data quality and labeling remain significant barriers to the effective development and
implementation of such models.

In the context of AI applications for conflict resolution, Online Dispute Resolu-
tion (ODR) marks a major advancement within ADR. Initially developed for online
disputes [5], ODR systems have evolved into two generations: the first, with tech-
nology playing a passive, facilitative role under human decision-making; and the sec-
ond, where Al-driven tools act more autonomously, assisting or representing the par-
ties based on prior data, while humans take on a supportive role [6]. Early ODR
systems, such as Family-Winner and AssetDivider, applied game theory and heuris-
tics to guide settlements in family disputes, while subsequent multi-agent platforms
like UMCourt incorporated case-based reasoning, genetic algorithms, and behavioral
analysis to suggest solutions in labor and consumer conflicts. Other initiatives, such
as eJRM in Italy and TADRS in China, integrated ML and NLP to classify cases
and recommend outcomes, while large-scale marketplace datasets (e.g., eBay disputes)
have been used to predict resolutions with high accuracy. More recent projects in-
clude LLMediator, which integrates large language models into mediation processes,
and CLAUDETTE, which applies ML and NLP to identify unfair clauses in consumer
contracts [7,8,9,10,11,12,13,14,15,16,17,18,19,20,21,22,23,24].

This paper introduces the Concil-IA project, a research initiative that explores how
ML can promote self-composition in conflict resolution.”> The central research question
is whether an ML model can predict judgment outcomes and assist parties during end-
procedural conciliation hearings. The hypothesis is that such predictions can help parties
make more informed decisions in conflict resolution, thereby increasing the likelihood
of consensual agreements.

The structure of the paper is as follows. Section 2 presents the methodology used to
develop the ML model, including data collection, preprocessing, labeling, training, test-
ing, and application. Section 3 discusses the model validation process, where predictions
were presented to parties during conciliation hearings and later compared to actual case
outcomes. Section 4 provides concluding remarks and outlines future research directions.

2The name Concil-IA combines the Portuguese words conciliagdo (conciliation) and Inteligéncia Artificial
(Artificial Intelligence), reflecting the project’s goal of leveraging procedural data to facilitate conciliation and
mitigate caseload in the Brazilian Judiciary.
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2. Methodology
2.1. Data context and Collection

Consumer Law in Brazil, established in the early 1990s, protects individual rights and
provides compensation for material and immaterial (moral) damages [25,26]. While ma-
terial damage is easily quantified, immaterial damageharm to personal rights such as
honor, dignity, and reputationis assessed monetarily and discretionarily, depending on
factors like age, health, gender, and circumstances of the injury [27,28,29,30]. This vari-
ability makes predicting compensation suitable for machine learning, potentially aiding
consensual settlements.

For this study, we collected 1,163 judgments from the Brazilian Special Civil Court
at the Federal University of Santa Catarina (JEC-UFSC), issued between 2012 and 2020,
focusing on disputes in air transport services. These cases involve typical issues such as
flight delays, cancellations, overbooking, and baggage loss [31]. Judicial decisions on
immaterial damages are context-specific due to judges’ discretionary powers; therefore,
our model is designed specifically for the JEC-UFSC jurisdiction, though the methodol-
ogy can be adapted to other courts.

2.2. Machine Learning Model Development
The model was developed through a series of experiments carried out over the past five

years [32,33,34,35], whose results were progressively consolidated. Its final structure
consists of the four stages illustrated in Figure 1 and described below.
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Figure 1. Machine Learning Workflow

2.2.1. Data Preprocessing and Representation

Preprocessing was applied to prepare the legal judgments for machine learning, ensuring
meaningful and manageable inputs [36]. The steps included normalization (lowercasing),
tokenization (splitting text into tokens), stemming (reducing words to their stems), filter-
ing (removal of stopwords), and the construction of bi-grams [37,38,39]. After prepro-
cessing, the corpus was numerically represented using the Bag of Words (BOW) model
with Term Frequencylnverse Document Frequency (TFIDF) weighting, which balances
the importance of frequent versus rare terms [40].

2.2.2. Data Labeling

Data labeling structures the dataset for analysis by combining expert judgment with un-
supervised learning to minimize bias and reveal hidden patterns [39]. We adopted a soft
clustering approach, since documents may belong to more than one category (e.g., “tem-
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porary baggage loss” and “flight delay” simultaneously). Similarities between documents
were measured with cosine distance [41], and clustering was performed using Hierarchi-
cal Clustering, which organizes documents into tree structures [42], and Lingo, which
extracts frequent phrases to generate human-readable group labels [43].

Our experiments [34] showed that clustering-based analysis facilitated the identi-
fication of common events connecting documents, enhancing labeling reliability. The
main labels were organized into two groups: (i) events generating immaterial damage,
including permanent baggage loss, tampered baggage, temporary baggage loss, loss in-
terval (days), flight cancellation, flight delay, delay interval (hours/minutes), overbook-
ing, no-show, hindered repayment, and downgradecategorical values are represented as
“yes”/“no”, while intervals are numerical; and (ii) events excluding immaterial damage,
covering adverse weather conditions and consumer fault, both represented as categorical
“yes”/“no” values. These labels were structured in CSV format for further analysis, as
shown in Table 1.

Table 1. Example of structuring judgment texts

Judgment Temporary Baggage loss Flight de- Flightdelayin- [...] Immaterial

ID baggage interval lay terval damage value
loss

0001 Yes 2 No Not applicable [...] 3,000 BRL

0002 No Not applicable Yes 00:10:00 [...] 5,000 BRL

[...] - Other labels.

Structuring the documents with labels also enables the extraction of association rules
within the judgments, revealing strong relationships between labels and the immaterial
damage value. To identify these relationships, we applied the Frequent Pattern Growth
algorithm to generate rules of the form x — y, where x is a set of labels and y the com-
pensation value. Each rule was evaluated using Support (proportion of cases satisfying
both x and y) and Confidence (proportion of cases with y among those satisfying x), as
shown in Equation 1.

alx = y) = TEOEN, | p(yy y) = Do) M

To enable this implementation, we categorized the numerical values Delay interval
and Immaterial damage into five ranges, assisted by the quartile calculation?, as repre-
sented in Table 2.

Table 3 presents the association rules selected with a minimum support of 1% and a
minimum confidence of 70%, ordered by the highest immaterial damage range.

Overall, it is evident that the longer an airline delays a consumer’s flight, the higher
the monetary compensation awardedand vice versa. Notably, the temporary loss of bag-
gage for three days typically leads to reasonable indemnities. Additionally, unilaterally
cancelling the return flight due to the consumers no-show on the outbound flight is asso-
ciated with mid-range compensation. Conversely, null compensation is generally linked

3Given a data sample, quartile of order p or pth quartile, denoted by ¢(p), is a location measure where p
is any proportion, 0 < p < 1, such that 100p% of observations are smaller than ¢(p). Some quartiles have
particular names, for example, the 1st quartile or 25¢h percentile, where ¢(0.25) = g1, which means that each
quartile will contain approximately 25% of the data [44].
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Table 2. Association rules ranges

Range Flight delay interval Range Immaterial damage value
1 0:00:00 - 4:00:00 1 0 BRL

2 4:01:00 - 8:00:00 2 1-2,000 BRL

3 8:01:00 - 12:00:00 3 2,001 - 5,000 BRL

4 12:01:00 - 24:00:00 4 5,001 - 8,000 BRL

5 24:01:00 - 72:00:00 5 8,001 - 25,000 BRL

Table 3. Association rules selected

Rule Antecedent Consequent Supp. Conf.
Flight delay=Yes (and) .
1 . Immaterial damage=5 3,3% 84,6 %
Delay interval=5
Flight cancellation=Yes (and) .
2 Immaterial damage=3 2,1% 83,3%

No show=Yes
Temporary baggage loss=Yes (and

3 p. v baggag (and) Immaterial damage=3 1,6% 73,1%
Loss interval (days)=3

4 Consumer fault=Yes Immaterial damage=1 1.5% 94,7%

to the consumer’s own culpable conduct, such as arriving late for the flight. In such cases,
the lawsuit is likely to be dismissed as unfounded. These association rules can be used
to explain potential outcomes to parties during end-procedural conciliation hearings, in-
dicating relevant events connected to the predicted result.

2.2.3. Model Training and Testing

Using the text corpus and corresponding structured data, we applied supervised learn-
ing for a regression task to predict compensation values for immaterial damage. We
adopted an Ensemble Voting approach [45], combining diverse models including Neural
Networks, Bagging, Gradient Boosting, and XGBoost, which demonstrated high predic-
tive effectiveness [35]. The dataset was partitioned using five-fold cross-validation [46]
to ensure robust performance evaluation. To enhance prediction quality, we employed:
N-grams (14) during preprocessing; Mutual Information for feature selection [47]; out-
lier removal using Isolation Forest with 10% contamination [48]; and model complexity
reduction to avoid overfitting [49,50].

We evaluated the model results based on Root Mean Square Error (RMSE), Mean
Absolute Error (MAE) and R?, namely a) the average of the errors of the square differ-
ences between the predicted (y;) and the actual (§;) values; b) the average of the errors
when predicting the dependent variable; and c) the proportion of observed variation in
the predicted values that can be explained by the regression model, where y; is the ac-
tual observed value, for instance, i, y; is the predicted value, for instance, i, n is the total
number of observations, and y is the mean of the actual values, as shown in Equation 2.

L i) R i), 1 L i) 2
no b= o= 1= RS @

a=

The model exhibited robust performance, delivering notable results. With an RMSE
of 1,750 BRL, the model shows a moderate prediction error, while the MAE of 915 BRL
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indicates relatively small deviations. Additionally, the R? score of 0.74 signifies that 74%
of the variance in compensation values is explained by the model, underscoring its robust
predictive ability and reliable fit to the data.

2.2.4. Application

Lastly, to enable a real application of the model in a legal environment in cases in which
there is still no judgment, we (i) select lawsuits awaiting judgment (new cases), extract
the labels from each of them and search in the dataset for similar situations (past cases);
for each new case, the model receives as input a combination of structured data (the label
values extracted from the new case) and unstructured data (the full-text document of a
similar past case), as model input; (ii) predict the compensation value for immaterial
damage, generating minimum, maximum, and average estimates for comparison with
past cases, and (iii) present the predictions to the parties along with relevant association
rules to provide explanations and support informed decision-making.

3. Validations, Results and Discussion

To comprehensively address the central research question, we conducted a thorough val-
idation of the model across its distinct phases:

1st We participated in conciliation hearings at the JEC-UFSC, applying the model and
presenting its predicted results to the parties involved, following the strategy of
section 2.2.4. We also invited them (parties and their lawyers) to answer an anony-
mous questionnaire evaluating the usefulness of the information provided.

2nd After the judicial proceedings were concludedwhich took approximately three
months to two years, depending on whether the parties appealed to higher courtswe
consulted the lawsuits submitted to the conciliation hearings and verified the real
results, comparing them to the ones predicted by the model.

3.1. Participant Observation of End-procedural Conciliation Hearings and Survey to
the Farties Involved

To facilitate our participant observation, the JEC-UFSC staff selected 13 lawsuits await-
ing judgment, and the chief judge scheduled a conciliation hearing for each, assigning us
as conciliators. Invitation letters were sent to all parties, and airlines (defendants) were
specifically asked to bring settlement offers to initiate negotiations. Although the sam-
ple is small, the focus was on how parties received and responded to the predicted com-
pensation values. The observation period ran from September 13 to 16, 2021, with all
hearings conducted virtually. To present the predictions effectively, we prepared concise
informational material covering the projects objectives, the benefits of settlement, typical
compensation patterns, notable high-compensation cases, and the case-specific predicted
value with associated labels and rules to guide negotiation.

After each conciliation hearing, we distributed a voluntary, semi-structured survey
to plaintiffs, defendants, and lawyers to qualitatively assess the impact of the informa-
tion provided. The survey combined multiple-choice (MCQs) and short-answer questions
(SAQs), included select Likert-scale items, and concluded with an open-ended question
to capture participants in-depth perceptions, as shown in Listing 1.
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Q1. What is your position in the case submitted for the conciliation
hearing? (SAQ)

2 O Plaintiff

3 (O Defendant

4 (O Plaintiff’s lawyer

5 (O Defendant’s lawyer

6

7 | Q2. Did you reach an agreement during the conciliation hearing? (SAQ)

8 O Yes

9 O No

10

11 | Q3. If the previous answer was ‘‘mo’’, what reason(s) would you
attribute to the failure of the conciliation? (MCQ)

12 (O Absence of one or both parties

13 (O No plaintiff’s interest

14 (O No defendant’s offer

15 (O The defendant’s offer did not meet the plaintiff’s

expectation

17 | Q4. If the previous answer was ‘‘yes’’ or ‘‘partial’’, what reason(s)
would you attribute to the success of the conciliation? (MCQ)

18 (O Parties’ interest

19 (O Conciliator’s data information

20 (O Defendant’s offer

21 (O The parties waived part of the value

23 | Q5. Was the information presented by the conciliator about local
judgments helpful to you? (SAQ)
Q

24 Extremely helpful
25 (O Very helpful

26 (O Somewhat helpful
27 (O Slightly helpful
28 (O Not at all helpful

30 | Q6. Were the values predicted of compensation for immaterial damage
helpful to you? (SAQ)

31 (O Extremely helpful
32 (O Very helpful

33 (O Somewhat helpful
34 (O Slightly helpful
35 (O Not at all helpful

37 | Q7. Could you please measure your level of satisfaction with the
activity provided? (SAQ)

38 (O Very satisfied

39 (O Somewhat satisfied

40 (O Neither satisfied nor dissatisfied
41 (O Somewhat dissatisfied

42 (O Very dissatisfied

4 | Q8. Would you like to leave a comment, critique, or positive feedback
? (open-ended)

Listing 1: Post-Conciliation Hearing Survey

The survey responses are summarized in tables, followed by our analysis. Responses
to Questions 17 are presented in Table 4, while responses to Question § are shown in
Table 5. All responses were individual, anonymous, and provided voluntarily.

Analysis of the survey responses indicates that most participants were plaintiffs and
their lawyers, reflecting strong consumer interest in accessing information about imma-
terial damage compensation (Q1). Among the 14 conciliation hearings, only one resulted
in an agreement, explaining the predominance of “no” responses regarding successful
settlements (Q2).

The main obstacle to agreements was the absence of offers from the airlines before
the hearings, highlighting a limitation in assessing the models practical impact (Q3). In
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Table 4. Summary of participant responses to the post-conciliation survey (Q1-Q7)

Question Option % Respondents
Ql. Role Plaintiff 5
Defendant

Plaintiff’s lawyer

Defendant’s lawyer

[SSR NS

Q2. Agreement reached Yes
No

Q3. Reason for failure Absence of parties

- o R

No plaintiff’s interest
No defendant’s offer

Offer did not meet expectation

[y
>

Q4. Reason for success Parties’ interest
Conciliator’s data info
Defendant’s offer
Waived part of value
Q5. Usefulness of judgment information Extremely helpful
Very helpful
Somewhat helpful
Slightly helpful
Not at all helpful
Q6. Usefulness of predicted compensation Extremely helpful
Very helpful
Somewhat helpful
Slightly helpful
Not at all helpful
Q7. Satisfaction with activity Very satisfied
Somewhat satisfied
Neither satisfied nor dissatisfied
Somewhat dissatisfied

O N O W = = = R WO = = 90N O = DN~ DN

Very dissatisfied

Table 5. Participants in-depth perceptions (Q8)

Responses Comments

Positive feedback 5 Congratulations on the initiative; This kind of information provides sub-
sidies for the parties to decide.

Critique 3 The predicted amounts were low in relation to the circumstances of the
case; The process could be held up for a long time awaiting the hearing.

Suggestion 1 Previously check with the airline if they will offer an initial value; oth-
erwise, do not hold the hearing.

future hearings, strategies such as sending preliminary information to the airlines legal
departments could encourage more active participation. Conversely, in the hearing where
an agreement was reached, participants attributed the successful outcome to the infor-
mation we provided, their willingness to negotiate, and the fact that the airline presented
an initial offer (Q4). Notably, our observations suggest that, in this particular case, the
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Table 6. Comparison between predicted and real immaterial damage

Lawsuit Predicted Minimum Predicted Maximum Real immaterial damage
1 4,000 BRL 5,900 BRL 0 BRL

2 2,100 BRL 4,000 BRL 1,000 BRL

3 6,200 BRL 7,800 BRL 5,000 BRL

4 2,400 BRL 4,300 BRL 3,000 BRL

5 9,000 BRL 10,100 BRL Agreement in conciliation hearing
6 2,200 BRL 4,300 BRL 1,000 BRL

7 7,500 BRL 8,900 BRL 6,000 BRL

8 4,900 BRL 6,500 BRL 8,000 BRL

9 4,400 BRL 5,500 BRL 5,000 BRL

10 4,400 BRL 6,000 BRL 0 BRL

11 5,300 BRL 8,700 BRL 0 BRL

12 5,100 BRL 5,600 BRL 8,000 BRL

13 4,200 BRL 6,400 BRL 5,000 BRL

predicted compensation value influenced the airline (defendant) to enhance its initial of-
fer. Consequently, the revised offer aligned more closely with the consumer’s (plaintiffs)
expectations, facilitating the settlement.

Overall, participants generally appreciated the information presented, including the
predicted compensation amounts, although some expected higher values (Q5-Q6). This
underscores the importance of providing detailed factors and rules underlying the pre-
dictions to enhance transparency and acceptance. Responses also indicate overall satis-
faction with the activity and positive perceptions (Q7-Q8). While we acknowledge and
value the constructive nature of the criticism and suggestions received, we respectfully
disagree with the proposal to avoid holding hearings, as conciliation remains the primary
goal of the JECs. This reinforces that parties initiating a lawsuit should be prepared to
participate in negotiation.

Beyond its practical use, the model supports fair conflict resolution by empowering
consumers to make informed decisions, whether to settle or await judgment, thereby
respecting both parties’ autonomy and the judicial process.

3.2. Comparison Between Predicted and Real Judgment Results of End-procedural
Conciliation Hearing Cases

The participation in the hearings was conducted without the presence of the presiding
judge, ensuring that they did not have access to our predictions. After the judicial pro-
ceedings were concludedwhich took approximately three months to two years, depend-
ing on whether the parties appealed to higher courtswe reviewed these cases to verify
their judgment results and compare them with the predictions we had provided to the
parties in the conciliation hearings. Table 6 presents the predictions we reported to the
parties alongside the final judgment results, considering both first- and second-degree
judgments. The model was executed approximately 20 times for each case, providing a
predicted minimum and maximum range for the compensation values.

Observations from the analyzed cases indicate that in lawsuits no. 4, 9, and 13,
the actual compensation fell exactly within the predicted range, whereas in cases no.
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2,3, 6,7, and 8, the real amounts were slightly above or below the predicted range.
Lawsuits no. 1 and 12 showed significant deviations. Cases no. 10 and 11, related to flight
cancellations and delays at the onset of the COVID-19 pandemic, were not included in
the training data and involved legal uncertainty regarding force majeure. Despite this,
hearings proceeded using predicted values, and the judge ultimately did not recognise
immaterial damages in these cases.

To evaluate model performance, we calculated an adjusted error that only considers
cases where the actual immaterial damage falls outside the predicted range: (i) zero if
within the range; (ii) the difference between the predicted minimum and actual value if
below the range; and (iii) the difference between the actual value and predicted maxi-
mum if above the range. The MAE was approximately 2,511.11 BRL, providing a more
balanced assessment of the models predictive accuracy, while the RMSE was approxi-
mately 2,940.14 BRL. Overall, the model appears suitable for practical application, even
when considering cases related to the COVID-19 pandemic (which are likely to result in
the non-occurrence of immaterial damage - 0 BRL).

4. Conclusion

Revisiting our research question and hypothesis, we conclude that an ML model can ef-
fectively predict judicial outcomes and assist parties in conflict resolution. Furthermore,
these predictions increase the likelihood of settlements and enhance the quality of con-
ciliation hearings.

The primary contribution of this study lies in providing a structured framework for
legal researchers developing ML-based solutions for judicial processes addressing Con-
sumer Law. This framework encompasses: (i) identifying the appropriate data sources
and collection methods (textual data from court decisions); (ii) extracting and structuring
relevant information; (iii) selecting and applying suitable techniques to transform this
information into actionable knowledge (predicting the probable case outcome); and (iv)
implementing this knowledge in practice while ensuring compliance with legal proce-
dures and preserving the parties’ autonomy.

Although the model could also assist judges, its optimal application is within ADR
mechanisms, where it enables parties to negotiate independently of the judiciary, reduces
costs, and promotes early dispute resolution. The study faces limitations, including the
opacity of ML predictions, the limited number of hearings, and the variable participation
of airline representatives, which may constrain negotiation and affect model validation.
Ethical aspects also merit further examination, particularly regarding user interaction in
conciliation sessions.

Future work will apply Explainable Al techniques, such as SHAP, to estimate fac-
tor contributions and enhance transparency. Broader datasets across courts and domains,
with greater defendant participation, will allow fairer testing of the model. Within e-
Justice, we are also developing an ODR system to increase autonomy, enable humanAl
collaboration with conciliators, and remove the need for researcher intervention, rein-
forcing AI’s practical role in e-Justice and ADR.
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Abstract. The legal visualisation method of normative diagrams is a powerful tool
to visualise legal norms. However, a major limitation of normative diagrams in their
original form is their sole focus on visualising norms regulating human behaviour.
The paper at hand proposes to extend the framework of normative diagrams by
adding validity diagrams, which may illustrate the validity of the behaviour norms
already incorporated in normative diagrams in their original form. This extension
further enhances the capabilities of normative diagrams and allows for a thorough
visualisation, e.g. of conditional norms and legal if... then... structures. By providing
different visualisations for different kinds of normative conditions, the improved
method of normative diagrams presented here also contributes to clarifying the dif-
ferences between various types of conditional norms.

Keywords. Normative Diagrams, Legal Visualisation, Commitment, Conditional
Norm, Hypothetical Norm, If-Then-Structure, Validity Diagrams, ViNo

1. Introduction

Legal visualisation methods employ human-oriented, (semi-) formal and mainly picto-
rial (instead of verbal) representations to facilitate the understanding of complex legal
concepts and phenomena [1], improving, e.g., the understanding of law by laymen, law
students and even legal experts [2,3,4,5,6]. More formally structured methods can also
function as an intermediary between natural language and proper formalisations (e.g.,
through logical formalisms or programming languages), thus also improving interdisci-
plinary communication [7,8,9]. An example of a formally structured legal visualisation
method is the method of normative diagrams (or Trivisonno-diagrams), which was first
developed for didactic purposes by legal philosopher Alexandre T. G. Trivisonno [5].
The method is particularly flexible, being able to provide elegant visualisations of sev-
eral legal phenomena such as gaps, antinomies and different forms of legal arguments.
Notwithstanding, the method, as originally presented [5], suffers from a crucial limita-
tion: it can only visualise behaviour norms (prohibitions, obligations, permissions) and
is thus unable to adequately represent aspects related to the validity of norms (e.g., the
nullity of a contract or the validity conditions of an administrative act).

The paper at hand discusses this limitation and proposes a solution based on extend-
ing the diagrams’ underlying legal theory to also include so-called validity diagrams. To

ICorresponding Author: Diogo Sasdelli, diogo.sasdelli@donau-uni.ac.at.



D. Sasdelli and B. Steffes / Validity Diagrams 181

this end, Sect. 2 first provides a brief introduction to the method of normative diagrams.
Sect. 3 then discusses the above-mentioned validity limitation, providing an example
containing three legal issues, of which two cannot be adequately visualised using the
method in its original form. Sect. 4 presents the proposed validity diagrams and demon-
strates how they can solve the validity limitation, while also being based on the same
legal-positivist theoretical frameworks underlying normative diagrams in their original
form. Sect. 5 then discusses how the interplay between validity and normative diagrams
contributes to clarifying the role of legal validity with respect to the notion of conditional
(or hypothetical) norms. Finally, Sect. 6 concludes and refers to future work.

2. Normative Diagrams

Normative diagrams are based on an analytical concept of legal norms particularly popu-
lar among modern legal positivists such as Norberto Bobbio [10, p. 214] and Hans Kelsen
[11, p. 116-119]. According to this view, legal norms either prohibit, obligate or permit
(1) specific types of actions performed by (2) specific actors in (3) specific locations at
(or during) (4) a specific point (or period) in time. Hence, norms can be defined as be-
ing normative (deontic) valuations (prohibition, permission, obligation) ranging over a
four-dimensional (object, space, subject, time) validity domain.

Consider, e.g., a norm ¢ in a rental agreement prohibiting tenants from playing the
piano in the house between 10 pm and 7 am. By respectively defining the action-type of
playing the piano as being delimited by the interval [o1,03] (objective dimension); the
locations in the house by the interval [r,r;] (spatial dimension), the tenants by [sy,s;]
(subjective dimension), and the time between 10 pm and 7 am by [f,#;] (temporal dimen-
sion), the validity domain Uy of ¢ can defined by the expression:

U¢ = {<0w,rpsy,tz> [ ow€[o1,02] A rx€lry,ra] A sy€[sy,s2] A€l 1] } (1)

In this sense, every ordered quadruple < o,r,s,t > can be considered as a case; and Uy
is the set of all cases that can be subsumed under ¢, i.e., in the example at hand, cases in
which a tenant plays the piano in the house between 10 pm and 7 am.

By mapping each of the four dimensions to a respective coordinate of a coordinate
system and assuming an adequate (possibly arbitrary) ordering, norms can be visualised
as n-orthotopes (1 <n <4), i.e., as lines, rectangles, orthogonal parallelepipeds or hyper-
rectangles, depending on how many coordinates are simultaneously displayed. Cases, in
their turn, can be represented as points. Since four-dimensional concepts are unintuitive,
it is usually better to visualise a norm’s validity domain in two or more figures, as shown
in Fig. 1 (cf. also [12]). Furthermore, if a norm’s validity domain extends over the en-
tirety of a dimension, this dimension can be omitted. Since legal norms are often general,
being applicable at all times to all legal subjects in the entirety of a given jurisdiction, it
is rarely necessary to represent more than one or two dimensions at a time.

Normative diagrams are a flexible visualisation method that can be employed to vi-
sualise different types of legal arguments such as legal subsumption, analogy, and e con-
trario argumentation as well as legal phenomena such as gaps, conflicts between legal
norms [5] and more nuanced aspects of normativity like supererogation [8]. Analogical
reasoning, for example, is visualised as an extension of a given norm’s validity domain
in order to reach a case close to it, using geometric proximity to represent similarity. This
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Figure 1. Normative diagrams for the norm ¢. €, represents a case in which a tenant plays piano in the house
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Figure 2. An example of the visualisation of analogical reasoning through normative diagrams.

is visualised in Fig. 2, showing how norm ¢ could be applied, by analogy, to a case €,
in which a tenant plays the flute in the house between 10 pm and 7 am. The diagrams are
particularly compatible with first-order formalisms such as PROLEG [8]. An open access
tool for generating normative diagrams called ViNo [13,14] is already available and being
continuously improved.? The current version (ViVa ViNo) includes an implementation
of the validity diagrams presented here.

3. Validity as a Limitation of Normative Diagrams

Despite their flexibility, normative diagrams suffer from a fundamental limitation: they

are only capable of representing norms> in a rather strict sense, i.e., norms that are di-

rectly aimed at human behaviour, establishing that certain actions are prohibited, permit-

2The code can be found at https: //github.com/bs-000/norm-visuals. The repository also contains
a Windows executable file to provide an easy access for technical laymen. All figures in the paper at hand have
been created using ViNo.

3Here, norms are understood as being the result of interpreting legal sources (statutes, contracts etc.) [15].
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ted or obligatory. These norms roughly correspond to what H. L. A. Hart calls primary
rules [16, p. 81] or to what Hans Kelsen calls independent norms (selbstindige Normen
[17, p. 52]), especially with respect to what he calls the normative functions of obli-
gation, prohibition and permission [11, p. 76-81]. However, legal systems also contain
other kinds of norms (in a somewhat wider sense), namely those that establish the condi-
tions under which new norms can be created, altered or eliminated (derogated), i.e., those
norms which Hart calls secondary rules [16, p. 81] and Kelsen calls dependent norms
(unselbstindige Normen [17, p. 52]), especially with respect to the normative functions
of empowering (Ermdchtigen) and derogating (Derogieren) [11, p. 82-88]. Thus, the the-
oretical framework underlying normative diagrams ignores all those formal or procedu-
ral aspects that determine the validity of statutes, administrative acts and contracts. For
example, a non-valid contract would imply non-valid obligations, which, as such, would
simply lead to an empty representation (i.e., no representation at all) within normative
diagrams [8].

In many cases, especially within private law, the legal analysis is focussed precisely
on whether procedural formalities or other formal requirements have been observed, re-
sulting in either the validity or in the nullity of the respective legal acts, transactions etc.
Since normative diagrams are only able to represent cases involving behaviour norms
(prohibitions, obligations, permissions), they are unable to provide visualisations for
such cases focussing on legal validity, which therefore constitutes a major limitation of
normative diagrams as a legal visualisation method. This limitation can be illustrated
through the following example.

Example. Titius (the tenant), a young aspiring pianist studying at the local music faculty
in a small town in Austria, signed a rental agreement with Mevius (the landlord). The
rental unit is a small apartment in the upper floor of Mevius’ house, which lies relatively
isolated in the town’s outskirts. The ground floor contains another apartment, in which
Mevius himself lives, and a small shop which is currently occupied by a local pharmacy.
In the rental agreement, they included a clause (¢) according to which Titius would not
be allowed to play the piano between 10 pm and 7 am. A year later, with difficult exams
approaching, Titius sent Mevius an e-mail asking for permission to practice the piano
also at night. Mevius replied via e-mail that, to prepare for his exams, Titius would be
exceptionally allowed to play the piano until 2 am once a week in the night from Monday
to Tuesday (let this exception be called ). After this, Titius started practising until 2 am
on Mondays at the end of every semester. 18 months (i.e., three semesters) later, as Titius
did this once again, Mevius claimed Titius had broken the agreement and terminated
the contract with effect at the end of the following month, which eventually led to an
eviction procedure. In court, Mevius argued that he granted the exception only once, and
Titius ought to have asked for permission once more before starting to practise at night
again. Moreover, he argued that the exception was not contractually binding, because it
lacked a proper written form (being only an e-mail). Finally, Mevius argued that, since
the house was so small, containing only two apartments, the rental agreement would be
subject not to the Austrian rental law act (Mietrechtsgesetz — MRG), but to the general
civil code (Allgemeines Biirgerliches Gesetzbuch — ABGB), which would allow him to
terminate the contract without a particular reason. Titius contested these claims and
argued, in particular, that the fact that Mevius only complained after 18 months (i.e.,
after Titius had been using the exception for three semesters) indicates that the exception
was generally valid for whenever Titius would be preparing for exams.
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Figure 3. Diagrams illustrating Mevius’ and Titius’ disagreement on the extent of v, i.e., whether it does
encompass Titius’ latest practising €, (on the left) or not (on the right).

Evaluating Mevius® arguments requires analysing three distinct legal issues:

1. The extent of the exception granted by Mevius, i.e., whether it was granted only
once or whenever Titius would be preparing for approaching exams.

2. The legal validity of this exception, i.e., whether it was contractually binding or
not.

3. The legitimacy of Mevius’ act of terminating the contract, i.e., whether it had the
legal effect of derogating the contract or not.

The first issue can be represented as a disagreement concerning the temporal extension
of v (i.e., the exception to ¢). This can be adequately illustrated through normative
diagrams as shown in Fig. 3. The other two issues, however, go beyond their limits. The
second issue basically asks whether y legally exists or not. Normative diagrams could,
at most, try to visualise this by including or not including ¥ in a representation. This,
however, would not contribute to visualising the actual legal matter being discussed,
i.e., whether the fact that the exception was granted solely via e-mail affects its legal
validity or not. Finally, the third and last issue does not directly affect y. In fact, it is not
even related to any behaviour norm (prohibition, permission obligation). Instead, Mevius’
attempt to terminate the contract aims at suppressing Titius’ rights as a tenant. This is a
necessary pre-requisite for the legitimacy of the eviction procedure, because the rightful
tenant, of course, may not be evicted. Hence, this third issue lies completely outside the
scope of normative diagrams.

4. Solution through Validity Diagrams

This limitation of normative diagrams as a legal visualisation method can be overcome
by complementing their underlying theoretical framework in order to also account for
non-behaviour norms, i.e. Hart’s secondary rules or Kelsen’s non-autonomous norms.
These norms are not concerned with human behaviour, but with the validity of other
norms, i.e., with their status (or, as Kelsen puts it, their specific existence [11, p. 130]) as
legal norms. For this reason, it seems adequate to call diagrams representing these norms
validity diagrams.

As already mentioned above, validity diagrams would be concerned not with pro-
hibitions, obligations and permissions, but with empowerments — i.e., the creation of le-
gal norms — and with derogations — i.e., the suppression or elimination of legal norms.
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Following Kelsen, a norm can be defined as being the “meaning of an act of will” (Sinn
eines Willensaktes), i.e., grosso modo, an act through which human will is manifested
or expressed [11, p. 2]. Kelsen gives the example of a group of people entering a room,
then debating and voting on a specific subject [18, p. 16-17]. These are acts of will of
the individuals involved; their legal meaning is, for example, the approval of a bill, i.e., a
legal norm. Thus, norms are created — or mutatis mutandis suppressed — through human
acts (of will). Within Kelsen’s theoretical framework, an act of will shall have a legal
meaning (i.e., shall correspond to a legal norm) if this meaning is given to it by another
legal norm, i.e., roughly speaking, if this act conforms to a legal norm, establishing, e.g.,
the procedures that have to be followed by parliament when approving bills [19].

Based on this theoretical framework, it is possible to design validity diagrams in
a fairly analogous way to how normative diagrams are structured. In particular, since
norms are created or suppressed by acts, validity diagrams can be built on the same four
dimensions underlying normative diagrams: an act of will can also be analysed in ob-
Jject, space, subject and time. Instead of prohibitions, obligations and permissions, va-
lidity diagrams contain two categories of legal norms: empowerments and derogations;
jointly, these two categories can be called authorisations. Furthermore, to account for
the legislative practice of establishing general rules followed by specific exceptions, it
seems reasonable to distinguish between positive and negative forms of authorisation
(i.e., of empowerments or of derogations). For example, private autonomy can be seen as
a general positive empowerment to all people with legal capacity to establish contractual
relationships with one another. This authorisation is limited by negative empowerments
which exclude, e.g., the possibility of dealing with illegal items like weapons or drugs.
Like prohibitions, obligations and permissions, authorisations also stretch over a four-
dimensional validity domain — cf. equation (1), above. An ordered quadruple < o, r,s,t >,
i.e., a case, corresponds to an act of will. If this act falls under an authorisation (e.g., by
subsumption or by analogy), the act is authorised, and it produces the respective legal
effect, i.e., creating (empowerment) or suppressing (derogation) a respective legal norm.
Finally, as Kelsen notes, authorisations are non-autonomous norms (in Hart’s terminol-
ogy: secondary rules), meaning that they are always “attached” to other norms, to whose
validity they refer to and which can be either other authorisations or autonomous norms
(primary rules in Hart’s terminology), i.e., prohibitions, obligations or permissions. One
can therefore describe validity chains among legal norms. For example, a command given
to somebody by their superior has its validity conditioned by their respective act of will
(their act of commanding) falling under an authorisation (e.g., the employment contract),
which in turn has its validity conditioned by the respective act of will (our signing of the
contract) falling under another authorisation (e.g., labour law) etc. Following Kelsen, the
ultimate source of all legal validity is a hypothetical so-called basic norm [11, p. 205].
Thus, each norm is part of a validity chain starting with the basic norm and ending with
an autonomous norm (prohibition, obligation, permission) [18, p. 75-76]. To account for
this, it is important that authorisations shown on validity diagrams include a reference
(e.g., through an index) to the norms to whose validity they refer to.

Complementing the original framework of normative diagrams with validity dia-
grams as described above enables the visualisation of legal scenarios focussing not only
on behaviour norms, but also on the general validity of legal norms, thus closing the gap
identified in Sect. 3. This can be illustrated by providing visualisations to the second
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Figure 4. On the right: visualisation of Mevius’ argument against the validity of y — if there would be an
exception y_2 to private autonomy (y_1), his act of will €, would not have been authorised, so that y would
not be legally valid (i.e., would not legally exist). On the left: situation without the exception y_2 — the act ¢,
is authorised by y_1, leading to the validity (existence) of y.

and third legal issues involved in the Example (above), for which normative diagrams, in
their original form, could not provide an adequate visualisation.

As already mentioned above, the first issue of the Example can be seen as a dis-
agreement concerning the extension of the permission norm ¥ on the temporal dimen-
sion. This can be visualised with classic normative diagrams as shown above in Fig. 3.
Arguably, Mevius’ argumentation with respect to this issue is not convincing: both the
literal wording of the exception he granted to Titius and his behaviour indicate that the
temporal extension of y is not limited only to the first semester in which it was granted.
Thus, Mevius would be probably better off by contesting the validity of y altogether,
which leads to the second legal issue in the Example.

The second issue, i.e., whether the exception granted by Mevius was contractually
binding or not, can be reduced to the question of whether the corresponding act of will,
i.e., Mevius answering Titius’ request via e-mail, was authorised or not; in other words,
whether his act falls under a corresponding empowering norm. Overall, the principle of
private autonomy (Yy_1) —i.e., the general positive empowerment to establish contractual
relationships — would grant his act the required authorisation, leading to the legal validity
of y. However, against this view, Mevius tries to argue that, in the case at hand, the lack
of a proper written form would constitute an exception to general private autonomy; in
other words, Mevius claims that there is a negative empowerment (y_2) requiring a spe-
cific written form for the act of will related to y, which would not be fulfilled by a mere
e-mail. These claims are visualised in Fig. 4. Again, Mevius’ arguments are not convinc-
ing: following § 883 of the Austrian general civil code (ABGB), contracts generally do
not require a written form — except when legally required. However, neither the ABGB
itself nor the Austrian rental law act (MRG) generally require a written form for rental
agreements, let alone for specific agreements concerning the usage of the object. Indeed,
the MRG only requires a written form for agreements concerning the establishment of
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Figure 5. Visualisation of the third legal issue in the Example. On the right: Mevius’ act of terminating the
contract (€, ) falls under the ABGB and is authorised through ¢_1_1; on the left: his act falls under the MRG,
but is not authorised through ¢_1_2 due to it lacking an adequate reason.

a specific duration for the contract. Hence, it follows that y is legally valid, meaning
that Titius did not break the agreement. Thus, Mevius’ only remaining option is to try
to argue that he can terminate the contract even without 7itius breaking the agreement,
which leads to the third legal issue in the Example.

The third issue, i.e., the legitimacy of Mevius’ act of terminating the contract,
amounts to whether this act falls under a corresponding derogative authorisation or not.
Mevius tries to argue that the fact that the house only contains two apartments makes the
rental agreement subject to the ABGB instead of to the MRG, the main difference being
that only the ABGB allows the landlord to terminate the contract without a particular
reason. The question here is therefore whether Mevius’ act of terminating the contract
(¢, ) falls under the ABGB or under the MRG - or rather, under their respective derog-
ative authorisations ¢_1_1 and ¢_1_2. This is visualised in Fig. 5. Following § 1(2)(5)
MRG, buildings containing at most two homes or stores are excluded from its scope.
Since Mevius’ house contains not only two apartments, but also a small pharmacy, his
claim does not hold. Thus, his act (€, ) falls under the MRG, which, however, requires a
proper reason for terminating rental agreements. Thus, Mevius’ act is not authorised and
the contract is therefore not terminated, meaning that Titius is still the lawful tenant and
may not be evicted.

5. Discussion: Validity and Conditional Norms

The main purpose of normative diagrams is to provide relatively intuitive visualisations
of complex legal concepts and phenomena. Their primary application is within legal ed-
ucation, especially for familiarising law students with formal methods of knowledge rep-
resentation. Furthermore, they can also facilitate interdisciplinary communication among
lawyers, computer scientists and engineers, e.g., within projects aiming at formalising
legal norms [9]. Sometimes, however, by offering a new perspective to existing issues,
they might also promote conceptual clarity and, thus, lead to more general theoretical
advancements [5]. This also seems to be the case concerning the concept of the condi-
tional norm and its relation to the notion of legal validity: as discussed below, norma-
tive diagrams can highlight important distinctions between different kinds of normative
conditions which might be overseen if only textual representations are considered.
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It is widely agreed that legal norms are conditional or hypothetical in nature (cf. [11,
p- 15-17], [20]). This is often represented by means of an if... then... structure, e.g.: if cer-
tain conditions are met, then respective legal consequences ought to follow. The usage of
conditional structures as a natural way to represent legal norms has a very long tradition.
For example, many of the precepts of the ancient Roman Laws of the Twelve Tables (5™
Century BC) were already formulated in this way (e.g., in Table I, the provision “si ambo
praesentes, solis occasus suprema tempestas esto”, i.e. if both parties are present, the
sunset ought to be the time limit for the proceedings). Within legal theory, conceptualis-
ing legal norms as having a hypothetical structure became particularly popular since the
20" Century — to a large extent through Kelsen’s influence, who explicitly stressed the
hypothetical nature of legal norms (“wenn A ist, so soll B sein”) [18, p. 23].

The conception of norms as if... then... sentences was well received by approaches
employing formal methods to represent and build models of law and legal reasoning,
especially within deontic logic, leading to a long philosophical discussion concerning the
adequate formalisation of the conditional norm (which von Wright called “commitment”
[21]) and to the development of various systems of so-called dyadic deontic logic [22,
23]. This conditional structure is particularly convenient when attempting to formalise
legal norms as computer programmes, which likewise often take the form of if.. then...
rules or so-called horn clauses (cf., e.g., [24,25]). However, as already made clear, e.g.,
by the above-mentioned long philosophical debate on the adequate formalisation of the
conditional norm, the intuitive sense of the if... then... sentences traditionally employed
by jurists in natural language to formulate and explain legal norms is relatively vague
and ambiguous (cf. below), and thus often diverges from the strict meaning of if... then...
sentences in formal languages, e.g., in systems of logic or in programming languages. To
account for this semantic divergence, it would be necessary to conceptualise the various
types of natural language if... then... sentences within law and legal reasoning and to then
design corresponding formal language correlates to model them, instead of using one
and the same formal if... then... structure to model all legal norms, as is often proposed
in systems of deontic logic or similar models of legal reasoning (cf., e.g., [26,27]).

A closer analysis reveals that the legal theoretical notion of the conditional or hy-
pothetical norm may refer to various different aspects of (legal) normativity. Lopes, for
example, notices that conceptualising legal norms as hypothetical imperatives may im-
ply understanding norms either (1) as means-ends-relations (i.e., in the sense of Kant
[28, GMS IV 414-415] or (2) as a twofold proposition involving both (a) the relationship
between the commands or imperatives as set by an authority (the imperator) and the re-
spective duties of the legal subjects; and (b) the view that such commands and duties are
applied conditionally, i.e., only to hypothetical behaviours or circumstances [29]. Fol-
lowing Kelsen, one can set aside sense (1) — means-ends-relations — as being descriptive,
rather than normative [11, p. 12] (cf. also [30, p. 5]). The remaining senses (a) and (b) of
conditional norms and the difference between them can be adequately visualised by our
extended normative diagrams.

In sense (a), the conditionality of a norm refers to its validity condition, i.e., to the
way how the norm was set by the respective authority (imperator). This is precisely the
sense that motivated the introduction of validity diagrams, as discussed above. Thus, an
example of conditionality in sense (a) is how norm y (the exception allowing Titius to
practice the piano at night) has its validity conditioned by the actions of Mevius (the
imperator) under y_1 (private autonomy), as shown above in Fig. 4.
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In sense (b), the conditionality of a norm refers to the specific set of conditions that
trigger its legal effect, i.e., its violation (or fulfilment) condition or, in other words, its
validity domain. Thus, sense (b) of conditionality would be represented by normative
diagrams in their classic form. An example of conditionality in this sense is the extension
of y’s validity domain, i.e., whether it is valid only for the first semester it was granted
or whenever Titius would be preparing for exams, as shown above in Fig 3.

Normative diagrams (with the additions proposed in the paper at hand) provide dif-
ferent visualisations for these different senses of conditionality (i.e., senses (a) and (b)),
thus adequately distinguishing between them. Notwithstanding, the framework described
here still has an important limitation: since its structure is optimised for representing
specific actions performed by specific actors in a certain place at a given time, it cannot
adequately represent situations in which part of the normative condition involves another
action being performed by potentially different actors etc. This can occur both with re-
spect to validity conditions (sense (a)) or to violation/fulfilment conditions (sense (b)) of
a norm. For sense (a), one can easily find examples in legislative procedure, which often
involves various acts from different authorities (e.g. votings in various parliament cham-
bers, signing by the president etc.) before a law is properly enacted. For sense (b), one
can find examples in more complex normative situations such as contrary-to-duty [31]
scenarios or compensatory norms [27], in which norms are set for situations in which
another norm has already been violated. This limitation of the current framework of nor-
mative diagrams points to the particular nature of these complex normative conditions
(that are often associated with so-called paradoxes of deontic logic [32]), which thus
should be adequately accounted for by formal models of legal reasoning.

6. Conclusion and Future Work

The original framework for normative diagrams [5] is flexible, but suffers from the cru-
cial limitation of not being able to adequately represent aspects related to the validity of
legal norms. The paper at hand addressed this gap by expanding this original framework
— while also coherently considering its original legal-theoretical foundations — to also
include validity diagrams. By discussing the different ways of visualising various kinds
of normative conditions through normative diagrams, the paper at hand also contributes
to clarifying the various senses of conditionality involved in the notion of the conditional
(or hypothetical) norm, stressing the importance of addressing the differences between
these senses when developing formal models of legal reasoning.

The main topic for future work involves addressing the still remaining limitation of
normative diagrams concerning the visualisation of normative conditions involving other
actions being performed. One approach to adequately visualise these more complex con-
ditions would be to expand the current framework of normative diagrams by allowing
for a norm to be represented by several diagrams in parallel — one for each action rele-
vant to the norm represented —, and define the respective validity and violation/fulfilment
conditions on the basis of all diagrams. Thus, the current framework would correspond
to a special case in which only one diagram is needed to represent a norm. Further top-
ics for future work include the development of comprehensive semantics for normative
diagrams, including investigating the relationship between this semantics and the model
theory of established systems of deontic logic.
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That’s So FETCH: Fashioning Ensemble

Techniques for LLM Classification in
Civil Legal Intake and Referral

Quinten STEENHUIS #!
3 Suffolk University Law School, Boston, MA

Abstract Each year millions of people seek help for their legal problems by call-
ing a legal aid program hotline, walking into a legal aid office, or using a lawyer
referral service. The first step to match them to the right help is to identify the legal
problem the applicant is experiencing. Misdirected applicants may miss a deadline,
experience physical abuse, lose housing or lose custody of children while waiting
to connect to the right legal help. We introduce and evaluate the FETCH classi-
fier for legal issue classification and describe two methods for improving accuracy:
a hybrid LLM/ML ensemble classification method, and the automatic generation
of follow-up questions to enrich the initial problem narrative. We employ a novel
dataset of 419 real-world queries to a nonprofit lawyer referral service. We achieve
97.37% accuracy (hits@2) with inexpensive models, slightly above GPT-5, while
reducing cost of guiding users to the right legal resource.

Keywords. 1lm, ensemble classification, legal aid, access to justice, legal intake

Introduction

Finding the right lawyer can be hard. Even those who know a lawyer may find they
practice in the wrong area, while low-income applicants struggle to identify the right
aid program and others must rely on friends or referral services. Getting legal triage or
referral wrong means that the applicant may lose access to timely legal help and risk
liberty, physical abuse or injury, loss of housing, or custody of a child.

One tool for classifying natural language text is a large language model (LLM).
Even current state-of-the-art LLMs do not classify with 100% accuracy. “Ensemble”
classification, which combines multiple classification methods to produce a single score
[71, is a well-known method of improving classification accuracy.

This paper introduces the FETCH (Fast Ensemble Tagging and Classification
Helper) classifier. FETCH is a multi-label weighted ensemble voting classifier that com-
bines LLMs, keyword matching, and traditional ML.

ICorresponding Author: Quinten Steenhuis, Suffolk University Law School, 120 Tremont St, Boston,
Massachusetts, USA; E-mail: gsteenhuis @suffolk.edu. https://orcid.org/0009-0001-0110-064X
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This work was produced in collaboration with the Virginia Legal Aid Society and the
Oregon State Bar. Virginia Legal Society (VLAS) receives approximately 18,000 calls to
human intake workers each year. The Oregon State Bar (OSB) uses trained staff to field
approximately 100,000 inquiries to its bar referral service each year.

Ultimately, we show that a combination of three inexpensive LLM models: GPT-5-
nano, gemini-2.5-flash, and mistral-small, together with keywords and the traditional ML
Spot API [8] may meet or exceed the performance of the current state-of-the-art GPT-5
model at a significant cost and speed savings.

0.1. Research questions

* RQ1: Can small-model ensembles deliver equivalent or superior classification ac-
curacy to frontier models while reducing cost in legal intake?

* RQ2: What types of legal intake cases remain most challenging for ensemble and
LLM classifiers, and how can error analysis inform classifier design?

1. Prior work
1.1. Al for access to justice

The application of Al to the domain of access to justice is now the topic of a biannual
workshop co-located with JURIX and ICAIL [14]. See, e.g., applications to legal infor-
mation tools [6,25], form-filling and expert systems [19,18,24], and dispute resolution
[23.4,5].

1.2. Ensemble classification of natural language text

Ensembles have been used to improve accuracy when classifying text for decades [7,11],
and LLMs have extended ensemble techniques to medicine [13] and law [9,12,16].

1.3. Legal intake and advice

[20] applied LLMs to legal intake, specifically threshold eligibility determinations in the
legal aid context. The work in this paper builds on and generalizes that prior work.

2. The legal problem classification task

An attempted legal referral can end in one of three ways:

* The applicant is matched with a provider who specializes in the kind of problem
the applicant is experiencing.

* The intake worker may decide the applicant has a problem that does not have a
legal solution, due to inapplicability, statutes of limitation, or jurisdiction.
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* The intake worker may decide that the applicant is not experiencing a legal prob-
lem at all, but instead may be under a delusion.? In these cases, the intake worker
may pay extra attention to handle the applicant’s problem with sensitivity.

Classification is central to each of these tasks. Applicants may have an idea of the
kind of lawyer they need to help with their problem, but that idea may be wrong.> Infor-
mally, we observed applicants struggle when faced with distinguishing between abstract
legal categories, and this is supported by studies such as [26] (showing that only 29%
of people experiencing a legal problem recognize it as such) and [10] (emphasizing that
self-assessed legal understanding often diverges from actual understanding).

Perfect referral is not always possible in a given geographical area, and applicants
may settle for a next-best match in those cases.

3. The FETCH classifier

The FETCH classifier is available as a REST-like API, in use by a phone intake system
for Virginia Legal Aid Society and the Oregon State Bar’s lawyer referral service.

We employ a single prompt across three LLMs.* The prompt includes the taxonomy
and the applicant’s problem description to determine if:

1. The problem can be classified into one or more of 244 taxonomy nodes.
2. More information is needed to accurately classify the applicant’s problem.
3. The applicant has not described a legal problem at all.

We experimented with different levels of description in the taxonomy for the prompt
but settled on an abbreviated level, with simply the name of each category and its parent
category. For example: a characteristic row reads simply “Administrative Law > Utili-
ties”.

The results are scored by the number of times each node appears in the results of
one of the models. The top two nodes are shown to the applicant.

If the ensemble does not have sufficient confidence in the classification, each LLM
model in the ensemble is instructed to generate 3 follow-up question candidates. The
prompt was adjusted iteratively to balance generating follow-up questions against mak-
ing a best effort to classify the applicant’s problem.

4. Oregon State Bar’s referral form

One use of the FETCH classifier for the Oregon State Bar’s online referral system (Fig-
ure 1). As shown in Fig. 1, applicants interact with the system through a consistent form
metaphor, rather than in the form of a chatbot. We hypothesize that the form both re-
duces effort for the applicants and reduces the “uncanny valley” [22] effect that users
experience when talking to an LLM [15].

2A classic, commonly experienced example described by staff at the Oregon State Bar was “I have a mi-
crochip in my head”. The phenomenon of body-control delusions has a well-documented link to paranoid
schizophrenia dating to 1919. See, e.g., [21].

3For example, a layperson might be asked to decide that their problem getting Social Security Disability
benefits falls under the category “Administrative Law” (a relatively obscure term for a layperson).

“https://gist.github.com/nonprofittechy/ef36fb8da928f25c¢60cd0ecb82a80750
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Figure 1. Screenshot of the lawyer referral service with integrated FETCH classifier, showing an automatically
generated follow-up information form generated for an ambiguous query.

Distribution of Problems Across Top-Level Categories

Figure 2. Distribution of problem type by top-level category name in the dataset.

Because it generates follow-up questions automatically, the FETCH classifier en-
ables the tool to gather more information without a human having to call the applicant.

Applicants who are screened out are given the option to call a human intake worker
at the Oregon State Bar.

5. Experimental design
5.1. Dataset

In our experiment, we employed a novel dataset of 419 human-annotated queries made to
the Oregon State Bar Referral Service over a period of a few weeks in 2025. The dataset
contains a total of 31,716 words, with a mean problem description length of 74 words.
Approximately 300 of the queries were annotated to one of the 15 top levels of the legal
taxonomy only, while the 119 remaining queries were annotated to a specific “terminal
node” in the OSB taxonomy. Annotation was performed by legal professionals at the
Oregon State Bar during the regular operation of their referral program. The dataset was
anonymized by the bar referral service prior to our analysis.’

Queries in the dataset show a diversity in length (Fig. 3) and detail. Spelling errors
and idiosyncratic punctuation appear throughout.

SA small subset with additional deidentification is available publicly at
https://gist.github.com/nonprofittechy/2aa8bfc7141569¢7fdd7591564d8e270
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Distribution of Query Lengths (Words)

Figure 3. Distribution of applicant query lengths in the dataset.

Examples ranged from brief (e.g., Need bankruptcy lawyer) to high-stakes problems,
from stalking and domestic violence abuse to emergency housing.

5.2. Taxonomy

Our study uses a 244 node taxonomy maintained by the Oregon State Bar,’ but national in
its application. This represents a superset of alternative issue taxonomies such as the 135-
node Legal Matter Specification Standard (commonly referred to as SALI taxonomy)
[17] and the smaller civil legal aid-focused LIST Taxonomy.8

5.3. Classifiers

Our study encompasses 9 separate classification approaches:

* Keyword matching.

* A term frequency/inverse document frequency classifier.

* GPT-4.1-mini and GPT-4.1-nano.

* Gemini-2.5-flash.

* Mistral-small-3.2-24b-instruct.

* Suffolk Legal Innovation and Technology Lab’s traditional ML Spot [8] classifier
(build 10).

* GPT-5 and GPT-5-nano, released near the end of our study, are the only “thinking”
models in the ensemble.

We deliberately selected a diverse group of providers, models and approaches for
the ensemble. The voting method is simple weighted vote, with arbitrary weights initially
assigned based on the rough performance of each classifier across a subset of the training
dataset. No reweighting was performed after the initial arbitrary starting weights. The
classifier was limited to providing no more than the 2 “best” labels based on the weighted
ranking.

When available in the response, as for SPOT and for Gemini, via logprobs as sug-
gested by [9], we use the confidence level as an additional weighting factor.”

SUnlike in [20], we did not observe any instances of model “censorship” or refusal to classify situations
involving violence or abuse, a promising indication of the suitability of LLMs for problems in the legal domain.
7For the full taxonomy, see https:/gist.github.com/nonprofittechy/c8a85248d3835d77193f88d1ff41eda3

8https://taxonomy.legal/
9Unfortunately, the GPT-5 model series from OpenAl no longer makes logprobs available.
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5.4. Evaluation method

We evaluated the raw performance of the classifier with the help of the open-source
Promptfoo tool against the human-annotated dataset with a hits@2 scoring system. We
scored a result as “pass” if the human-annotated label was present in the response, and
scored it as passing with a score of 0.5 if at least the top-level node was present in the
labels.

6. Results
6.1. Hits@2 results

Table 1 shows the results as scored using hits@2. The keyword classifier set a baseline
at 54%, while TF-IDF fared worst. Notably, the results show that the ensemble method
performs best, meeting or slightly exceeding the performance of best-of-class GPT-5
alone'? and greatly exceeding the average performance of each inexpensive model used
in the ensemble classifier.

Method Hits@K (top 2 labels) (%)
Spot [8] 59.43
Keyword 54.18
TF-IDF 31.03
Gemini 2.5-flash 87.35
Mistral small 87.83
GPT-4.1-mini 81.38
GPT-5-nano 87.11
GPT-5 96.66
Ensemble (GPT-5-nano, Gemini 2.5-flash, Mistral small, Keyword, Spot) 97.37

Table 1. Model and ensemble accuracies.

Because the system’s interface presents applicants with the top two categories,
hits @2 reflects the practical success criterion more directly than top-1 accuracy. The goal
is not to force a single label, but to offer two plausible options so that the applicant can
choose the most appropriate referral.

6.2. Cost efficiency

An important justification for the use of weighted ensemble voting is cost efficiency. As
shown in Table 2, the ensemble voting method outperforms the state-of-the-art GPT-5
model on a cost basis by a factor of more than 3.

The latency of the small LLMs is also much lower. For example, GPT-5 has a mini-
mum latency of over 5 seconds [1] compared to GPT-5-nano’s minimum latency of 2.2s

[2].

0While suggestive, the .71 margin between GPT-5 and the ensemble is likely to be statistically insignificant.
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Model Cached Uncached Output Avg. cost Est. annual

($/1k) $/1k)  ($/1k)  ($/1kreq) cost 100k ($)
mistral-small-3.2-24b-instruct 0.026 0.008 0.030 0.064 6.40
gemini-2.5-flash 0.039 0.048 0.750 0.837 83.75
GPT-5 0.065 0.201 3.002 3.267 326.71
GPT-5-nano 0.003 0.008 0.120 0.131 13.07
GPT-4.1-nano 0.013 0.016 0.120 0.149 14.91
GPT-4.1-mini 0.052 0.064 0.480 0.596 59.64

Table 2. Cost model assumes a typical query of 519.5 cached input, 160.5 uncached input, and 300.2 out-
put tokens. Provider assumptions: OpenAl cached input is priced at 10% of the input rate; Gemini 2.5 Flash
cached input is $0.075 per 1M tokens; OpenRouter mistral-small-3.2-24b-instruct treats cached in-
put at the same price as input. Note that the Spot API is free for nonprofits.

6.3. Errors

We closely examined the 11 errors of the ensemble classification method. As in [20], we
discovered probable human annotation errors through the LLM classification, totaling
four such errors. We also discovered two duplicate entries (omitted in Table 1) in the
human annotated dataset which may overweight the LLM classification errors.!! The full
error results are summarized in Table 1. 12

For the two errors we classified as clear “LLM error,” the LLM response was a
form of “general litigation” instead of a more specific category. FETCH can optionally
generate follow-up questions, and in four of the error results it did generate apparently
relevant questions. We therefore examined how these automatically generated questions
perform in practice.

6.4. Follow-up questions for ambiguous queries

Many real-world applicant queries are short, vague, or ambiguous. In other cases, while
the applicant may describe a situation with multiple legal issues, they may only be able
to find an attorney to help with one. Automatic follow-up questions can help clarify the
applicant’s intent and make legal distinctions that the applicant may not be aware of.

The FETCH classifier generates and selects up to three follow-up questions when
confidence is low.'® The applicant’s response is then submitted for an enriched attempt
at classification.

To qualitatively test the value of this follow-up question mechanism, we selected 3
candidate questions from the dataset and treated them as follows: one question had details
artificially removed. A second question was unchanged, but had been classified by OSB
as someone without a legal problem. A third question was misclassified by the LLM.
Then we reviewed the output of FETCH for relevance and helpfulness of the follow-up
questions to reach an appropriate classification. The results are analyzed in Table 4.

1We leave these annotation errors in our tops @2 score for consistency.

121t is suggestive, although not conclusive, that removing the human annotation and ambiguous classification
errors from the results increases the performance of the ensemble to 99.52%.

Bhttps://gist.github.com/nonprofittechy/55ab48¢71906930ae5f42dede80df379
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Human annota-

tion

LLM
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Error classifi-
cation

Roofing replacement contract;
contractor obligations/next
steps

Neighbor harassment/stalking
(incl. bear spray); safety con-
cerns

Dispute over dog
ship/possession ~ with  ex-
partner; access withheld

owner-

Wedding planner using event
photos/video for promotion;
cease-and-desist requested
Lost trial for mobile-device
while driving; seeks appeal

Wants help filing a small-
claims case

Car accident; likely uninsured;
facing costs; asks about pay-
ment plans

Pandemic unemployment ben-
efits issue; denial/overpayment
and appeal options

Physician Assistant practice
without supervising MD/DO;
licensing/supervision compli-
ance

7. Discussion

Realty > Construc-
tion

Realty > Neighbor

Disputes

Consumer

Consumer

Consumer

Criminal

Debtor/Creditor

Debtor/Creditor

Labor & Employ-
ment

General, Consumer

General > Neighbor Dis-
putes/, General > Per-
sonal Injury

General > Animal , Fam-
ily > Divorce

General > Torts/Privacy,
Intellectual Property >
Trademark

Criminal > Appeals,
Criminal > Traffic Of-
fenses

Consumer >  Small
Claims Advice, General
General > Personal In-
jury, General > Property
Damage

Administrative > Unem-
ployment, Labor & Em-
ployment > General
Administrative > Profes-
sional Licensing, Busi-
ness > General

Table 3. Detailed error results.

LLM error

Synonymous

Ambiguous

Ambiguous

Human error

Human error

LLM error

Human error

Human error

7.1. RQI1: Can small-model ensembles deliver equivalent or superior classification
accuracy to frontier models while reducing cost in legal intake?

We have shown that small-model ensembles substantially improve on the performance of
older machine learning and keyword-matching approaches to classifying legal problems,
and meet or slightly improve on the performance of frontier LLM models. What’s more,
they do so with lower latency and at a significantly lower cost, better than % the cost of
using a frontier model for the same task. There was no evidence of bias in the distribution
of errors and safety concerns revealed by the errors appear to be minimal.

Importantly, we express the taxonomy to the LLM simply as a list of the taxonomy
names, without any additional explanation. This offers promise that applying the tech-
nique to future classification tasks may not require extensive prompt engineering, and
that it would expand beyond the context of Virginia and Oregon.

Our approach shows promise to create a cost-effective way to deliver high quality
referral or eligibility determination information to applicants for legal help.
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Query

Generated Follow-up Questions

Analysis

I need help with my
baby. There’s a do-
mestic situation

1. Is this about the baby’s parents or
guardians who are or may be divorcing
or separating?

2. Is there safety risk now for you or
your baby, or are you worried about
safety? (Options: Yes, there is imme-
diate danger, There is some risk but
not immediate, No risk currently, Not
sure)

3. Do you need help with child custody
or visitation for your baby? (Options:
Yes, No, Not sure)

(Context removed). The gener-
ated questions identify the two
potential legal issues: divorce
and restraining order, and a cor-
rect answer would match the
original classification.

I have degenerative
arthritis in my ankle
and have to wear a
brace, making it hard
to walk unless I use a
walker

1. Are you seeking financial assistance
or benefits due to your condition?

2. Has your condition affected your
ability to work or keep a job?

3. Are you experiencing any problems
with accessibility in public places or at
your home because of your difficulty
walking?

(full question, no attorney as-
signed by OSB). The clarifying
questions are relevant and iden-
tify potential legal issues, such
as denial of benefits or Ameri-
cans with Disabilities Act com-
pliance.

There was a car acci-
dent [...] I saw a let-
ter, explaining I owe
$10,000 due to the car
crash, [...] if any pay-
ment plans could be
done and I need a
lawyer for legal ad-
vice.

1. What is the current status of this
case? (Options: Lawsuit filed or court
filing, Demand letter or collection let-
ter only, Not sure/unknown)

2. Were you at fault in the car accident?
(Options: Yes, No, Unsure)

3. Was there a police report about the
accident?

(full question, misclassified by
LLM as dealing with the car
crash) The clarifying questions
do get us closer to the human
annotator’s decision that despite
originating with a car accident,
at core this is a debtor/creditor
problem.

Table 4. Examples of ambiguous applicant queries and clarifying follow-up questions generated by FETCH.

7.2. RQ2: What types of legal intake cases remain most challenging for ensemble and
LLM classifiers, and how can error analysis inform classifier design?

We did not observe any patterns in the errors in our ensemble classifier’s results. They
did not appear to be biased towards one type of legal problem over another, and similar
categories were not consistently confused by the ensemble. Importantly, this tells us that
enriching the category descriptions or adding additional clarifying instructions in the

prompt is not likely to significantly improve classification performance.

Overall, annotation errors and ambiguities suggest human baseline performance may
match the ensemble. Initial qualitative results suggest the follow-up questions would

further improve the performance of the system in real-world usage.

Overall, the errors made by the LLM appear to be remarkably few (approximately
2%), and consistent with the kind of challenges humans may face in similar circum-

stances.

7.3. Limitations and risks

The results of the study are strong. However, there are some limitations:
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* While a relatively large dataset in this domain, 419 queries may not adequately
cover the 244 nodes in the full taxonomy. Our findings are strongest when consid-
ering the 15 top-level categories.

* During our study, OSB was only able to collect 19 “no legal problem” scenarios,
not enough for a robust analysis, and did not provide clear criteria for declining to
assign an attorney. Therefore we did not fully test the “no legal problem” condi-
tion, especially delusional queries, which will require future sensitivity testing.

* We did not measure whether faster automated referral improved real outcomes.

* Bias is an important risk to consider when using LLMs [3], and biased classifica-
tion may lead to unfair allocations of scarce low-cost and free legal help resources.
These concerns are stronger when the LLM has a higher error rate and particularly
when the errors show a pattern that is uneven across the distribution of applicants
and problem types, which we did not observe.

8. Conclusion and future work

The ensemble method shows promise to improve performance on a high-stakes classifi-
cation task. Our results show that a weighted combination of inexpensive small language
models can slightly outperform the current state-of-the-art model, GPT-5, at approxi-
mately % of the cost.

Although the error rate is small in our study, future work could further narrow the
gap. One promising technique is a routing method, where a frontier model like GPT-5 is
asked to classify only the “hardest” cases. We additionally hope to run a broader, quan-
titative study of the value of follow-up answers in improving classification. Gathering
information about the baseline human error rate would add additional value.
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Abstract. This paper proposes a pragmatic exploration to facilitate the categorisation
of personal data as anonymous, quasi-anonymous, or pseudonymous, emphasising
contextualised threat modelling and proportionality over binary thresholds. Using
an integrated legal analysis and system-level threat model, we map legal criteria to
the design features and assess whether a privacy-preserving system like DROPS
can credibly achieve anonymisation under the GDPR. This allows us to evaluate the
discrepancy between the technical realities of maximising anonymisation techniques
and the requirements for anonymisation stipulated by the EU data protection law
corpus. The distinguishing feature of this paper is its grounding of the legal analysis
in the technical architecture, thereby bridging the gap between abstract regulation
and system-level design. This demonstration has the potential to serve as a model for
enhancing data protection measures, particularly for entities that handle high-risk
or otherwise sensitive data and for regulators to issue new concrete guidance on
anonymisation.

Keywords. Anonymisation, Quasi-Anonymisation, Pseudonymisation, Hashing,
Privacy, GDPR, PII data

1. Introduction

Amid a rising tide of data breaches and increasingly sophisticated cyberattacks, deter-
mining whether personal data has been genuinely anonymised under the General Data
Protection Regulation (GDPR) has become a complex and pressing issue. The GDPR
does not provide an explicit definition of anonymous data. Instead, it can be inferred from
a combined interpretation of Article 4(1) GDPR, which defines personal data, and Recital
26 GDPR, which explains how to assess identifiability. However, the threshold between
anonymisation and pseudonymisation remains unclear and debated. Data protection author-
ities, courts, and legal scholars across Europe have adopted varying interpretations — from
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relative to absolute approaches and from strict to functional anonymisation [21,35,26,10]
—- and legal and technical experts often view anonymisation differently. In light of this,
many organisations either incorrectly assess the effectiveness of their anonymisation
processes or struggle to comply. Against this backdrop of uncertainty, this paper offers a
techno-legal exploration of anonymisation and its role in data protection regulations. It
emphasises the importance of contextual threat modelling and proportionality, rather than
adopting an all-or-nothing approach based on binary thresholds such as the absolute and
relative approach. Using the DROPS system [14] as a case study, we ask: can a system
that employs cutting-edge, privacy-preserving methods credibly claim to anonymise data
under the GDPR, or does the data remain personal despite strong safeguards? This is of
particular interest given the different views [18,11] on whether pseudonymisation should
be considered an effective means of anonymisation. If strict anonymisation cannot be
practically achieved, even with robust safeguards in place, should the legal standard be
adjusted to take a more pragmatic, risk-based approach? Our analysis underpins legal
discussions by examining the technical architecture of DROPS, thus linking abstract
regulatory standards to system-level design choices. This integrated approach clarifies
GDPR compliance and serves as a model for data protection authorities to issue new,
more concrete guidance, as well as enabling the European Court of Justice (CJEU) to
consider illegal means in its assessments. We argue that absolute and relative binary
categories no longer provide an adequate framework for addressing identifiability under
the GDPR. Although we agree with the recent SRB judgement [11] that pseudonymous
data can be anonymous in certain instances, we also recognise that illegal means to obtain
additional information should be considered. Ultimately, our aim is to foster a more
practical understanding of anonymisation through this example.

The paper proceeds as follows: Section 2 reviews work relating to the intersection of
anonymisation in law and technology. Section 3 describes the DROPS system architecture
and design choices, while the subsequent section assesses DROPS from legal and technical
perspectives, applying GDPR and WP29 anonymisation criteria in light of a threat model.

2. Related Work

Prior research [28,38,27,39,16,12,33,6,34] has addressed specific aspects of the problem,
such as legal critiques of anonymisation under the GDPR [4,29,32,37,31], technical limita-
tions of anonymisation techniques [6,15,22,24], and highlighted key misunderstandings[2].
Achieving meaningful anonymisation in practice remains a significant challenge [25,36,
37] that straddles law and computer science. The most influential regulatory guidance
remains the Article 29 Working Party’s (WP29) Opinion 05/2014 [3], which introduced a
three-part test for anonymisation in conjunction with the “’means” test.[36] In its latest
opinions (Opinion 28/2024 [17] and Opinion 01/2025 [18]), the European Data Protection
Board (EDPB) has further clarified the “’means” test. Case law of the CJEU — notably the
Breyer [7], IAB [10], Scania [8], Olaf [9] and SRB [11] decisions, — has added nuance
(and also uncertainty) by interpreting identifiability based on access to additional informa-
tion, as well as considering whether re-identification by third parties is legally feasible[40].
The interpretative nature of the provision, combined with inconsistent guidelines and case
law, has not only led to divergent views among legal scholars but also among regulators.
For example, Spain’s [1], France’s [5] and Italy’s [23] data protection authorities tend
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Figure 1.: Flow diagram of data processing within the system.

toward a strict standard, whereas Ireland’s [13] has been more lenient in some instances.
Such fragmentation underscores the need for a harmonised approach grounded in both
sound legal reasoning and practical feasibility, as proposed in this paper. To date, existing
research has relied solely on regulatory guidelines, case law or a technical approach,
generally accepting the unresolved status quo without conducting an in-depth techno-legal
analysis based on a concrete threat model. A key challenge is to demonstrate at what point
pseudonymised data might be considered effectively anonymised, and where its ragged
edges lie. This paper builds on existing literature by synthesising the perspectives of law
and technology and seeks to fill the gap by evaluating the DROPS system against legal
criteria using a thread-scenario-based assessment [20], thereby illustrating how and when
the GDPR’s anonymisation threshold might be reached (or missed) in practice.

3. Architecture

The DROPS system[14] is designed to enable comparisons of an individual’s data with
records of known data breaches (leaks) without exposing any party’s raw data to the other.
The system accomplishes this through a pipeline of cryptographic hashing and secure
comparison protocols, described below and illustrated in Figure 1.

Each personal data value observable in raw identity data is separately hashed using
a combination of a system-wide randomly generated secret salt and an anchor, creating
unique hashes that do not inherently reveal their link to an anchor to outsiders. The anchor
is a value derived from a fixed set of attributes (three in total) for each individual (for
instance, a combination of name and address), allowing structured pseudonymisation
serving as a identity-unique temporal key. All personal data from a leak dataset is hashed
using the memory-hard Argon2id algorithm with the system’s secret salt, as recommended
by OWASP [30], then truncated. Argon2id’s CPU- and memory-intensive nature adds a
significant barrier to brute-force or dictionary attacks on the hashes. Importantly, after
the hashes are computed, the leak dataset, the original plaintext data (preimage) and the
anchor values are immediately discarded. The DROPS database stores only the salted
hashes of attributes, each tagged with an internal document ID (doc_id) and a leak ID
indicating from which leak the record stems. Neither the anchor nor the preimage is stored
in the database, and neither is needed for it to operate. Truncation limits the information
an attacker can gather from any single hash value, limiting the effect of precomputed
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tables, while only posing negligible collision risk. In fact, truncated Argon2id hashes still
enable almost 100 percent accurate matching between datasets through cryptographic
protocols like Private Set Intersection (PSI), allowing DROPS and its users to achieve
near-perfect intersection accuracy.

DROPS employs a form of PSI to enable secure matching of records between a
querying party and the leak database without revealing sensitive data to either side. To
initiate a query, an authorised user must use the DROPS client app, which handles the
following process client side given correct input: Give anchor attribute values and an
ordered list of identity attributes and these attribute’s values. Hash each value list entry
using anchor as key and the system’s salt. Hash the concatenation of these hashes again
using the system’s salt, then truncate the resulting hash to a pre-negotiated length. Query
with truncated hash and ordered list of identity attributes. Upon receiving the query,
DROPS compares truncated hashes of attribute sets that share doc_ids. A match occurs
only if the full set of queried attribute hashes exists within the DROPS database, assuming
no collisions. Throughout this PSI-based protocol, no raw personal data is ever exchanged.
The querying party only learns whether the queried attribute hashes exist within the
DROPS database. Conversely, the DROPS server learns nothing about the query other
than the fact that a query was made — it cannot derive which person the query pertains to.

Through these measures, DROPS establishes a highly secure and privacy-preserving
environment. It stores only pseudonymised personal data, requires prior knowledge of key
attributes to generate queries, and employs cryptographic protocols so that information
disclosure is minimal and controlled. Subsequently, we evaluate how these technical
choices translate to GDPR compliance in terms of identifiability of individuals in the data.

4. Techno-legal assessment

Under the GDPR, data are considered anonymous if individuals are “not or no longer
identifiable” taking into account “all the means reasonably likely to be used” for re-
identification. WP29’s Opinion [3] established a standard three-criterion test: after
anonymisation, it should be impossible to (1) single out an individual in the dataset, (2)
link records relating to the same individual (within the dataset or between datasets) relating
to the same individual, and (3) infer any additional information about an individual from
the data. If any of these risks remain, the dataset cannot be regarded as fully anonymised.
Instead, the controller must evaluate the residual risk of identification and determine if it
is acceptably low in practice [3,17,20]. Importantly, the GDPR does not demand zero risk
— an impossible standard — but any risk of re-identification must be extremely remote.
Data can be considered effectively anonymised if re-identifying a person would require
a disproportionate effort. This assessment requires consideration of all the means that
could reasonably likely to be used by the controller or a third party to identify individuals,
and the determination of those means should be based on objective factors such as the
cost of identification, time required and technologies available at the time of processing.
Anonymisation procedures and their evolution must therefore be continuously reviewed
and evaluated [2]. This test requires a comprehensive and contextual risk assessment that
goes beyond simply assessing the technical possibility of re-identification and takes into
account the practical feasibility and likelihood of such attempts. Consequently, this raises
the question of whether there exists additional information, either currently available
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or that may become available in the future, that could be utilised in conjunction with
the existing data to identify the individual in question effectively. Controllers should
first focus on the concrete means (here: original leak dataset, anchor, salt) that would be
required to reverse the anonymisation technique, particularly concerning the costs and
know-how required to implement these means and the assessment of their likelihood and
severity. DROPS must, thus, balance its anonymisation efforts and costs (both in terms of
time and resources required) against, for example, the increasingly low-cost availability of
technical means to identify individuals in datasets, the public availability of other datasets
and the leakage of secret keys, as well as the costs of brute-force attacks. EDPB stresses
that risk assessment should account for all actors, including malicious attempts — not only
the “legitimate” data recipients foreseen by the controller [18]. This broad view contrasts
with the CJEU interpretations [7,8,10,19], which to date have not been particularly ex-
plicit about the scope of relevant other persons beyond data recipients concerning the
application of the means test. Essentially, courts focus on the intended or anticipated data
flows and apparently consider only legal means as applicable. However, this standpoint
may be excessively restrictive insofar as it poses a considerable real threat to privacy, es-
pecially in a world of frequent data breaches. Following the EDBP’s [18] approach, when
determining whether data is truly anonymised, it is necessary to consider not only honest
actors but also individuals who might deliberately attempt to circumvent de-identification.
Our assessment of DROPS follows this approach, examining identifiability from multiple
threat angles.

4.1. Singling out

Singling out is "the ability to locate or isolate an individual’s record in the dataset” [10].
Even without a person’s name, if one can pinpoint a unique record (or set of attributes)
that corresponds to the same individual, that individual is singled out.[3] Access to the
DROPS database: All personal records are individually stored as Argon2id anchor-
based hashes along a corresponding doc_id (and leak_id) to group all attribute-hashes
from the same document source. Each hashed identity record corresponds to one real
person’s attribute (e.g. name) from the leaks. Because DROPS uses deterministic hashing
with a fixed salt and anchor per person, each individual’s attribute data yields a unique
pseudonym (per doc_id a set of pseudonymised values) that acts as an identifier for that
person within the system. This means that, even though the actual identifiers are hashed,
an attacker with access to the DROPS database can use them to distinguish one person’s
record(s) from another’s because each record is stored alongside its doc_id. Attackers
do not need to know the person’s name or the details behind the records to distinguish
them. WP29 explicitly noted this pitfall [3] The structure of DROPS inherently allows for
singling out individual records in the dataset.

Through authorised use (a client with query access): If the user’s query finds a
match in DROPS, the user has effectively singled out that individual as present in the leak.
This is an intended feature outcome, not a bug — but it does highlight that an individual can
be singled out (identified as a breach victim) by combining the DROPS processing with
the additional knowledge held by the contracting organisation (the individual’s identity).
From an identifiability perspective, the system deliberately allows known individuals to be
singled out (alerted), albeit only by someone who already knew their identity. Therefore,
DROPS does not eliminate the risk of singling out, but rather limits who can singling
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out records. Notably, the authorised user already knows the identity, DROPS did not
reveal a new identity, but it did confirm the existence of that person’s data. From a strict
legal perspective (although the ability to do anything useful with a singled-out record is
severely constrained), DROPS does not eliminate the risk of singling out.

4.2. Linkability

Linkability refers to the ability to link two or more records concerning the same individual
within the same dataset or across different datasets [3]. For data to be anonymised, it
should not be possible to correlate separate data points and conclude that they are about
the same data subject.

Access to the DROPS database: The DROPS system’s functionality relies on
linkability by design. The anchor-based hashing scheme links all attributes of a record
under a common key (the anchor, although it is not stored). Internally, this is reflected in
the doc_id grouping in the database. This internal linking is necessary for the system to
function — it allows the PSI query to check for a matching set of attributes. If the same
individual’s information appears in multiple leaks imported into DROPS, the system
will, as long as the personal and anchor information is consistent, assign them the same
pseudonym (hash) each time. These hashes will then be assigned multiple 1eak_ids. An
insider who inspects the database could notice that two different doc_id groups have
identical hash values, suggesting that they belong to the same person. This means that
DROPS itself can inherently link records across different leaks that pertain to the same
individual. Even though the person’s name is not stored, the pattern of recurrence is visible.
This internal linkability is necessary for the system’s purpose. However, this means the
second WP29 criterion is not met — the system intentionally preserves the ability to link
records referring to the same individual.

Through authorised use (a client with query access): Linkability is the core
functionality provided to the querying party. When an organisation queries “Jane Doe,
Main Street, jd@example.com” (hashed) and DROPS finds a match, it is linking that
query record to a leak record. The PSI protocol outputs the intersection, i.e., the links
between the set of query hashes and the set of leak hashes. In this way, the authorised
user learns that the record in their database (Jane Doe) corresponds to a record in the
DROPS database. This linking is done in a privacy-preserving manner (neither side learns
anything beyond the existence of the link), but it is linkable across datasets nonetheless
(the querying party’s list and the DROPS database). A malicious authorised user might try
to exploit this by, for example, querying many different partial identities to see which ones
exist in DROPS (a fishing expedition to find out who is in the database). DROPS mitigates
such abuse by requiring the full anchor for queries and by monitoring for suspicious query
patterns. This makes it difficult to systematically probe for links without already knowing
the identity of a target individual.

External attacker: What complicates linkage for outsiders is that the anchor is secret,
and the salt is system-wide but not public. If an attacker did not know about the doc_id
link, they might not realise that two different-looking hashes actually belong to the same
person. However, DROPS uses pseudonyms for different attributes of the same person
within the system using the same anchor — for example, all of Jane Doe’s data (e.g. name,
address) becomes hashed identities under the same anchor context. Even truncated hashes
won’t break this link, as the hash input data are still linked through the anchor. As the
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system maintains consistent pseudonyms the second criterion is not met. This is in line
with WP29, which noted that when the same key is used for an individual across records,
linkage is “trivial” [3]. An attacker could link records that belong to the same person
either by querying using corresponding known personal data and finding a match or by
getting access to the DROPS database and filtering by doc_id. Neither of these methods,
however, allows the attacker to learn any identifiable information that they doesn’t already
know.

4.3. Inference

Inference is the ability to deduce the value of an attribute with significant probability using
other information [3]. DROPS severely limits what can be inferred by anyone without
prior knowledge. The data stored and exchanged is heavily transformed (hashed), so that
personal attributes cannot be directly inferred; the hash reveals nothing semantic other
than its appointed attribute. The data flows are, furthermore, sufficiently controlled that
unauthorised inference by outsiders is impossible (since they see nothing but hashed
tokens). The authorised parties (the clients), however, infer something non-trivial: they
learn that a particular user’s credentials were found in a leak. This is arguably new
information about that user. If a malicious client identifies the existence of a person’s
data in a leak, that client could try to find the leak. In fact, the existence of other entries
could even be verified by using the leak to gather information about other persons and
query their presence in the DROPS database. In that case, the additional knowledge of the
fact that the rest of the leaked content is also part of the DROPS database is likely to be
insignificant. DROPS performs well against the inference criterion against outsiders — it
is extremely resistant to someone inferring new information about individuals. However,
under WP29’s strict test, the existence of any plausible inference attack means that the
data is not anonymised.

By the strict criteria, DROPS does not fully protect against singling out, linkage and
inference, and thus cannot be considered anonymisation by this standard. The CJEU’s
stance that only legal means must be employed would not alter this.

4.4. The "all means reasonably likely to be used” test

While the analysis above finds that DROPS does not satisfy the WP29’s strict criteria,
the WP216 opinion also states that controllers should carry out an evaluation of the
identification risks in order to determine whether the residual risk is acceptable; in other
words, whether the anonymisation process is sufficiently robust [3]. For the purposes
of this paper, the following simplified analysis considers several attacker models and
evaluates the effort, means and likelihood of success for each. This analysis brings us to
the concept of quasi-anonymisation, which we introduce to describe data that is not strictly
anonymous in law, but is sufficiently de-identified under a contextual, proportionate risk
analysis.

External Attacker: No Access to Salt or Anchor Given that an attacker gains access
to the DROPS database and has access to all hashes associated with their doc_id and
leak_id. An external attacker with sole access to the DROPS database has no direct
means of re-identifying individuals using the DROPS database alone. If the attacker
had access to various leaked data, some of which were used for the DROPS database,
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the attacker could try to create hashes based on the known leaked data. These hashes
could be used to find matching hashes in the database, thereby de-pseudonymising the
entry. Without knowledge of the salt, re-identification would require the attacker to guess
the salt, which would feasibly require an exhaustive search through all possible salts.
Since Argon2id is set up to limit the amount of hashes per second that can be calculated,
finding the correct salt is a disproportionate effort, as shown by the following calculation:
Assuming a DROPS system uses a salt with a length of 32 Byte or 256 Bit and that an
individual record can be hashed with Argon2id in 0.01 seconds, meaning 100 hashes
per second. An exhaustive search for all values of the salt would require an average
of 4.4e68 years using one processor. As the database stores only truncated hashes, the
attacker would also have to verify a matching salt for one record with at least a second
record, adding an additional step that is somewhat negligible considering the hashing cost.
Given the computational intensity of Argon2id and the entropy added by both the salt and
the anchor, brute-force reversal is not practically feasible. This would require expensive
computational resources. Recital 26 GDPR explicitly directs consideration of the cost and
time required, taking into account current technology. Here, an external attacker would
need astronomical resources to guess each unknown salt/anchor and recompute Argon2id
hashes. Under the Recital 26 test, the means of such an attacker are not reasonably likely —
the effort and cost of re-identifying identities are disproportionate, and the identification
thus fails the threshold of objective identifiability. In short, to an external attacker without
access to anchors and salt (additional information), the DROPS data — although technically
pseudonymised — can be deemed, for all practical purposes, anonymous under current
technological constraints: without the secret keys, the data cannot be linked to individuals
by any feasible method. In terms of considering pseudonymous data as anonymous, this is
consistent with the recent SRB judgment [11], but inconsistent with EDPB guidance [18].
We argue that the remaining risk appears to be acceptable. Recital 26, however, demands
a holistic assessment, meaning that DROPS must also consider actors who might obtain
the additional information.

Malicious Insider (Access to database, salt): If an attacker has access to both the
DROPS database and the salt, either as a malicious insider or through a salt leak, the
means of identification are much more accessible. This attacker would be enabled to
generate hashes for identity records for which the anchor attributes are known. It would be
possible to use acquired identity data to look for matching hashes, thereby inferring which
identity records are stored within the DROPS database. Notably, the attacker does not
learn any identity data that is not already known. Nevertheless, it is possible to attribute
the data to a specific individual by leveraging additional information, such as a secret
salt and the individual’s identity details. From a legal perspective, the presence of an
individual (the insider) who possesses or obtained a key to unlock the pseudonymised
data indicates that the data cannot be regarded as fully anonymised, unless the effort
expended is disproportionate. This illustrates that DROPS data is only as anonymous
as its secret salt remains secret, as long as the salt and anchor knowledge are confined
to the controller’s internal system. However, if an insider reveals that secret, the hashes
become identifiers, which necessitates treating such data as pseudonymised, with robust
technical and organisational safeguards in place, though not to the extent of irreversible
anonymisation. In summary, DROPS has been designed to make re-identification of the
hash records a complex, but not disproportionately impossible, undertaking in the event
of salt leakage. Beyond known identities, guessing unknown identity records involves
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the complexity of matching attributes and the correct anchor, which may be subject to
hash collisions, taking hash truncation into account. It is arguably less disproportionate
to find leaks presented to DROPS that researchers have found on the internet than to
guess identity records. However, this would be impossible for leaks shared only by
a whistleblower with DROPS and no third party. Without additional information, the
complexity of making valid guesses increases significantly due to anchor-hash binding
and hash truncation and would require disproportionate brute-force attacks or contextual
guessing. Ultimately, without access to the original leak or external auxiliary data, an
attacker cannot meaningfully narrow the input space. From a legal perspective, this
constitutes a disproportionate effort, rendering the data effectively anonymous. However,
if it could be possible to access the original leak, the threshold of disproportionate effort
may not be reached. In such cases, the concept of quasi-anonymisation is particularly
relevant and is used to describe data that is not strictly anonymous in a legal sense, but is
considered sufficiently de-identified under a contextual and proportional risk assessment
— especially when re-identification is close to the threshold of disproportionate effort.
Even without full anonymisation and with a hashing technique that essentially amounts to
pseudonymisation, the contextual risk of re-identification here is deemed low enough to
nearly reach the threshold of disproportionate effort. As a result, the data can be classified
as outside the scope of the GDPR’s definition of personal data. Nevertheless, this status
must undergo regular reassessment to ensure its ongoing relevance amid technological
advancements and shifting threat landscapes, as well as to incorporate new information.
Argon2id is currently the most robust option; however, this could change in the future.
Anonymisation should not be seen as a one-off technical achievement but rather as a
dynamic, context-sensitive process. Taking the CJEU’s perspective into account, it would
also be anonymous, since illegal means are not considered. However, according to the
EDPB, pseudonymous techniques cannot be attributed to anonymous data.

Malicious Insider (Anchor, Salt, API key): Having access to a correct API key
would allow an attacker to impersonate a DROPS client and create queries to attack the
DROPS system either through database probing, DDoS or similar attacks, which we
won’t discuss as they are outside the scope of this paper. Probing the DROPS database
using a known API key, salt, and prior knowledge of identity anchor information could
be used to attempt to learn about the existence of specific attribute records of previously
unknown identities. The DROPS database could be used as an oracle to verify a guess,
provided the attribute is present in the database. When combined with the salt and
anchor knowledge, this creates a feasible attack surface, especially when guessing small
attribute spaces. Notwithstanding the implementation of technical and organisational
safeguards, re-identification remains a realistic possibility. Consequently, the data remains
pseudonymised personal data, albeit not from the perspective of the CJEU.

Authorised User of DROPS (Querying via Client): A malicious authorised user
who interacts with the system only through the DROPS client would have access to an
API key, as well as the DROPS client software. From a GDPR perspective, the limited
and cryptographically shielded interaction reduces identifiability for the querying user
to a negligible level. Users are constrained to queries for which they possess the anchor
information, i.e., prior knowledge of the individual. Consequently, the users are unable to
re-identify the individual, as they are already aware of their identity. As re-identification is
predicated on pre-existing knowledge, and no further indirect identifiers or structural links
are revealed, the DROPS data is (besides the querying hashes) functionally anonymous
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for the querying user, and vice versa for DROPS, while the DROPS data is pseudonymous
for DROPS. This is in line with the IAB’s [10] reasoning that the status of personal data
is relative to the information held by each party: one entity’s data may be considered
personal, while another’s may be anonymous.

Incorporating these technical scenarios into legal analysis reveals a pattern: Due to
the intended use of DROPS, full anonymisation cannot (which is legally debatable under
different approaches) be achieved in all cases — a situation that frequently arises when
the data’s utility is still necessary. DROPS occupies a middle ground: quasi-anonymous
— the data is functionally anonymous given the realistic threat environment and existing
safeguards, though not irrevocably anonymised against all attackers, reflecting a pragmatic
and more practical balance between utility and privacy. Although residual risks persist,
they are effectively mitigated.

Quasi-anonymisation acknowledges that, while full anonymisation may be unattain-
able in specific contexts, strong technical and organisational (even pseudonymisation
techniques) safeguards can significantly reduce the risk of re-identification to an accept-
able level. This distinction recognises that anonymisation is not a binary phenomenon,
but rather a spectrum. It is proposed that, if quasi-anonymisation is achieved, the GDPR
would not apply in advance, but rather steps would be taken to limit the compliance gap
and associated risks of non-compliance with the transformation into personal data.

5. Conclusion

By applying the “means” test through a simplified attacker cost-and-effort model, we
demonstrated the different outcomes of applying the CJEU’s and EDPB’s guidance,
and showed the importance of conducting context-specific risk analyses to determine
when data can be considered effectively anonymised. The proposed concept of quasi-
anonymisation as a legally relevant category highlights a pragmatic middle ground where
data protection can be robust without requiring perfection. The effectiveness of anonymi-
sation will be demonstrated further in future, quantitatively. This paper aims to encourage
discussion on widespread practical anonymisation, encourage companies to adopt ad-
vanced data protection practices and regulators to reach a consensus. We argue that EDPB
should provide concrete guidance that outlines, first, clear criteria for anonymisation
and, second, the flexibility to implement quasi-anonymisation measures. If the criteria
remains too absolute or unclear, there is a risk that controllers will either misapply it
or disregard anonymisation efforts altogether. A more apparent acknowledgement of
contextually “’safe” data would incentivise the adoption of strong technical measures by
offering some relief under the law when the re-identification risk is minimal. Future work
and policy should focus on refining the concept of quasi-anonymisation and developing
best practices for achieving it within the GDPR’s framework. Importantly, our assessment
also sounds a note of caution: methods used in DROPS, while significantly reducing risk,
do not entirely eliminate the possibility of re-identification, especially if additional infor-
mation becomes available. Controllers should avoid any false sense of security. Relying on
a single technique is not enough; instead, a defence-in-depth strategy is imperative. Such
a holistic approach is essential to maintain effective anonymisation over time, ensuring
compliance with the GDPR’s demands for data protection by design and by default, and
preventing non-compliance in the event of the transformation of data into personal data.
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Abstract. Two major challenges for legal argument mining are limited annotated
data and the need to model context-dependent reasoning. This paper presents a
framework that enhances few-shot in-context learning (ICL) for legal argument
mining by combining context-augmented similarity with hard label diversity filter-
ing. Our method selects example sentences not only based on their semantic close-
ness to the target but also by incorporating their surrounding context and ensuring
diverse label representation. Our legal argument mining labels are Issue, Reason,
Conclusion, and Non-IRC classes. We evaluate the interaction between different
context configurations (pre-, post-, and bidirectional) and label diversity under var-
ious few-shot settings on a legal case summary annotation task. Results show that
our combined approach outperforms traditional retrieval strategies across multiple
large language models with improved macro F1 scores. This work demonstrates a
way of improving legal argument mining in low-resource settings by optimizing
the selection of few-shot examples.

Keywords. argument mining, in-context learning, information retrieval, large
language models

1. Introduction

Legal case documents often contain specific argumentative components such as Issues,
Reasons, and Conclusions, commonly referred to as IRCs [1,2]. Legal argument mining
aims to automatically identify and label sentence roles such as these in case texts to
support downstream tasks like legal summarization [1,3] and legal question answering
[4]. Despite growing interest in this task, annotated datasets for IRC labeling remain
limited because of the high cost and expertise for annotation.

Recent advances in large language models (LLMs) have made in-context learning
(ICL) a promising alternative to full-scale fine-tuning. ICL involves providing a manu-
ally crafted prompt, which may include a task description and a small set of demonstra-
tion examples [5]. A few example inputs are given, and ICL combines them with the
test example as input. LLMs perform inference conditioned on the demonstrations. ICL
reduces the need for high-quality, human-expert annotated data, where annotations are
costly and difficult to obtain [6]. Recent studies have explored ICL-based approaches to
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argument mining. For example, [7] combine k-NN-based example retrieval with ensem-
bling to perform argument type classification. In the legal domain, [8] demonstrate that
GPT-3.5 and GPT-4’s performance on classifying argument components highly depends
on prompt structure and example selection. To alleviate the issue, several methods have
been proposed to select examples for few-shot learning in order to optimize the model
performance [9].

While prior work in argument mining has leveraged ICL, it often treats demonstra-
tions as isolated units, overlooking two key challenges in legal argument mining: (1) the
need to account for sentence-level context, which is essential for interpreting the argu-
mentative function of legal text, and (2) the risk of label imbalance, where majority class
examples dominate few-shot prompts. This is problematic in legal texts, since legal ar-
gument components like Issue, Reason and Conclusion are often interdependent because
the value of one example comes from contrasting it with others. In IRCs, if one type
dominates, those contrasts disappear, so the model will over rely on the repeated type
and lead to a wrong label.

Our approach aims to address the two challenges mentioned above by investigat-
ing both surrounding context and label diversity to improve ICL performance for legal
argument mining. Our contributions include:

* A novel context-augmented similarity mechanism that incorporates pre-, post-,
and bidirectional context during retrieval to select more informative examples of
legal argument types.

* A label-aware diversity filtering strategy that ensures balanced coverage of argu-
mentative types in few-shot prompts.

* Empirical evidence that combining context and label diversity leads to perfor-
mance improvements over standard semantic or diversity-based retrieval base-
lines.

2. Related Work
2.1. Legal Argument Mining

Legal argument mining aims to automatically identify and classify argumentative com-
ponents. Early work in this area focused on supervised learning with extensive expert
annotated datasets. [1,2] developed Issue-Reason-Conclusion (IRC) scheme for argu-
ment representation and experimented different deep learning models for supervised la-
bel classification. [10] developed a dataset of Indian Supreme Court judgments labeled
with rhetorical roles, and proposed early sequence models for classification. [11] intro-
duces SCALE, a semi-supervised case annotation for legal explanations using embed-
dings. [12] proposed a new annotation scheme and curated an expert-annotated dataset
from European Court of Human Rights (ECHR) decisions. They fine-tuned BERT-based
models to improve the classification performance.

Recent works has investigated using ICL with Large Language Models (LLMs) to
reduce annotation costs across legal tasks, such as legal explanatory values annotation
[13] and legal factor extraction [14]. [8] used GPT-3.5 and GPT-4 for classifying argu-
ment components. [7] further explored the few-shot ICL examples selection with LLMs.
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Most of the prior work treats few-shot examples as independent inputs without con-
sidering the importance of sentence-level context and the structural interdependence be-
tween argumentative components. To address these limitations, we introduce a context-
augmented, label-aware example selection strategy tailored for few-shot legal argument
mining. Our method enhances example selection by leveraging sentence-level context
and enforcing label diversity constraints. It produces in-context prompts that have better
coverage of the task’s full argumentative space.

2.2. Example Selection for In-Context Learning

LLMs have shown great zero-shot performance across various NLP tasks [15,16,17,18].
Research shows that adopting ICL with a few examples can greatly improve model per-
formance on new tasks [17,5,19,20,9,21,22]. This capability stems from LLMs’extensive
pre-training on diverse datasets and opens a lot of opportunities for leveraging LLMs in
more dynamic applications.

As noted, despite the powerful ICL capability, research has shown that the perfor-
mance of ICL is sensitive to the selection of the demonstration samples. [20] investi-
gated the sensitivity of GPT-3 to in-context samples. They proposed a strategy to select
good examples for in-context learning and demonstrated the effectiveness of retrieving
in-context examples in terms of the semantic similarity to the test samples. [9] explored
example selection by quantifying the ICL effect of a given ICL example. They calculated
influence scores on an additional hold-out set. This method requires intensive computa-
tion when the pool of candidate examples is large. [21] proposed a two-stage frame work
for self-selection demonstration examples by applying random algorithms. They first re-
trieve candidates that are informative for ICL and determine their optimal ordering and
compression. [22] proposed a framework to quantify the uncertainty in in-context learn-
ing by decomposing it into aleatoric and epistemic components based on the generated
outputs.

Prior methods were often tailored to tasks like topic classification or semantic clas-
sification in general-purpose domains, but do not adequately adapt to the nuances of ICL
within the legal domain. Legal argument mining presents distinct challenges: legal argu-
ment components are often embedded in complex rhetorical structures and depend heav-
ily on contextual interpretation. Additionally, the uneven distribution of these labels in
legal texts introduces majority-class bias when selecting few-shot examples.

To address these domain specific challenges, we propose this context-augmented,
label-aware example selection strategy. Our approach differs from purely semantic or
influence-based retrieval by incorporating the surrounding sentence context (pre-, post-,
or bidirectional context) into the similarity computation. Furthermore, we introduce a
label-diversity filtering step to ensure broader coverage of underrepresented argumenta-
tive types to mitigate the bias that often arises in few-shot prompts.

3. Problem Formulation

Legal argument identification often depends on the broader context surrounding a given
sentence. To capture this, we construct a context-augmented representation for each tar-
get sentence s;, which includes a configurable number of neighboring sentences before
or after the target sentence. We represent the structure formally as following:
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Context(si) = [PREk, PREk,I gous ,PREl, Siy POST[7 vee 7POSTk] (1)

Here, PRE; and POST; correspond to the j-th preceding and following sentences,
respectively. The context window size k and directionality (pre-only, post-only, or both)
are adjustable parameters in our design. This formulation allows us to systematically
assess the context impact for few-shot ICL learning.

While incorporating contextual information improves the relevance and informative-
ness of candidate examples, semantic similarity alone is insufficient to guarantee bal-
anced label representation. To mitigate this issue, we introduce a hard label-aware filter-
ing mechanism that enforces class diversity within the selected demonstration set.

Starting with a ranked list of candidates C = cy,c3,. . .,c3; obtained via semantic
similarity or Maximal Marginal Relevance (MMR), we then iteratively select the top-k
examples by including only those examples that introduce a previously unseen label if
possible. If fewer than k unique labels are presented in the candidate pool, we fill the
remaining slots with the most relevant examples available. This approach ensures that the
final few-shot prompt contains a broad range of legal argument types while preserving
semantic alignment with the target instance.

4. Methodology

We implement our selection strategy through a multi-step pipeline that combines context
augmentation with label-aware filtering. The process begins by augmenting both query
and candidate examples with surrounding context, followed by retrieval using semantic
similarity or MMR. We then apply a hard label filtering step to promote class diversity
in the final in-context prompt.

4.1. Representation Learning with Contextual Information

Unlike standard sentence classification tasks, legal argument identification often depends
on cues from the surrounding textual context. For each target sentence s; in a document
D = {s1,s2,...,8,}, we extract up to w neighboring sentences based on a configurable
context window. To ensure robustness at document boundaries, the algorithm verifies
index validity before accessing context sentences. We define four context configurations
to systematically evaluate the effect of directionality:

* Pre-context: Includes the k-th preceding sentence, marked as [PRE_CONTEXT _k].

* Post-context: Includes the k-th following sentence, marked as [POST_CONTEXT _k].

* Bidirectional: Combines both preceding and following context with correspond-
ing markers.

* No-context (baseline): Uses only the target sentence s; without additional context.

The fully formatted context-augmented string is processed as a single input to the
SBERT model (a11-MiniLM-L6-v2). This enables the model to capture attention across
the entire sequence, while different context configurations supply varying amounts of
surrounding information. Embeddings are computed as:

e; = SBERT (format(context(s;))) € R¥* @)
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where format(-) denotes the application of context markers and concatenation rules ac-
cording to the selected configuration. Window sizes are held constant within each con-
figuration to ensure consistent context length.

Context augmentation changes the similarity computation by extending the repre-
sentation space from isolated sentences to include surrounding legal discourse. Each con-
text configuration defines a distinct semantic perspective: pre-context emphasizes pre-
ceding argumentative flow, post-context highlights subsequent elaboration, and bidirec-
tional context captures balanced surrounding cues.

To compute the similarity between a query ¢ and a candidate x;, we apply cosine
similarity over their context-augmented embeddings:

) \_ _ E(context(q)) - E(context(x;))
Simeontext (4 4i) = I|E(context(q)) | - | E (context(x)) | )

where E () denotes the embedding function applied to the formatted, context-augmented
input. This context-aware similarity captures not only semantic alignment between the
query and candidate, but also the surrounding legal reasoning patterns encoded through
fixed window configurations—enabling controlled analysis of contextual effects on re-
trieval.

4.2. In-Context Learning Example Retrieval Methods

We benchmark our proposed method against several baseline retrieval strategies that re-
flect common practices in few-shot example selection.

The semantic similarity baseline performs nearest-neighbor retrieval to select train-
ing examples most similar to the query sentence. Given a query g and a labeled training
set T = {(x;,y;) }*.,, we compute cosine similarity scores between g and each candidate
x;. To enable efficient retrieval and ranking, we employ FAISS (Facebook AI Similarity
Search) [23]. This method yields a ranked candidate pool Csemantic = {€1,¢2,---,C3k}>
ordered by decreasing similarity to the query. This approach prioritizes semantic rele-
vance but may result in redundant examples covering similar topics or over-representing
certain label classes.

The Maximal Marginal Relevance (MMR) [24] method addresses the redundancy
limitations of pure similarity-based retrieval by jointly optimizing for both relevance to
the query and diversity among selected examples. At each iteration, the next example x;
is chosen to maximize the following objective:

MMR(x;) = A -sim(q,x;) — (1 — A) - maxsim(x;,x;) )

ijS

where S denotes the set of already selected examples, and A is a tunable parameter con-
trolling the trade-off between relevance and diversity (set to A = 0.5 in our experiments).
The algorithm begins by selecting the most relevant example and then iteratively adds
examples that are both similar to the query and dissimilar to those already chosen. The
resulting candidate pool Cpyy,, exhibits greater topical and lexical diversity than that pro-
duced by semantic similarity alone.
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Base retrieval methods prioritize semantic relevance but often overlook class bal-
ance. It leads to few-shot prompts biased toward majority labels. To address this, we
apply a hard label-aware filtering strategy that promotes label diversity without sacrific-
ing relevance. Given a ranked candidate pool C = {ci,c2,...,c3}, we iteratively select
k examples by greedily adding those with unseen labels to ensure a more balanced and
representative prompt. The selection procedure is described in Algorithm 1. An example
is added only if its label has not been selected. If fewer than k unique labels are available,
the remaining slots are filled with the next most relevant examples regardless of label.

Algorithm 1 Context-Augmented Hard Label-Aware Filtering

Require: Query g, training set D = {(x;,;) }",, number of shots k, embedding model
E
Ensure: Selected examples S = {(x;,y;)};_,
Step 1: Context-Augmented Similarity Retrieval
: Compute e, < E(q)
: fori=1toN do
e; < E(combined_input(x;)) > Includes optional context
end for
: Rank candidates using semantic similarity or MMR
s C e {()HE,
Step 2: Hard Label-Aware Filtering
. Initialize S < [ ], label set L < 0
8: for each (x;,y;) in C do
9: if yj ¢ L then

~

10: Add (xj,y;) to S;add y; to L
11: end if

12: if |S| = k then

13: break

14: end if

15: end for

16: if |S| < k then

17: for each (x;,y;) in C do
18: if ()Cj,yj) §éSthen
19: Add (xj,yj) to S
20: end if

21 if |S| = k then

22: break

23: end if

24: end for

25: end if

26: return S
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5. Experimentation
5.1. Dataset and Models

We experiment with a dataset of human-written legal case summaries annotated for ar-
gumentative elements. Every sentence in a summary is labeled with one of four pos-
sible labels: Issue (the legal question under dispute), Reason (the supporting rationale
or legal reasoning), Conclusion (the court’s conclusion to the issue), or Non IRC (non-
argumentative content). The dataset consists of 171 legal cases in total, with 149 cases
(1646 sentences) used for training and 22 cases (202 sentences) for testing.

We test our proposed method with three open-source models: LLaMA3.1-70b,
LLaMA3.3-70b [25], Cogito-v1-Preview-70b [26]. All models are deployed using Ol-
lama, an open-source framework for LLM management and deployment. All models are
quantized to 4-bit precision (Q4) to reduce the memory and computational overhead. It
can significantly minimizes memory usage while maintaining relatively high model per-
formance. The deployment leverages NVIDIA L40s GPUs with 48GB memory, driver
version 550.54.15, and CUDA version 12.4.

5.2. Experimental Configurations

We set the context window sizes t0 Wpre = Wpost = 2 for the pre-context and post-
context configurations, and Wpidirectional = 1 for the bidirectional context (i.e., one pre-
ceding and one following sentence). The choice of window size depends on the struc-
ture of legal summary and computational efficiency. Context markers follow the notation
[PRE_CONTEXT k] and [POST_CONTEXT_k] to maintain consistent formatting across all
experimental designs.

For base retrieval methods, we generate candidate pools of size 3k, where k
represents the target number of ICL examples. We experiment with k € {2,4} to
match the number of possible argument labels in our tasks. We employ SBERT
(all1-MiniLM-L6-v2) for text embedding, which producing 384-dimensional output
dense embedding vectors.

We set temperature 7 = 0 for all LLM inference to ensure deterministic outputs for
reproducibility. We implement structured output parsing using the instructor library to
extract legal argument labels in a consistent format. The codebase is available at Github.

6. Results and Discussion

6.1. How does context-augmented example selection compare to traditional text-only
similarity approaches in classifying argumentative roles within legal case
summaries?

Result

Table 1 presents the performance of three language models across four context con-
figurations (no context, pre-only, post-only, bidirectional) and two retrieval strategies (se-
mantic similarity and MMR). Overall, incorporating context consistently improved F1
scores across models and retrievers compared to the no-context baseline. Bidirectional
context yielded the highest gains in IRC categories, with Llama3.1-70b achieving a peak
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overall F1 of 0.74 (4-shot) using semantic retrieval. Context effects were also more pro-
nounced in higher k-shot settings, where most 4-shot configurations outperform their 2-
shot counterparts. Among retrievers, the MMR retriever slightly outperformed semantic
for the Issue and Conclusion categories, although the margin was narrow.
Discussion

We observe that incorporating contextual sentences into MMR-based example se-
lection leads to measurable gains in overall F1 scores. These findings confirm that in-
corporating contextual information can improve few-shot legal argument mining perfor-
mance. Context augmentation is especially helpful for context-sensitive labels like Is-
sue (F1 score jumps from 0.67(no context) to 0.80 (bidirectional) for semantic retriever
). Overall, the results highlight the importance of rhetorical context and when selecting
effective in-context examples for legal tasks.

Table 1. Comparison of context-augmented and non-context example selection across different models, re-
trievers, and context window configurations. Each cell reports 4-shot performance, and 2-shot performance are
in parentheses. Bolded values represent the best performance for 4-shot prompting across all settings, while
underlined values indicate the best performance for 2-shot prompting. F1 refers to the macro-F1 score

Model | Context Retriever Issue Reason | Conclusion Overall
F1 F1 F1 P R F1
Semantic | .67 (.62) | .71(.70) 18 (.76) J72(70)  72(71)  71(.70)
No Context
MMR .66(.63) | .71 (.70) .80 (.81) J1(71) T71(72) 70 (71)
§ Pre-onl Semantic | .71 (.68) | .72 (.73) 18 (.78) 76 (74 73(72)  74(72)
- Y MMR 78 (.70) .68 (.72) 77 (75) 75 (74) T3(72) 74 (.72)
o
g Post-on Semantic | .75 (.69) | .65(.63) 77(.72) 75(70)  72(67) .72(.68)
5 Y MMR J7(71) | .68 (.69) 73(.75) J4(73)  72(70)  72(71)
L Semantic | .80 (.76) | .67 (.67) .81 (.78) 76 (75 74 (72 .74 (73)
Bidirectional
MMR .81 (.76) | .65 (.66) 19 (.74) J7(5 7471 T4 (T71)
Semantic | .61 (.62) | .67 (.66) .80 (.76) 70(.69)  71(.70) .70 (.69)
No Context
MMR .64 (.57) | .68 (.65) 18 (17) 70 (.67) 71 (.68) .70 (.67)
§ Pre-onl Semantic | .69 (.68) | .73 (.72) .80 (.74) J3(72) 7472 73 (71)
) Y MMR 71 (.64) | .72 (.70) .80 (.74) 371 74(70) 73 (.70)
o
g Semantic | .65 (.62) | .65(.61) 7 (.72) 70 (.66) .71 (.67) .70 (.66)
g Post-only
3 MMR 73 (.68) | .67 (.63) 18 (77) 72(70)  73(.70) 72 (.69)
e Semantic | .72 (J7) | .65 (.62) 76 (.75) J1(72)  T1(72)  T1(72)
Bidirectional
MMR T3 (.75) | .66 (.62) 84 (.79 372 73(72) T3 (72)
Semantic | .63 (.60) | .68 (.62) 7 (.78) 70(.69) .69 (.69) .69 (.68)
No Context
MMR .62 (.51) | .70 (.64) .82(.79) 72(.68) .72(.67) .72 (.66)
3 Semantic | .70 (.63) | .69 (.62) 83 (.71) 74 (69)  .73(.68) .73 (.68)
N Pre-only
= MMR .69 (.58) | .72 (.69) .80 (.78) 73(70) .74 (.69) .73 (.69)
2 Semantic | .66 (.62) | .67 (.59) 81 (.77) 72(.68)  72(.67)  72(.67)
&b Post-only
3 MMR .61 (.60) | .66 (.62) 18 (.78) .69 (.69) .70 (.68) .69 (.67)
L Semantic | .77 (.64) | .67 (.60) 79 (.78) 74 (.69) .74 (.68) .74 (.68)
Bidirectional
MMR 75 (.60) | .66 (.61) .83 (.79) 74 (68) .74 (.68) .74 (.63)
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6.2. Does contextual augmentation improve the effectiveness of few-shot prompts when
combined with hard label-aware diversity filtering in legal argument mining?

Result

Table 2 shows that combining contextual augmentation with hard label-aware diver-
sity filtering consistently improves performance across all models and label types. Each
cell reports 4-shot performance with 2-shot results shown in parentheses.

While contextual augmentation consistently improves performance, optimal strate-
gies vary across different models. Llama3.1-70b achieves its highest overall F1 (0.76)
with semantic and pre-only context, and Llama3.3-70b performs best with Semantic with
bidirectional, achieving the highest overall F1 (0.73). Cogito-v1-70b reaches 0.74 overall
F1 with both semantic with bidirectional and MMR with pre-only.

In some cases, 2-shot prompting outperforms 4-shot, such as Llama3.1-70b on Issue
(F1 =0.84 with MMR and bidirectional context). It suggests that fewer but well-selected
examples maybe more effective.

Discussion

The results show that context generally boosts performance across models, but the
best configuration varies. For instance, semantic with pre-only context performs best for
Llama3.1-70b, while semantic with bidirectional context is optimal for Llama3.3-70b.
Besides, semantic with bidirectional benefits more under the label-filtering condition. It
suggests that contextual signals are more effectively leveraged when semantically similar
examples are selected by label-aware retrieval. MMR-based retrieval does not benefit as
much because it has already optimized for diversity during example selection. It reduces
the marginal gains from the filtering strategy.

6.3. Does hard label-aware diversity filtering amplify the benefits of contextual
retrieval compared to unfiltered example selection strategies in legal argument
classification?

Result

We observe that hard label-aware diversity filtering amplifies the benefits of con-
textual retrieval, especially for the semantic-based retriever. For example, with 4-shot
prompting, Llama3.1-70b with semantic retrieval and pre-context improves from an over-
all F1 of 0.74 (unfiltered) to 0.76 (filtered). For individual classification, filtering ampli-
fies performance gains for Issue and Reason labels more than for Conclusion. For exam-
ple, Cogito-v1-70b with semantic retrieval and label-aware filtering achieves the high-
est Issue F1 score of 0.79, which outperform its unfiltered counterpart (F1 = 0.77). This
trend holds across both 4-shot and 2-shot prompting.
Discussion

These results suggest that label-aware filtering and contextual retrieval are syner-
gistic, but the extent of benefit depends on the base retriever. Semantic retrieval gains
more from label-aware filtering because it corrects for label imbalances of underrepre-
sented categories. In contrast, MMR already enforces diversity during the sample selec-
tion, which limits the marginal utility of additional label filtering. In general, our findings
confirmed that filtering is most effective when paired with a weaker retriever.

7. Conclusion

This paper introduces a novel context-augmented and label-aware example selection
strategy to enhance few-shot in-context learning for legal argument mining. By integrat-
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Table 2. We evaluate two base retrievers (MMR label-ware filtering and Semantic label-ware filtering) with
varying contextual configurations. Each cell reports result under 4-shot prompting, with corresponding 2-shot
results shown in parentheses. Bolded values represent the best performance for 4-shot prompting across all
settings, while underlined values indicate the best performance for 2-shot prompting. F1 refers to the macro-F1
score.

Model Retriever Context Issue Reason | Conclusion Overall
F1 F1 F1 P R F1
No context .68 (.64) | .73 (.71) .76 (.76) T1(71) 72 (72) T1(71)
. . Pre-only 80 (.71) | .72 (.70) 18 (.76) 78 (.75) .76 (.712) .76 (.72)
o Semantic + Filtering
S Post-only 76 (.69) | .66 (.64) 77 (74) .76 (.72) 72 (.69) 73 (.69)
- Bidirectional | .81 (.77) | .67 (.66) 7 (74) 78 (.73) 74 (71) 74 (1)
o
g No context .66 (.60) | .72 (.70) .79 (.81) 72 (.70) 72 (71) 72 (1)
<
3 Pre-onl 75 (70 .67 (71 74 (74 74 (74 72 (71 72 (71
3 MMR + Filtering re-only 5(.70) (71) (74) (74) (71) (71)
Post-only T4 (73) | .67 (.69) 73 (77) 72 (.74) T1(.72) .70 (.72)
Bidirectional | .77 (.74) | .69 (.65) 74 (71) 5(.73) 72 (.68) 72 (.69)
No context .59 (.55) | .66 (.64) 75 (.75) .67 (.66) .68 (.66) .67 (.65)
. - Pre-only .69 (.65) | .77 (.70) .80 (.76) 74 (.72) 75 (.70) T4(T71)
- Semantic + Filtering
2 Post-only .67 (.66) | .65 (.64) 77 (.75) .70 (.69) .70 (.70) .70 (.69)
I Bidirectional | .79 ((78) | .65 (.63) .80 (.77) 73 (.73) 75 (13) 73 (73)
[sa}
g non-context .63 (.53) | .67 (.62) 77 (.76) .70 (.65) 71 (.66) .70 (.65)
<
3 MMR + Filering Pre-only .66 (.64) | .72 (.72) 81(.77) 71 (.72) 72 (71) T1(71)
Post-only 73 (.67) | .70 (.66) 7 (78) 72 (70) 13 (71) 73 (.70)
Bidirectional | .69 (.73) | .67 (.61) 82 (.77 72 (71) 72 (71) T1(71)
No context .61 (.54) | .69 (.62) 19 (77) .69 (0.66) .70 (0.65) .69 (0.65)
. . Pre-only .63 (.58) | .77 (.65) .82 (.71) .74 (0.68) .73 (0.65) .73 (0.66)
™ Semantic + Filtering
S Post-only .63 (.55) | .67 (.62) 79 (.78) 71 (0.67) .70 (0.66) .70 (0.66)
'-% Bidirectional | .79 (.71) | .63 (.60) 81(.79) .74 (0.71)  .75(0.70) .74 (0.70)
2 No context .56 (.50) | .66 (.63) 7 (7) .69 (0.66) .68 (0.66) .68 (0.65)
=0
S Pre-onl .69 (.56 71 (.67 .82 (.77 .73 (0.68 .74 (0.66 .74 (0.67
&) MMR + Filtering re-only (.56) (.67) 77 (0.68) (0.66) 0.67)
Post-only .62 (.63) | .65(.62) .80 (.78) .69 (0.70) .69 (0.68) .69 (0.68)
Bidirectional | .68 (.61) | .62 (.61) 8 (19) 70 (0.68) .69 (0.67) .69 (0.67)

ing sentence-level context and enforcing label diversity, our method addresses limita-
tions of prior ICL approaches that often overlook the structural dependencies and class
imbalance. Experimental results across multiple models show that combining contextual
retrieval with label-aware filtering improves performance in identifying argumentative
roles.

8. Limitations and Future Work

Our work has the following limitations. First, the evaluation relies on a finite and rela-
tively small set of annotated legal summaries. It might limit generalizability to broader
domains. Second, we simulate few-shot settings with a fixed prompt design, and perfor-
mance may be sensitive to prompt design. Additionally, the current study assumes uni-
form quality across retrieved examples and relies on predefined label annotations with-
out accounting for edge cases. Finally, while we conducted several ablations, we did not
explore certain factors (e.g., context window size, candidate pool size, or quantization
levels) due to space and computational constraints, which we leave for future work.

In future work, we plan to expand our work to more diverse label datasets for eval-
uating the robustness of the label-aware contextual ICL system.
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Abstract. This paper presents a multi-agent Al framework for legal aid, designed
to support real-world case fact management through interactive dialogue. Our agent
framework emulates the iterative questioning, clarification, and synthesis processes
of legal professionals, not solely on the fragmented information initially provided
by litigants. By engaging in multi-turn interactions, the system incrementally sup-
plements missing details and mitigates risks of misinterpretation, thereby aligning
more closely with the dynamics of real legal consultations. A key contribution of
this work is the use of real-world legal aid case records as training and evaluation
material, ensuring that the framework is grounded in authentic data rather than syn-
thetic simulations. The system is implemented as a collaboration among specialized
agents: (1) litigantTwins, which maintains factual integrity and guards against hal-
lucinations; (2) legalAider, which leverages legal knowledge to generate context-
sensitive follow-up questions and update case narratives; and (3)Evaluator, which
compares Al-generated case records against ground truth facts, assessing factual
correctness through qualitative and quantitative measures. Technically, the frame-
work can be built on LLMs, with multi-agent system and prompt design enabling
robust coordination. This architecture enhances the quality of fact construction and
reasoning, while also offering a scalable solution for online public legal aid ser-
vices. Beyond its technical contributions, this research highlights its public value,
accessibility, and commitment to fairness in the distribution of legal resources. By
integrating multi-agent Al with real-world case data, the framework addresses both
the technological and socio-legal dimensions of legal information systems, advanc-
ing on legal knowledge management, deployment of conversational agents, and
normative reasoning in multi-agent systems.

Keywords. Multi-Agent Al, Large Language Models (LLMs), Legal Aid, Legal
Case Fact Management, Interactive Dialogue Systems

1. Introduction
1.1. The LLMs of Legal Informatics

Artificial intelligence has been increasingly applied in the legal domain, ranging from
document classification and information retrieval to contract analysis and question-
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answering systems. While these applications demonstrate significant progress, they of-
ten share two common limitations. Most systems rely on single-turn inputs, producing
answers or summaries directly from the initial information provided by litigants. As a
result, they fail to capture the iterative and clarifying nature of real legal consultations,
where lawyers repeatedly probe, question, and refine narratives to uncover the full scope
of facts. In addition, many studies depend on synthetic or simulated data, which simpli-
fies the evaluation process but underrepresents the complexity, incompleteness, and am-
biguity of real-world case records. These gaps limit the practical utility of current legal
Al systems, especially in settings that require close interaction and fact reconstruction.

Access to justice remains a pressing global challenge[17, 19], particularly in con-
texts where legal aid and legal clinics serve large populations with limited resources.
The demand for these services is high, yet the availability of qualified professionals and
institutional capacity often falls short. This mismatch highlights an urgent need for inno-
vative solutions that can both support legal practitioners and improve the accessibility of
justice for disadvantaged groups. For increasing volumes of information and the desire
for more efficient legal processes [1, 2]. These developments enable predictive technolo-
gies to forecast litigation outcomes [3, 4]. Furthermore, visualization techniques have
become bridging the gap between human understanding and machine processing [5].

legal models to improve the existing legal system[6]. Comprehensive overviews of
legal informatics, such as the work by Katz and Dolin [7], provide valuable insights into
real-world applications like document review and online dispute resolution.

Another challenge is that LLMs must adapt to diverse legal frameworks, a task that
general models are currently ill-equipped to handle[8, 9]. But, loss of legal diversity can
be significant. The LLMs often do not notice legal specificities in each state[10, 11]. To
address this, there is a growing push for developing customized LLMs that are trained
on localized data sets, ensuring that the legal advice and documentation generated are
relevant and compliant with local laws[12, 13].

In response, this study introduces a novel AI-agent framework that emulates the
questioning, clarification, and synthesis processes of legal professionals. By leveraging
interactive dialogue among specialized agents, the system addresses a common limitation
of existing legal Al tools, which often depend solely on fragmented inputs provided by
litigants and fail to replicate the iterative dynamics of real consultations.

A distinctive feature of our work lies in the use of real-world data. Instead of re-
lying on synthetic or simulated examples, we ground the framework in authentic legal
aid case records, ensuring that the system reflects the fragmented narratives, incomplete
facts, and practical constraints of real legal practice. This choice not only enhances em-
pirical validity but also strengthens the relevance of our findings for deployment in real
environments.

By integrating multi-agent interaction with real-world legal aid data, this study in-
troduces a framework that better reflects the iterative nature of legal consultations and
establishes a foundation for future evaluation and deployment.
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2. Literature Review
2.1. Multi-Agent Al Systems

Multi-agent systems (MAS) have long been studied in artificial intelligence for their ca-
pacity to model distributed reasoning, negotiation, and decision-making [14,15]. In the
legal domain, early work focused on computational models of normative reasoning [16]
and agent-based simulations of law-making or dispute resolution. More recent studies
have explored the coordination of multiple agents to improve task specialization, ro-
bustness, and explainability [18]. Despite these advances, most MAS research in Al and
law remains conceptual or simulation-based, with limited application to real-world legal
service contexts.

2.2. Legal Chatbots and Conversational Agents

Conversational agents for legal tasks have received increasing attention, particularly in
the form of question-answering systems, contract assistants, and domain-specific chat-
bots [20]. These systems are often built on natural language processing pipelines [21]
or, more recently, on large language models (LLMs) [22]. While such tools can provide
quick responses to legal questions, they typically operate in a single-turn setting, gen-
erating answers directly from a user’s initial input. As a result, they lack the capacity
for multi-turn interrogation and clarification, which is essential for accurate fact collec-
tion. Recent work on user simulation for dialogue systems [23] has also inspired our de-
sign of the LitigantTwin, emphasizing controllable factual constraints and progressive
information disclosure.

2.3. Our Propose: Legal Multi-agent System

These research gaps motivate our proposal: a multi-agent framework for legal aid
that leverages real-world case transcripts. The system replicates the iterative nature of
lawyer—client consultations through structured questioning and constrained client model-
ing, and further integrates narrative generation with an automated evaluation module. By
combining authentic data with architectural innovation, our approach directly addresses
these limitations in prior work.

3. Overview of Multi-agent System

Building on the above design principles, this study introduces a multi-agent framework
that simulates real-world legal consultations through interactive dialogue, progressively
collecting and verifying case facts. The LitigantTwin functions as a constrained client
proxy, restricted to factual units to prevent hallucinations and maintain role consistency.
The LegalAider acts as a lawyer’s assistant, applying structured questioning strategies
and supported by a Conflict Checker and Closer to ensure efficiency and professional-
ism. The NarrativeAgent and Evaluator together form an output-and-verification loop:
the former generates legally coherent narrative summaries safeguarded by checklists and
strict modes, while the latter assesses them with similarity scoring, omission detection,



Y-c. Yu et al. / A Multi-Agent AI Framework for Legal Aid 231

and calibrated alignment to human judgment. Finally, the AutoPlaybook enhances ques-
tioning through rule-based classification, LLM-assisted fallback, and dynamic switching,
ensuring both specialization and robustness across case types.

e ™
AutoPlaybook
(rule-based+fallback) Outputs
L ) Narrative Summary +
A Scores + Diagnostics
)
LegalAjder ‘ Evaluator
(asks quesions vis (Similarity, Coverage,
AutoPlaybook) Bonus calibration)

A

|

State Narrative Agent
(Facc:tass:'l TQSLL) (accumulated facts & }—» (enforces checklist

Q/A history) produces summary)

Y

Litigant Twin
(answers only from
facts)

Figure 1. Overview of the Multi-Agent Framework

3.1. Litigant Twin

Within the multi-agent framework, the LitigantTwin module draws inspiration from the
digital twin concept but adapts it to a legal and conversational context rather than a
physical or sensor-based environment. The objective is not to replicate a complete digital
counterpart, but to maintain a fact-constrained virtual persona that mirrors how real lit-
igants gradually disclose information during legal consultations. In this design, the sys-
tem constructs a virtual “litigant persona” whose responses are strictly constrained by
the facts field in the input dataset. The LitigantTwin does not generate information be-
yond what is explicitly provided, ensuring that simulated lawyer—client dialogues remain
faithful to the original case record.

Technically, the module first segments the facts into minimal factual units, separated
by punctuation (periods, question marks, exclamation points). These fact units are stored
in a pool named fact_chunks, which serves as the exclusive source of information. The
system also maintains a revealed list to track which facts have already been disclosed
during the dialogue. When preparing a response, the LitigantTwin selects up to three
unrevealed units and concatenates them into a “fact window,” thereby balancing realism
and interactivity: responses are factually accurate without prematurely exhausting all
available information.

This design prevents hallucinations and maintains role consistency, producing out-
puts in a natural client-like voice rather than technical or legal jargon. The module also
tracks which facts have already been revealed, releasing information incrementally to
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mimic the gradual disclosure typical of real consultations. When a question cannot be
answered based on available facts, the LitigantTwin outputs standardized responses such
as “not sure” or “unclear,” preserving both authenticity and reliability.

Real Litigant 1 Y Litigant Twin
(Original Person) (Digital Twin)

If fact not available
+ Responds "I don 't know / Not provided"

From real world data

Case Facts
(Structured Info)

Figure 2. LitigantTwin as a digital mirror of facts. Responses are restricted to factual fragments, avoiding
hallucination and preserving the client’s voice.

In sum, the LitigantTwin ensures information source control and role consistency,
enabling the simulated client to respond only on the basis of authentic facts, while pre-
serving traceability and verifiability of the dialogue. It should be noted that the Litigant-
Twin is not a digital twin in the strict technical sense. Rather, it is designed to emulate
the behavioral realism of actual litigants, who often provide incomplete or selectively
favorable information during consultations. Accordingly, the agent is allowed to respond
with “not sure” or “unclear” when the required information is missing, reflecting authen-
tic human uncertainty. Because the subsequent Evaluator module compares generated
dialogues against verified ground-truth records, the LitigantTwin must not be permit-
ted unrestricted generation or speculation. This constraint ensures factual integrity and
preserves the reliability of downstream evaluation.

3.2. LegalAider

The LegalAider functions as a lawyer’s assistant, orchestrating questioning, clarification,
and case closing. It encapsulates the orchestration logic and defines a unified interface
for the multi-turn dialogue process.

Upon initialization, the LegalAider loads a designated playbook corresponding to
the case domain (e.g., consumer disputes, contract litigation, or family matters). The Or-
chestrator initiates interaction with an opening greeting, after which the LegalAider dy-
namically generates responses through the reply () method. Depending on context, it
either asks further clarifying questions to gather facts or produces a case-closing sum-
mary when sufficient information has been collected.

The system enforces strict behavioral guidelines via system prompts, such as Avoid
redundancy, Focus on the client’s primary claim, Progress sequentially, Single focus
per turn The questioning process follows sequential and non-redundant principles, such
as Avoid redundancy, Focus on the client’s primary claim, Progress sequentially,
Single focus per turn to ensure clarity and structured JSON outputs.
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To maintain robustness, the LegalAider includes a fallback mechanism: if the
model fails to produce valid JSON, the system wraps the output into a minimal structure
{"next_question": "..." } to ensure continuity. Additional modules enhance reli-
ability: a conflict checker detects contradictions or inconsistencies and prompts clarifi-
cations, while a closer assembles the case summary under termination conditions. The
closer is strictly limited to information surfaced in the dialogue and state, marking un-
known elements explicitly as “unknown” rather than speculating.

Overall, the LegalAider’s contribution lies not only in asking questions but in how
questions are asked. Through carefully designed questioning principles, structured out-
puts, and conflict management, the Legal Aider ensures logical progression of the inter-
view, consistency of information, and resistance to hallucination.

3.3. Narrative Summary and Automated Evaluation

At the conclusion of the dialogue, the system generates a comprehensive narrative sum-
mary of the collected facts, a task handled by the NarrativeAgent (narrative_agent.py).

The NarrativeAgent also supports two operational modes: (1) strict mode, relying
solely on dialogue state without accessing ground-truth facts, and (2) hybrid mode,
where ground facts may serve as a reference for evaluation but not be directly copied
into the summary.

Evaluation is conducted by the Evaluator, which employs an LLM to perform both
quantitative and qualitative assessments. It compares narrative summaries against the
ground-truth facts, outputting (a) a similarity score between 0—1 and (b) diagnostic infor-
mation, including missing spans, paraphrase pairs, and potential contradictions. Scoring
rules are tiered: minor omissions allow scores up to 0.85; contradictions cap scores at
0.70; cases with both omissions and contradictions are limited to 0.60.

Inputs:
- Narrative Summary
- Facts

Similarity Check

Verdict:
mismatch
(Incorrect or
divergent)
+ No bonus

Verdict: unclear
(minor)
(Missing 1-2 minor]|
details)

— +0.04 ~ +0.05

Verdict: clear
(No or minimal

omissions)
» No bonus

Verdict: unclear
(major)
(Multiple or core
facts missing)

— No bonus

Outputs:
- Calibrated Score
- Verdict
- Diagnostics

Figure 3. Evaluation workflow. The Evaluator compares Al-generated narratives against ground-truth facts,
producing similarity scores and diagnostic outputs for omissions, paraphrases, and contradictions.
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Together, the NarrativeAgent and Evaluator form the output and verification layer
of the system. The NarrativeAgent ensures narrative completeness, while the Evaluator
provides structured quality assessment. This dual-layer design enables scalable quantita-
tive evaluation of large datasets while retaining fine-grained interpretability, addressing
the challenge of balancing automation with legal rigor.

3.4. AutoPlaybook

Because prompts can never be perfectly comprehensive, overly long or detailed instruc-
tions may actually reduce the LLM’s ability to follow rules consistently. To address this
limitation, in addition to the three core agents, we designed an AutoPlaybook module to
support the questioning process of the LegalAider.

The design is inspired by how lawyers adopt different questioning strategies depend-
ing on the type of case. For example, in consumer disputes the emphasis is often placed
on payment and contract clauses, while in family cases the focus is on kinship relations
and procedural issues. Accordingly, the system includes multiple specialized playbooks,
each containing prioritized dimensions of inquiry and corresponding key questions.

Technically, the AutoPlaybook first applies a set of rule-based classifiers, using reg-
ular expression matching across case titles, facts, and problem descriptions to score can-
didate playbooks. For instance, if the text contains terms such as “refund” or “‘consumer
protection committee,” the consumer playbook score increases significantly. If terms
such as “divorce” or “custody” appear, the family case playbook is prioritized. Negative
hints are also built in to prevent misclassification, such as excluding the “contract” cat-
egory when the word appears in a family dispute. The system then selects the category
with the highest score and loads the corresponding playbook.

If rule-based scoring is insufficient to produce a clear result, the AutoPlaybook in-
vokes an LLM-based classifier to select the most appropriate category from a predefined
list. When the LLMs’ output still fails to meet expectations, the system defaults to a com-
mon fallback playbook to ensure that the process is not interrupted. This layered design
allows the system to maintain dialogue continuity even in cases of misclassification.

Together, these modules constitute a closed-loop framework that balances profes-
sional orientation with robustness, enabling reliable and realistic multi-turn legal consul-
tations.

4. Real-World Legal Data

The dataset used in this study consists of real-world legal aid case transcripts and case
summaries, rather than artificially constructed or simulated synthetic data. These records
were originally collected by the Legal Aid Society at National Taiwan University during
actual consultation processes, including the litigant’s narrative, lawyer’s questions, and
basic case registration information. For research purposes, all data underwent strict de-
identification, removing names, phone numbers, addresses, and company identifiers,
which were replaced with neutral placeholders (e.g., “Party A,” “Party B,” “Company
X”), ensuring the protection of personal privacy.

In total, 100 legal-aid case records were compiled, covering the following common
categories of legal aid cases:
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Consumer disputes: e.g., sales contract conflicts, deposit refund requests.
Family cases: e.g., marriage, custody, inheritance.

Debt and labor disputes: e.g., loan repayment, wage disputes.

Traffic accidents and criminal cases.

Property disputes: e.g., ownership and usage rights.

Tort liability and compensation.

S S

These heterogeneous case types allow us to test the adaptability of the system across
different factual structures. And also, to facilitate multi-agent processing, the dataset was
converted into JSONL (JSON Lines) format. This format is both human-readable and
machine-parsable, supporting automated processing and reproducible experiments.

5. Experiment and Its Evaluation
5.1. Evaluation Indicators

To comprehensively assess the performance of the proposed multi-agent system in le-
gal fact collection and narrative generation, this study adopts a three-tier evaluation
framework consisting of Similarity, and Calibration.

A. Similarity (primary indicator). Similarity is the principal metric for evaluating the
semantic consistency and factual correctness between the generated narrative and the
original facts. Using a large language model (LLM) as an evaluator, the system pro-
duces:Raw Score (ranging from 0.0 to 1.0), Verdict (clear / unclear | mismatch), Miss-
ing Spans. It allows semantically equivalent expressions to be recognized as correct even
when not literally identical to the source text. Similarity allows semantically equivalent
expressions to be recognized as correct even when not literally identical to the source
text. This approach aligns more closely with human reasoning by assessing whether the
LegalAider’s narrative conveys the same case meaning as the factual record.
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B. Calibration (bonus adjustment rule). During early experiments, we found that the
Similarity metric was overly strict: minor omissions—such as missing dates or company
names—often resulted in disproportionately low scores. To address this issue, a bonus
calibration rule was introduced to moderate the penalty for omissions of secondary de-
tails. In the final evaluation, both the Raw Score and the Calibrated Score are retained,
with the latter serving as the core reference for subsequent analyses.

5.2. Preliminary Results

To validate the effectiveness of the proposed multi-agent framework, a series of sim-
ulation experiments were conducted using real-world legal aid cases. All experiments
were performed under a unified environment, with OpenAI GPT-40 mini serving as the
base language model. The system was configured through few-shot prompting and task-
specific system instructions to ensure consistency across agents. Temperature settings
were adjusted according to the functional characteristics of each agent: the LitigantTwin
was assigned a temperature of 0.7 to simulate natural and conversational responses; both
the LegalAider and the NarrativeAgent operated at a temperature of 0.2 to maintain
stability and coherence in questioning and summarization; and the Evaluator ran at zero
temperature to minimize randomness and enhance reproducibility.

In the overall results, the system achieved an average Raw Score of approximately
0.62, which increased to 0.67 after applying the calibration rule. This improvement indi-
cates that the generated summaries exhibit stable semantic consistency with the original
case facts. The average adjustment from calibration was around 0.04, with more than half
of the cases receiving a positive bonus. This pattern suggests that although minor details
were sometimes omitted, the overall event descriptions remained aligned with the core
factual meaning. Table 1 summarizes the bonus effect across verdict types, illustrating
how the calibration rule increased mean scores for same event and unclear cases while
preserving semantic consistency.

Table 1. Bonus Effect by Verdict

Verdict Raw Score Mean  Calibrated Score Mean  Average Bonus
different_event 0.23 0.30 None
same _event 0.80 0.85 0.05
unclear 0.60 0.63 0.03

This observation suggests that verdict classification alone is insufficient to capture
the system’s performance; instead, both score ranges and narrative completeness should
be considered. Overall, the quantitative results demonstrate that the proposed framework
maintains a medium-to-high level of semantic consistency across diverse case types.
These findings further justify the inclusion of the calibration mechanism, which aligns
automated evaluation outcomes more closely with human judgment.

6. Discussion and Conclusion

6.1. Strengths

Unlike single-model approaches that generate summaries solely from initial inputs, our
framework allows the LegalAider to probe with successive clarifying questions while
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the LitigantTwin provides constrained responses. This gradual process fills missing de-
tails step by step, building a fuller and more accurate case narrative. Another strength
lies in the NarrativeAgent, which transforms fragmented responses into narrative-style
summaries tailored to legal documentation. By enforcing checklists and operating under
a “strict mode,” it ensures that essential elements such as dates, amounts, actions, and
procedures are consistently included. Such narrative outputs are especially valuable in
legal aid, where summaries can be directly reused for mediation or litigation without
extensive manual restructuring.

Equally important is the role of the Evaluator, which introduces a systematic mech-
anism for automated quality control. Beyond assigning scores, it highlights omissions
and contradictions, enabling both researchers and legal professionals to pinpoint weak-
nesses efficiently. The inclusion of a bonus calibration further reduces overly strict
penalties, producing results that align more closely with human judgment. In addi-
tion, the AutoPlaybook balances domain specialization with robustness. By automat-
ically identifying case types and selecting tailored questioning strategies, it helps the
Legal Aider focus on core disputes more effectively. When initial classification proves in-
accurate, the system smoothly reverts to general rules, maintaining continuity and avoid-
ing breakdowns in interaction.

Taken together, these design choices give the framework its distinctive advantages:
structured interaction, narrative-oriented output, explainable evaluation, and strategy-
driven questioning.

6.2. Future Work: Public Value and Legal Application

This study highlights not only technical contributions but also significant public value.
In legal aid consultations, litigants often present fragmented or unclear narratives, cre-
ating information asymmetry. By structuring multi-agent dialogue, the framework can
consolidate scattered details into coherent accounts, reducing lawyer workloads and im-
proving both efficiency and clarity. The narrative summaries generated are especially
valuable, as they align with legal documentation requirements and can be used directly
for mediation or court preparation, minimizing risks of omission or misinterpretation.

Future development should focus on refining evaluation methods, expanding data
coverage, enhancing legal reasoning, and validating usability in real practice. Current
metrics such as Similarity provide useful baselines but remain limited: the former only
verifies mentions, while the latter relies heavily on LLM judgment. More robust ap-
proaches could integrate rule-based checks, semantic embeddings, and human—AlI joint
evaluation. Dataset expansion is also essential, extending beyond the current 100 cases
in consumer, family, and labor disputes to include domains such as criminal, intellectual
property, and environmental law, as well as cross-jurisdictional data.

Finally, enhancing legal reasoning capabilities and conducting user-centered vali-
dation are crucial. A dedicated reasoning agent could connect structured facts to statutes,
producing preliminary opinions and completing the pipeline from fact collection to legal
advice. At the same time, large-scale field studies involving lawyers, legal aid volunteers,
and end-users will provide practice-oriented feedback for refinement. As a limitation, the
current evaluation still relies primarily on automated comparison, we will seek confirma-
tion from human experts to validate the system’s outputs. This ensures that the current
focus remains on the conceptual and practical foundations of the framework.
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Abstract. Large language models (LLMs) with extended context windows show
promise for complex legal reasoning tasks, yet their ability to understand long legal
documents remains insufficiently evaluated. Developing long-context benchmarks
that capture realistic, high-stakes tasks remains a significant challenge in the field,
as most existing evaluations rely on simplified synthetic tasks that fail to represent
the complexity of real-world document understanding. Overruling relationships are
foundational to common-law doctrine and commonly found in judicial opinions.
They provide a focused and important testbed for long-document legal understand-
ing that closely resembles what legal professionals actually do. We present an as-
sessment of state-of-the-art LLMs on identifying overruling relationships from U.S.
Supreme Court cases using a dataset of 236 case pairs. Our evaluation reveals three
critical limitations: (1) era sensitivity — the models show degraded performance on
historical cases compared to modern ones, revealing fundamental temporal bias in
their training; (2) shallow reasoning — models rely on shallow logical heuristics
rather than deep legal comprehension; and (3) context-dependent reasoning fail-
ures —models produce temporally impossible relationships in complex open-ended
tasks despite maintaining basic temporal awareness in simple contexts. Our work
contributes a benchmark that addresses the critical gap in realistic long-context
evaluation, providing an environment that mirrors the complexity and stakes of ac-
tual legal reasoning tasks.

Keywords. large language models, legal reasoning, overruled precedents, information
retrieval, trustworthy Al

1. Introduction

The recent expansion of the context windows of large language models (LLMs) has
opened up possibilities for their application in domains that require understanding of
long, complex documents [16]. Transformer-based models [30] have evolved from the
original 512-token limit to models capable of processing millions of tokens [15], with
key developments including sparse attention mechanisms [11,28] and memory-efficient

ICorresponding Author: Li Zhang, 1iz239 @pitt.edu
The  full dataset can be  accessed at  https://github.com/lizhang-AIandLaw/
Do-LLMs-Truly-Understand-When-a-Precedent-Is-0Overruled


https://github.com/lizhang-AIandLaw/Do-LLMs-Truly-Understand-When-a-Precedent-Is-Overruled
https://github.com/lizhang-AIandLaw/Do-LLMs-Truly-Understand-When-a-Precedent-Is-Overruled
https://github.com/lizhang-AIandLaw/Do-LLMs-Truly-Understand-When-a-Precedent-Is-Overruled
https://github.com/lizhang-AIandLaw/Do-LLMs-Truly-Understand-When-a-Precedent-Is-Overruled

240 L. Zhang et al. / Do LLMs Truly “Understand” when a Precedent Is Overruled?

attention algorithms [15]. Alternative approaches have been proposed to extend long-
context modeling without changing the model architecture, such as retrieval-augmented
generation (RAG) [26,7] and the use of external memory [31].

However, developing effective benchmarks for evaluating long-context understand-
ing remains a significant challenge in the field. Evaluations relying on synthetic tasks,
simplified question-answering formats, or artificially constructed scenarios fail to cap-
ture the complexity and stakes of real-world document understanding tasks. The legal
field, with its reliance on lengthy case files and intricate statutes [23], presents an ideal
domain. This paper presents an investigation into the capabilities of long-context LLMs
in a particularly consequential legal task: the identification of overruling relationships.
In U.S. law, overruling occurs when a later court declares that a prior decision should no
longer be followed as binding precedent; we adopt this as the operational definition for
this study.

We introduce a new dataset of 236 U.S. Supreme Court case pairs from 1789 to 2025,
each consisting of an overruling case and the case(s) it overruled. Using this dataset, we
evaluate a selection of long-context LLMs on three distinct tasks designed to probe the
limits of their comprehension. We provide the models with the full texts of the overruling
case which explicitly states that it overruled the specific case(s), forcing them to navigate
a long context to identify the overruling relationship between them.

This task is challenging even when judicial opinions explicitly use terms like “over-
ruled.” The underlying reasoning process is distributed across pages of text, requiring
readers to integrate complex legal arguments across sections into a coherent logical
chain. Judicial opinions are filled with specialized legal terminology and subtle nuances
that require deep contextual understanding [1]. Our work addresses the critical gap in
long-context evaluation by providing a benchmark that captures the realistic complexity
of legal reasoning while maintaining the scientific rigor needed for meaningful model
assessment.

2. Related Work
2.1. Long-Context Language Model Evaluation

The evaluation of long-context models has led to the development of specialized bench-
marks. LongBench [2] introduced a comprehensive evaluation suite covering multiple
languages and domains, while LongEval [13] and GSM-Infinite [36] focused specifically
on the degradation of performance as context length increases. The SCROLLS bench-
mark [25] provided domain-specific evaluation across various long-document tasks.
LongDocURL [5] and MMLONGBENCH-DOC [17] built multimodal long document
benchmarks integrating understanding and reasoning. These benchmarks have revealed
that performance often degrades significantly when information is embedded deep within
long contexts, particularly for tasks requiring complex reasoning rather than simple in-
formation retrieval.

Our work extends this line of research by introducing a novel legal reasoning task
that specifically tests models’ ability to identify overruling relationships across lengthy
judicial opinions. Unlike previous benchmarks that focus on general document under-
standing, our task requires temporal reasoning, hierarchical relationship identification,
and the integration of complex legal arguments distributed across extended text.
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2.2. LLMs Application and Evaluation in Legal Domain

The application of LLMs in the legal domain has seen significant growth, driven by the
promise of automating complex legal tasks [24,9] and improving access to legal informa-
tion [27]. Several legal evaluation benchmarks have emerged to assess LLM performance
in legal tasks. The LexGLUE benchmark [3] provides a unified evaluation framework
covering multiple legal NLP tasks including case outcome prediction, legal text classi-
fication, and legal question answering. The CUAD dataset [12] focuses specifically on
contract understanding and analysis, testing models’ ability to extract and reason about
complex contractual terms. Other benchmarks [10,34,18,21] offer evaluation methods
covering reasoning, information extraction, and document analysis tasks across various
legal domains. These benchmarks have demonstrated that while LLMs show promis-
ing results on some legal tasks, they struggle with complex reasoning that requires deep
understanding of legal principles.

Our work contributes to this body of research by introducing novel tasks that specif-
ically test LLMs’ ability to identify overruling relationships. Previous evaluations also
mainly focus on multiple choice QA and classification tasks while our study tests the
models’ ability to navigate real-world full-context judicial opinions by designing three
tasks with a mixture of open-ended and closed-ended questions.

3. Dataset

To evaluate the performance of LLMs on the tasks of identifying overruled precedents,
we created a new dataset of 236 U.S. Supreme Court case pairs in the period from 1789
to 2025. Each pair consists of a case that was explicitly overruled and the subsequent
decision(s) that overruled it.

The foundation of our dataset is a resource maintained by the Constitution Anno-
tated [4] consisting of 236 U.S. Supreme Court case pairs. The compilation process in-
volved a comprehensive search of the Lexis database for all Supreme Court decisions
containing the word “overrule” in the headnotes, syllabus, or opinion. A decision is in-
cluded only when a majority of the Supreme Court has explicitly stated that it is being
overruled. This strict criterion avoids the ambiguity inherent in legal commentary and
ensures that each case in our dataset has been definitively identified as overruled by the
Court itself. Conversely, cases that are merely distinguished, limited, or discredited with-
out an explicit overruling are excluded. This conservative approach ensures the dataset’s
reliability. The results were then manually reviewed to confirm the Court’s intent and to
ensure that each case met the strict inclusion criteria.

For each overruling case of the 236 case pairs, we retrieved the full opinion texts
from CourtListener [29], including majority and lead opinions as well as combined, con-
curring, and dissenting opinions. We then cleaned the raw downloads to retain only the
textual content and conducted a manual review to verify content quality and complete-
ness. The resulting curated corpus constitutes the dataset used in this study.

Figure 1 illustrates the distribution of word counts across our dataset. The 236 over-
ruling cases range from the shortest case with 705 words to the longest with 116,455
words. The median case length of 17,607 words and mean case length of 19,368 suggest
that most cases in our dataset require efforts to process and understand, making them
ideal for testing the limits of LLM long-context comprehension.
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Figure 1. Word Count Distribution of 236 Overruling Cases in Our Dataset.
4. Experiment Design

To probe the capabilities of LLMs’ long-context understanding in the legal domain, we
designed three tasks centered on identifying overruling relationships.

4.1. Task 1: Open-Ended Identification

The first task poses an open-ended question to LLMs: “Which case(s) was overruled by
[the overruling case, e.g., “Hohn v. United States, 524 U.S. 236 (1998)]? Here is the
related context [case text of the overruling case].” In this prompt, we use the overruling
case as the context and ask the LLM to identify the case(s) that were overruled by the
overruling case.

Rationale This task simulates a realistic legal research query. To evaluate the open-
ended responses, we employed GPT-40 as an automated judge, using a few-shot prompt
to ensure consistent and accurate assessment against the ground truth. The core prompt
was designed as “Do [the model’s response, e.g., “House v. Mayo”] and the ground truth
[the overruled case(s), e.g., “House v. Mayo, 324 U.S. 42 (1945)”] refer to the same
case?”

The development of the few-shot examples involved two rounds of iterative testing.
First, we compared GPT-40’s zero-shot judgment results against our ground truth an-
notations and analyzed the discrepancies to identify patterns in misclassification. Based
on these findings, we refined the prompt by incorporating carefully selected examples
that addressed the common failure modes. In the second round, we conducted a valida-
tion experiment where 10% of the responses were randomly selected for human expert
review, demonstrating that GPT-40’s accuracy as a judge under the few-shot prompting
approach was 98% consistent with human expert assessments.

4.2. Task 2: Closed-Ended Verification

The second task is a verification query: “Did [the overruling case, e.g., “Hohn v. United
States, 524 U.S. 236 (1998)”] overrule [the overruled case, e.g., “ House v. Mayo, 324
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U.S. 42 (1945)]? Here is the related context [case text of the overruling case].” With
this prompt, the model must answer “true,” “false,” or “unknown.” The correct answer is
always “true.”

Rationale This task reduces the problem from open-ended QA to closed-ended veri-
fication. It allows us to isolate the model’s ability to confirm or deny a specific legal
relationship when presented with all necessary context, testing its comprehension and
reasoning over long distances within the text.

4.3. Task 3: Reversed Closed-Ended Verification

The third task presents a logically flawed question: “Did [the overruled case, e.g., “
House v. Mayo, 324 U.S. 42 (1945)”’] overrule [the overruling case, e.g., “Hohn v. United
States, 524 U.S. 236 (1998)”]? Here is the related context [case text of the overruling
case].” With this prompt, the model must answer “true,” “false,” or “unknown.” The
year of each case is provided in the context. The correct answer is always “false,” as a
precedent can only be overruled by a later decision.

Rationale This task serves as a control to test whether failures in the other tasks stem
from a fundamental misunderstanding of temporal logic or from difficulties in under-
standing the long context. A model that understands chronology should consistently an-
swer “false”.

4.4. Models

We evaluated five state-of-the-art LLMs known for their strong performance on long-
context benchmarks. At the time of our experiments, the Gemini-Pro [8], Gemini-Flash,
Qwen3 [32] represented the top 3 of the LongBench v2 leaderboard [2], and were se-
lected to ensure our evaluation reflected the current state of the art. We also included
GPT-5 [20] and Gemini-Flash-Lite to broaden our assessment. The models and their
context window length (in tokens) are:

* Qwen3-235B-A22B-Thinking-2507 (Qwen3) - Context Length: 262,144

* Gemini-2.5-flash-lite-preview-06-17 (Gemini-Flash-Lite) - Context Length:
1,000,000

* Gemini-2.5-flash-preview-05-20 (Gemini-Flash) - Context Length: 1,000,000

* Gemini-2.5-pro-preview-06-05 (Gemini-Pro) - Context Length: 1,000,000

* GPT-5-2025-08-07 (GPT-5) - Context Length: 128,000

4.5. Experimental Setup

All experiments were conducted with a temperature of 0.1, a top_p of 0.5, and a
structured json output format, to encourage deterministic responses. For GPT-5 model,
we use the default parameters as set by OpenAl, as the relevant parameter controls are
not publicly exposed.

5. Empirical Results

The performance of the selected LLMs is summarized in Table 1.
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Table 1. Model Performance Across Tasks (Accuracy in %, higher is better; + denotes 95% confidence inter-

vals, n = 236).
Model
Qwen3
Gemini-Flash-Lite
Gemini-Flash
Gemini-Pro
GPT-5

Task 1
2.12% + 1.84%
0.85% + 1.01%
33.47% + 6.03%

73.31% + 5.65%
71.19% + 5.78%

Task 2
1.27% + 1.42%
11.86% + 4.08%
6.36% + 3.12%
42.37% + 6.25%

75.42% + 5.47%

Task 3
97.46% + 2.02%
91.95% + 3.52%
62.71% + 6.12%

100% =+ 0%
100% =+ 0%

5.1. Task 1: Open-Ended Identification

In the open-ended identification task, the models struggled to correctly identify the over-
ruled case. The best-performing model, Gemini-Pro, achieved an accuracy of 73.31%
(173 out of 236), closely followed by GPT-5 with 71.19% (168 out of 236). The other
models performed worse. This suggests that even state-of-the-art models have difficulty
with understanding the overruling relationship in a long legal context.

There are three patterns in the errors. First, when an overruling case overturns multi-
ple precedents, models often extract only one of them, yielding a partially correct answer.
Second, models sometimes confuse cases that are merely mentioned in the text with the
case actually overruled—we refer to this as confusion errors, where models incorrectly
identify a case that appears in the text but is not the overruled precedent. Third, models
hallucinate a case that is not mentioned in the opinion at all—we define hallucination as
the generation of case names or citations that do not exist in the provided context; for ex-
ample, in Gemini-Flash-Lite’s response to Garland v. Washington, the model produced
Miles v. Graham, which is neither cited in the text nor overruled by Garland. In the cal-
culation of the accuracy, we only count the cases where the model correctly identified all
overruled cases. Table 2 provides illustrative examples of these patterns.

Table 2. Examples of Model Responses and Error Patterns for Task 1

Overruling Case Overruled Case Model Response Type
Hohn v. United States, —House v. Mayo, 324  House v. Mayo, 324  Correct
524 U.S. 236 (1998) U.S. 42 (1945) U.S. 42 (1945)
Payne v. Tennessee, 501 South Carolina v. Gath-  South Carolina v. Gath-  Missing Case
U.S. 808 (1991) ers, 490 U.S. 805 (1989)  ers,490 U.S. 805 (1989)

& Booth v. Maryland,

482 U.S. 496 (1987)
Garland v. Washington,  Crain v. United States, = Rogers v. Peck, 199 U.  Confusion
232 U.S. 642 (1914) 162 U.S. 625 (1896) S. 425, 435 (1905)
Garland v. Washington,  Crain v. United States, — Miles v. Graham, 268  Hallucination

232 U.S. 642 (1914)

162 U.S. 625 (1896)

U.S. 501 (1925)

5.2. Task 2 & 3: Closed-Ended Verification

The closed-ended verification of Task 2 yielded more varied results. GPT-5 emerged
as the top performer in this task, achieving an accuracy of 75.42% (178 out of 236),
significantly outperforming Gemini-Pro which achieved 42.37% (100 out of 236). GPT-
5 also showed a much lower rate of abstention, answering “unknown” in only 3 cases
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compared to Gemini-Pro’s 131 abstentions. However, this low abstention rate comes
with a significant cost: GPT-5 incorrectly labeled 55 cases as “False,” representing a
substantial number of false negatives.

While GPT-5’s low abstention rate might suggest higher confidence in its reason-
ing capabilities, it could also be interpreted as a tendency toward overconfident incor-
rectness. This trade-off highlights the need for more sophisticated uncertainty quantifi-
cation mechanisms that can distinguish between genuine epistemic uncertainty and mere
comprehension gaps. The other models showed a significant drop in performance, with
Gemini-Flash answering “unknown” in the majority of cases. This suggests that even
when the task is simplified to verification, most models struggle to confidently identify
the correct legal relationship.

The reversed closed-ended verification of Task 3 showed a marked improvement
in performance across all models. The accuracy was higher than in Task 2. GPT-5 and
Gemini-Pro achieved high accuracy (100%), correctly identifying the logical impossibil-
ity in all cases. Qwen3 also performed well with 97.5% accuracy.

5.3. Discussion

5.3.1. Era Sensitivity

To probe temporal robustness in the open-ended identification task (Task 1), we stratified
cases by overruling case decision year (the earliest overruling case happened in 1810)
and measured models’ accuracy across the fixed historical intervals that reflect changes
in case density and legal language evolution. There are 17 case pairs from 1810-1881,
65 case pairs from 1882-1953, and 154 case pairs from 1954-2025. This quantitative
view in Table 3 aligns with our qualitative observations and clarifies where failures con-
centrate.

Table 3. Model Performance by Historical Intervals in Task 1 (Accuracy in %, higher is better).

Model 1810-1881 1882-1953 1954-2025
Qwen3 0.00% 1.54% 2.60%
Gemini-Flash-Lite 0.00% 0.00% 1.30%
Gemini-Flash 17.65% 24.62% 38.96%
Gemini-Pro 64.71% 72.31% 74.68%
GPT-5 35.29% 53.85% 82.47%

The temporal stratification reveals era sensitivity across all models, with perfor-
mance degrading as we move backward in time. In the earliest period (1810-1881), the
performance gap is stark: Qwen3 and Gemini-Flash-Lite achieve 0% accuracy, com-
pletely failing to identify any overruling relationships in this historical interval. The best-
performing model in this period, Gemini-Pro, manages only 64.71% accuracy, while
GPT-5 struggles at 35.29%. This performance drop in the earliest cases suggests that
models trained primarily on modern legal texts lack the linguistic and conceptual frame-
works needed to parse 19th-century judicial opinions, which often employ archaic legal
terminology, different citation conventions, and distinct argumentative structures [19].

The middle period (1882-1953) shows a moderate improvement. Here, Gemini-Pro
maintains its strong performance at 72.31% accuracy, demonstrating remarkable tempo-
ral consistency. GPT-5 shows significant improvement to 53.85%, while Gemini-Flash
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reaches 24.62%. However, the weaker models continue to struggle: Qwen3 achieves only
1.54% accuracy, and Gemini-Flash-Lite reaches 0.00%. This intermediate period rep-
resents a transitional phase where legal language begins to modernize but still retains
many historical characteristics that challenge contemporary models. The performance
improvements suggest that models can adapt to some degree of historical variation, but
their capabilities remain fundamentally limited when dealing with pre-modern legal dis-
course.

The modern period (1954-2025) represents the models’ comfort zone, with signif-
icantly improved performance across the board. GPT-5 achieves its highest accuracy
at 82.47%, significantly outperforming Gemini-Pro’s 74.68%. Gemini-Flash shows im-
provement to 38.96% while remaining limited. This improvement in the modern era re-
flects several factors: the models’ training data heavily emphasizes contemporary legal
texts and the legal reasoning patterns align more closely with what the models have
learned during training [6]. The fact that even the best-performing models achieve only
around 80% accuracy underscores the fundamental challenge of legal reasoning tasks,
while the precipitous drop in performance for earlier periods quantifies the temporal bias
that underlies the open-ended reasoning failures we observed in our experiments.

5.3.2. Hesitation in Verification vs. Confidence in Refutation

The high number of “unknown” responses in Task 2 is revealing, as shown in Figure 2. It
suggests that most models are not simply guessing, but are actively assessing their own
uncertainty. When the models are unable to reason and understand the case relationship
embedded in the text, they are hesitant to make a definitive judgment. This is a desirable
trait in a legal Al system, as it is preferable for a model to admit its own ignorance rather
than to provide a confident but incorrect answer. However, the high rate of abstention in
this task suggests that most models’ threshold for certainty is set too high, preventing
them from making correct judgments even when the evidence is strong. GPT-5’s low
abstention rate (1.27%, 3 out of 236) stands in stark contrast to this pattern, suggesting a
different approach to uncertainty assessment.

Task 2 (Verify) Task 3 (Verify Reverse)

Qwen3

Gemini-Flash-Lite

Gemini-Flash

g
S
Percentage (%)

Gemini-Pro

GPT-5

Figure 2. Confusion Matrix for Verification Tasks. T, F, and U stand for True, False, and Unknown respec-
tively.

A contrast emerges when comparing the results of Task 2 and Task 3. In Task 2,
when asked to verify a correct overruling relationship, the models frequently defaulted
to “unknown,” even when the answer was clearly stated in the text. In contrast, when
presented with the temporally impossible proposition in Task 3, the same models an-
swered with high confidence and accuracy, with GPT-5 and Gemini-Pro achieving 100%
accuracy and Qwen3 achieving 97.46%.
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This pattern of behavior reveals a fundamental limitation in the models’ approach
to legal reasoning. The contrast between Task 2 and Task 3 performance demonstrates
that models rely on shallow logical heuristics rather than deep legal comprehension. In
Task 3, models can successfully apply simple temporal logic—recognizing that an ear-
lier case cannot overrule a later one—without actually understanding the complex legal
reasoning embedded in the judicial opinions. This high performance is achieved through
basic chronological awareness rather than genuine comprehension of legal arguments.

5.3.3. Temporal Reasoning

Our analysis also reveals an interesting pattern in temporal reasoning across different
task contexts. In the open-ended identification task (Task 1), we observed what we term
“context-dependent temporal reasoning failures,” as illustrated in Table 4. These failures
show that models can create temporally impossible relationships, such as suggesting that
a 1914 case overruled a 1925 case, even when the case names include the years. Such
responses indicate a breakdown in temporal causality, where a case from an earlier year
is incorrectly identified as overruling a case from a later year.

Table 4. Examples of Context-Dependent Temporal Reasoning Failures from Task 1. LLMs generated logi-
cally impossible scenarios where a subsequent case was overruled by a preceding one.

Case Relationship / Query Year
Query Case (Overruling Case):

Garland v. Washington 1914
Model’s Response (Overruled Case):

Miles v. Graham 1925

However, when we examine the results from Task 3 (the reversed verification task),
a different picture emerges. As shown in Table 1, models demonstrate remarkably
high accuracy in identifying temporally impossible propositions. GPT-5 and Gemini-Pro
achieved 100% accuracy, while Qwen3 achieved 97.46% accuracy in correctly rejecting
statements like ”Did Booth v. Maryland (1987) overrule Payne v. Tennessee (1991)7"—a
clear temporal impossibility.

This contrast suggests that the models are not fundamentally lacking in temporal
reasoning capabilities or awareness of legal case chronology. Rather, the issue lies in
the complexity of the reasoning required in different contexts. In Task 3, the models are
presented with a straightforward logical contradiction that they can easily identify us-
ing basic temporal logic. In contrast, Task 1 requires more sophisticated reasoning—the
models must understand complex legal relationships, extract relevant information from
dense legal texts, and apply temporal logic in an open-ended context.

6. Limitations and Future Work

Our study has several limitations. First, our dataset focuses exclusively on U.S. Supreme
Court cases, which may not generalize to other jurisdictions or legal systems with differ-
ent precedent structures. Second, we only examined cases with explicit overruling lan-
guage, excluding more nuanced legal developments like distinguishing, limiting, or dis-
crediting precedents. Third, our evaluation relies on automated assessment using GPT-
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40, which, while validated against human experts, may introduce its own biases. Finally,
we tested a limited set of models at a specific point in time, and rapid advances in LLM
technology may render some findings obsolete.

Future work should address these limitations by expanding to international legal
systems, incorporating more subtle legal relationships, and developing more sophisti-
cated evaluation metrics. Additionally, research should explore architectural improve-
ments for long-context understanding, such as legal domain-specific pre-training, better
uncertainty quantification, and the potential of RAG systems [14,22] to enhance LLMs’
long-context understanding capabilities. Exploring agent-based approaches [35,33] for
enhancing LLMs’ long-text capabilities could also lead to more consistent and reliable
legal Al systems. The development of legal reasoning benchmarks that test deeper com-
prehension would further advance the field, along with more detailed quantitative analy-
sis of error patterns across different models to strengthen qualitative insights into specific
failure modes.

7. Conclusion

This paper presents an evaluation of state-of-the-art LLMs on the legal reasoning task of
identifying overruling relationships from U.S. Supreme Court cases. Our investigation
reveals three fundamental limitations that challenge the practical deployment of these
models in legal contexts.

First, we demonstrate that models exhibit era sensitivity. The temporal stratification
reveals era sensitivity across all models in our evaluation, with performance degrading
as we move backward in time. This temporal bias reveals that extended context win-
dows alone cannot overcome the fundamental challenge of understanding legal language
across different historical periods, suggesting that models lack the linguistic and concep-
tual frameworks needed to parse judicial opinions from earlier eras that employ archaic
legal terminology, different citation conventions, and distinct argumentative structures.

Second, our analysis reveals the models’ reliance on shallow logical heuristics
rather than deep legal comprehension. Models can successfully apply simple temporal
logic—such as recognizing that an earlier case cannot overrule a later one—without ac-
tually understanding the complex legal reasoning embedded in the judicial opinions. The
high performance on Task 3 is achieved through basic chronological awareness rather
than genuine comprehension of legal arguments, highlighting a fundamental gap between
surface-level logical reasoning and deep legal understanding.

Third, we identify context-dependent temporal reasoning failures that highlight the
complexity of legal reasoning tasks. Models can correctly identify simple temporal con-
tradictions but fail to maintain temporal consistency when processing complex, open-
ended legal relationships. This finding indicates that the challenge lies not in basic logi-
cal reasoning, but in integrating temporal awareness with deep legal understanding under
cognitive load.

The empirical results underscore a critical gap between current LLM capabilities
and legal practice requirements. Even the best-performing model achieved only 73.31%
accuracy on the core identification task, falling short of the reliability standards needed
for legal applications. This performance gap is particularly concerning given that our
dataset focuses on cases with explicit overruling language, representing a straightforward
scenario for legal relationship identification.
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Abstract. The application of Al-based methods and Large Language Models
(LLMs) to the legislative domain poses unique challenges, including the exten-
sive usage of normative references, the complexity of legal language, as well as
the ever-changing nature of legal documents. We propose a multilingual (English-
Italian) LLM-based method to both retrieve and generate legislative definitions in
the context of the European and Italian legislation. These definitions are a crucial
aspect of legislative documents, as they create new meaning for specific concepts,
and their generation is an open challenge for any automatic method. New defini-
tions should not conflict with pre-existing ones, be consistent with the specific le-
gal domain (e.g., food, energy, finance), and instead leverage them when necessary.
Our method fosters a Retrieval Augmented Generation approach, using LLM and
Agentic Al, which considers the validity of existing definitions, the hierarchy of le-
gal sources, and investigates strategies to mitigate hallucinations in the generation
of definitions. We provide a quantitative and qualitative evaluation of the results of
our experiments.

Keywords. Definitions, Legislation, Large Language Models, Agentic AI, RAG

1. Introduction

Drafting legislative documents is a fundamental component of the legislative process and
a pillar of the normative system. This complex task is carried out by specialized legisla-
tive experts, and it is demanding even for experienced professionals. In this context, the
integration of Artificial Intelligence (Al) tools could offer valuable support across a wide
range of drafting-related activities.

Among such tasks, identifying the into force correct legislative definitions is a cru-
cial step in drafting laws. In legal context, “Definitions” typically follow a pattern that es-
tablishes a clear relationship between a term (definiendum) and its description (definiens).
This structure often takes the form: “definiendum means definiens” (e.g., “domain”
means one or several data sets that cover specific topics;”). The process of drafting
definitions is composed of three main tasks.
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1. Identifying the appropriate definiendum according to the domain of the act and
avoiding ambiguities with other similar terminology already used, with different
meaning, in other context (e.g., “data” in data protection law has a certain mean-
ing, but it has a different one in the Data Act).

2. Retrieving existing legislative definitions of the same term, to prevent overlapping
and conflicts between different descriptions.

3. If no legislative definition of the definiendum exists, drafting an appropriate
definiens for the term, bearing in mind “neighbor” definitions in the same domain
and the necessity of avoiding ambiguity.

Given such complexity (identification-retrieval-drafting), this paper aims to identify
possible methods of increasing the quality and the efficacy of legislative definition draft-
ing, in particular by proposing a combined pipeline which simplifies the retrieval and
drafting stages, which present both a higher degree of complexity and less discretion on
the drafter, thus being prone to the development of Al-assisting tools.

While the progressive spread of Large Language Models (LLMs) and Agentic Al in
the legal domain [1] allows new possibilities in document retrieval and text generation,
legal theory demands significant adaptations of such computational approaches to the
domain of law [2]. In particular, it is worth considering that legal texts bear a significant
complexity in the handling of temporal aspects: repealed, no longer in force, or amended
definitions should not be used in the generation of a new definition that should be ap-
plicable today. Finally, some parts of the text such as legal references (e.g., “Regulation
2016/679’) have a specific meaning which shall be properly handled and evaluated not
only syntactically, but also from a temporal or spatial/jurisdictional perspective.

While acknowledging such challenges, this paper seeks answers to the following
questions:

* RQ1: to what extent LLMs and Agentic Al can contribute to the retrieval of exist-

ing legislative definitions from legal corpora?

* RQ2: to what extent LLMs and Agentic Al can contribute to the generation of new

legislative definitions?

* RQ3: to what extent LLMs and Agentic Al can manage peculiar elements of the

legal domain, namely jurisdiction, temporal validity, and normative references?

2. Background

In the application of Al to the legislative domain, a multitude of peculiar challenges arise
from theoretical and practical issues that are intrinsically part of any legislative document
[3]. The scope of this study regards legislative definitions. They can have a multitude of
characteristics and can be classified according to the following types:

* Definitions as constitutive rules introduce new concepts, principles or institutions
and constitute the “poetic part” of the law. They act as a shortcut between a term
and its legal meaning (e.g., “X counts as Y in C”). The majority of the definitions
used in this study belong to the family of constitutive rules
Definitions as exceptions support legal reasoning by specifying exceptions or
derogations. These function as sub-definitions that extend, reduce, or exclude cases
based on conditions. Definitions may broaden a category (e.g., “cabin luggage”),
narrow its scope (e.g., restricting “placing on the market”), or explicitly exclude
cases (e.g., excluding air-cushion vehicles from the term “ship”).
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* Definitions as memberships preserve consistency in legal concepts while main-
taining adaptability over time. They typically follow an “is-a” structure, integrating
common-sense or emerging societal terms into existing legal categories.

* Definitions as equivalences establish a semantic equivalence between two terms,
often using formulations such as “means an offence equivalent to”. These defi-
nitions frequently refer to external normative sources, to which they anchor their
definition.

* Definitions as interpretations provide clarifications, specifications, or techni-
cal explanations without creating new legal categories. For example, defining the
“length of a vessel” based on physical measurement standards.

* Definitions as technical descriptions present purely technical information with-
out additional legal function. An example includes defining “a mile” as exactly
1852 meters.

The different nature of definitions is not the only critical issue. The structured nature
of legislative documents, which are composed of chapters, sections, articles, lists with
points, etc., is semantically relevant for the interconnection between provisions that de-
termines the first criterion of legal reasoning of the legal text (e.g., the position of the
points in the list is meaningful). Another issue that arises when dealing with legislative
documents is the usage of normative references, meaning portions of text that are used to
invoke information from another document. Their usage is pervasive in legislative defi-
nitions, allowing a single definition to be used across multiple laws (e.g., ’personal data”
means personal data as defined in point 1 of Article 4 of Regulation (EU) 2016/679).
Finally, one issue arises when, over time, legislative documents are amended, repealed,
thus affecting also their definitions. This means that each document can exist in multiple
(consolidated) versions that were in force at different times, with different text for the
same term of definition.

To mitigate the complexity of these challenges, across our experiments we leverage
the Akoma Ntoso XML standard [4,5], a standard for legal documents which supports a
variety of legal documents, including legislative ones. Akoma Ntoso allows our approach
to be time-aware and to deal with documents using point-in-time consolidated versions.
The Akoma Ntoso standard also supports the markup of structural elements of the docu-
ment (article, paragraph, etc), the annotation of normative references which contain the
URI of the referenced document, and extensive support for various types of metadata.
In particular, AKN includes a sophisticated methodology for the annotation of all the
types of definitions, especially those that are split into many provisions but semantically
connected (e.g., definition splits in two article, in different points in the list).

3. Related Work and motivation

The prevalence of Natural Language Processing tools and LLMs in various multidisci-
plinary fields is one of the main trends of the last years. In the legal domain, this trend
is also prevalent [6], since the automatic analysis of legal text can unlock a multitude
of benefits for the legal community. Legal text pose unique challenges, and even state-
of-the-art models struggle to produce satisfactory results [7]. Nevertheless, like in other
fields, the prevalence of transformer-based models [8] first and LLMs later [9,10] has
contributed to the field of legal informatics. Lately, applications based on Retrieval Aug-
mented Generation (RAG) [11] can mitigate some of the shortcomings of LLMs in the
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legal domain by grounding the models with accurate information.

This aspect is crucial for models that handle legislative documents, as these enter
into force, are amended and abrogated continuously, meaning that models would be out
of date in a very short amount of time. Interestingly, one of the application that involve
RAG for the augmentation of LLMs is one where it was used to ground a model for
question answering in the legal domain [12,13]. In a similar fashion, LLMs have been
used to identify and map concepts in legislation with the goal of verifying EU harmoni-
sation [14]. In the context of Al applications that handle legislative definitions, one rel-
evant contribution regards the creation of a suggestion tool based on the European Eu-
roVoc thesaurus' to suggest definition inside the LEOS editor [15]. Another approach,
which is based on a generative LLM, is LexDrafter, which uses a RAG-based framework
for the generation of European legislative definitions [16], enhancing the prompt with
contextual information.

4. Datasets

Our experiments were performed on three datasets (in Italian and English, given the legal
knowledge of the research group and by the legal expert evaluators), belonging to two
different jurisdictions::

* Eur-Lex: a set of European Regulations and Directives, which were downloaded
in FORMEX format from the eur-lex portal and converted in Akoma Ntoso XML.
Out of the complete dataset, which contains 14305 documents from 2010 to 2021,
889 have been annotated with definitions obtained using a symbolic Al approach.
They are in English.

Italian legislation in Normattiva: a set of 3196 Akoma Ntoso XML documents
extracted from Normattiva, the portal containing Italian laws. Out of those, 401
contain annotated normative references, which were extracted using linguistic pat-
terns in the documents. They are in Italian.

Chamber of Deputies Bill (PDL): a set of 3709 Italian bills from the 18th and
19th legislatures, extracted by us from the Italian Chamber of Deputies and con-
verted to Akoma Ntoso XML. Out of those, 78 contain legislative definitions. They
are in Italian.

Throughout these documents, we used simple rule-based systems to annotate the
legislative definitions contained within them, using the formulas adopted for definitions
in the respective legislative documents (among others, “{term} means ...” in EU docu-
ments, “per {term} si intende” for Italian documents). The annotation was integrated in
the Akoma Ntoso format using the appropriate elements (“def* for the definendum, “def-
Body” for the definiens). The documents are stored in an eXist XML database to allow
the system to extract data and metadata from the documents leveraging Akoma Ntoso.

5. Methods

The system uses the LangGraph? framework to produce a conversational agent which is
able to perform two tasks:

1. The retrieval of existing legislative definition in the two jurisdictions;

'https://eur-lex.europa.eu/browse/eurovoc.html
’https://github.com/langchain-ai/langgraph


https://eur-lex.europa.eu/browse/eurovoc.html
https://github.com/langchain-ai/langgraph
https://eur-lex.europa.eu/browse/eurovoc.html
https://github.com/langchain-ai/langgraph
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2. If no definition is found, the system generates a new one.

In order to perform these operations, we use an agent-based approach, where the model
itself is able to select and use tools to achieve its goals. The first step in both pipelines is
the extraction of a series of parameters, which are provided in plain text by the user and
extracted by the model:

* User query: the entire text provided by the user to the model;

* Definiendum: the term that the user provides in the query, for which they are
seeking a definition;

* Legislation filter: can take one of two values: “it” or “eu”, which indicate that
the user requested a retrieved or generated definition from the Italian or European
jurisdiction, respectively. Additionally, the system can operate with no filter, in
which case it will prioritize EU legislative definitions.

* Date filter: specifies temporal constraints applied by the user to the retrieval of
definitions. This component is crucial for a system that operates in the legal do-
main, where norms are continuously amended and users might be interested in
definitions as they existed in a specific point in time. Both open and close inter-
vals can be used (e.g., “2021-10-23 - 2021-12-31”). Like the legislation filter, this
parameter is optional.

The system then retrieves relevant definitions based on embeddings, specifically
those produced by the BGE-M3 multilingual model [17]. This model enables the imple-
mentation of a hybrid retrieval approach, with a similarity function that incorporates a
lexical component and a semantic one. In particular, the semantic (dense) similarity is
obtained from the normalized hidden states of their encoder model when processing the
“CLS” token. Given two embeddings e, and e,, then, the similarity is computed as their
dot product (cosine similarity):

Sqi=ey-e ey

BGE-M3 also produces sparse embeddings, using a ReLU activation function applied
to the linear projection of the hidden state in correspondence of each word. Then, the
similarity between two sentences is obtained from:

Ss=Y (Wg xwp) )

teqgnp

Where p and g are two sentences, and wy, g, are the sparse embeddings of two words
that belong to both sentences. Finally, we obtain the similarity between the user query
and each definition as follows:

S = w184 +waS; 3)

Where wi,w; were set to 1.0 and 0.7 respectively, to prioritize semantic similarity over
lexical similarity, as this is crucial to retrieve semantically similar definitions when the
generation of a new definition is required. The multilingual nature of BGE-M3 allowed
us to store the Italian and English vectors in the same vector database. From the previous
step, we can extract the top 10 legislative definitions in terms of similarity to the user
query. Our choice of 10 was motivated by a trade off between providing the model with
relevant definitions and to avoid irrelevant ones, and we found 10 to be a good balance in
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this context. Once the 10 definitions have been extracted, we filter out those that do not
match the specified jurisdiction if required, meaning that we use definitions from EurLex
for the “eu” filter, while we use Normattiva and PDL for the “it” one.

The next step in our pipeline is to build a timeline for each definition, containing
each version and the range of dates for which it was in force. This is achieved through a
query to the eXist XML database, which allows us to retrieve the successive consolidated
versions of each document and all the definitions contained within them. Through the
timeline of definitions, the system can then apply the temporal filter to the timelines and
select only the temporally relevant definitions. The complete timeline is presented to the
user, so they can assess which version of a given definition they should adopt. In order to
provide the model with a broader context about definitions, we also incorporate metadata
of EuroVoc terms associated with the original documents of each retrieved definition in
the EurLex corpus as metadata in the Akoma Ntoso documents and stored along with the
definitions inside the vector store. The next step in the pipeline is the choice, performed
by the model, of which of the retrieved definitions present to the user. We prompt the
LLM to adopt the user persona of a legal expert specialized in legislative drafting, with
the goal to identify the definitions that should be provided to the user from a given list. In
cases of ambiguity, the model is instructed to leverage the information from the EuroVoc
terms extracted in the previous step. Furthermore, we instruct the model to prefer EU
definitions in an attempt to favor the harmonisation of the EU law.

If the LLM does not find any definition to be relevant to the user query, it opts to
generate a new one. In the generation prompt, the LLM is asked to adopt the user persona
of a legal expert of the relevant jurisdiction, and the 10 most relevant definitions are
provided as examples to leverage the model’s in-context learning capabilities and mimic
in terms of style, tone, structure and lexicon of existing definitions.

Our prompt for the generation of definitions was first drafted with the help of re-
searchers from the legal domain. A small-scale qualitative evaluation of the generated
EU legislative definitions was then performed using the procedure outlined in Section 8.
This evaluation highlighted a series of issues with the results:

* Technological neutrality: the system should not produce definitions that mention

specific companies or technologies;

* Terminology: in the EU, some terms have very specific meanings. For example,
“Country” means a third party country, while “Member State” indicates one of the
states that are members of the EU;

¢ Invalid References: if the system generates references, they should be valid and
point to existing and in force legislative documents.

» Usage of examples: the generated definitions should be as general as possible,
without relying on specific examples as the individual instances are subject to in-
terpretation from the judges.

Thanks to this previous evaluation, we were able to modify the generation prompt to
give precise instructions that could counteract some of the problematic tendencies of the
model when generating definitions. The results of this effort are discussed in Sec. 8.

6. Experimental Settings

We evaluate the system using “Llama 3.3 70B Instruct” as the agent model, a relatively
recent model from the LLama 3 family [18]. Crucially, it is an open weights and multilin-
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gual model which is able to effectively operate as an agent and to provide instructions on
how to use tools. The evaluation is carried out using four distinct datasets, each designed
to target distinct functionalities of the system through both quantitative and qualitative
analyses:

* LexDrafter Dataset: originally introduced in the evaluation of the LexDrafter
framework [16], contains 1,330 legislative definitions related to 1,007 distinct En-
glish terms.

e Italian Definitions Dataset: contains 1478 Italian legislative definitions, ran-
domly sampled from the 4,985 entries extracted from the Normattiva and PDL
datasets.

* EU Qualitative Dataset: this dataset has been curated by legal experts and con-
tains 73 English terms that are not found in any EU legislative documents.

* IT Qualitative Dataset: includes Italian equivalents of the 73 terms in the EU
Qualitative Dataset, translated manually by legal experts.

6.1. Quantitative Generation Evaluation

A general assessment of the system’s generation capabilities is conducted using the
“LexDrafter Dataset” and the “Italian Definitions Dataset” to evaluate performances
in the generation of English and Italian definitions, respectively. The generated defini-
tions are evaluated using BLEU, ROUGE, BERTScore and BLEURT. For BERTScore,
we used “distilbert-base-uncased” model for English definitions and “distilbert-base-
multilingual-cased” for Italian ones. For BLEURT, we used the BLEURT-20 checkpoint,
which supports both English and Italian. The system is prompted to define each term in
the corresponding dataset language using the queries: “What is the definition of {term}
in the European Legislation?” for English and “Qual ¢ la definizione di {term} nella
legislazione italiana?” for Italian. To prevent the system from retrieving existing defini-
tions from its own corpus, we force their generation by excluding any definitions from
the initial retrieval phase (Sec. 5) whose definiendum matches the requested term.

6.2. Qualitative Generation Evaluation

Since quantitative evaluations fail to evaluate crucial aspects such as definitions’ le-
gal soundness, internal consistency, and alignment with established legal frameworks,
expert-based evaluations are necessary to assess the quality of the generated definitions
in the context of the legal domain [19]. The qualitative evaluation of the system was
conducted by a team of legal experts, who analyzed the definitions generated for the
EU Qualitative Dataset and the IT Qualitative Dataset. Each definition was evaluated
according to the following dimensions:
* Accuracy: Does the definition describe the correct legal content?
* Contextual Appropriateness: Is the definition appropriate for the specific legal
domain and context?
* Completeness: Does the definition include all the essential elements necessary to
fully describe the legal concept?
* Consistency: Is the definition internally coherent and free from contradictions?
* Timeliness: Does the definition contain up-to-date information?
* References Accuracy: Are the references used in the definition valid?
The experts evaluated each generated definition by assigning a score for each di-
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mension using a five-point Likert scale, where 1 indicates the lowest level of adherence
to the dimension and 5 the highest. In addition to these graded dimensions, two binary
criteria were added to the evaluation, in order to detect the presence of critical issues:
* Hallucination: Does the definition contain any false or incorrect information, par-
ticularly in relation to the EU legislation?
¢ Irrelevance: Does the definition include information that is irrelevant to the spe-
cific legal term being defined?

7. Quantitative Evaluation

For the comparison between the Italian and European datasets in terms of quantitative
metrics, it must be noted that while BLEU, ROUGE and BLEURT can in principle be
compared between these two datasets, BertScore cannot, as it uses two different models
for the two datasets. The first interesting finding when comparing the Italian and Euro-
pean dataset is the fact that the model seems to produce better scores for Italian than for
the EU definitions for the comparable metrics. This might be due to the more formu-
laic nature of norms in the Italian legal tradition, which might produce longer standard
sequences of words, which in turn improve the performance of our model.

In the comparison between our approach and the results obtained from LexDrafter
using LLaMA-2 and Vicuna, we obtain the best scores for the BLEU and BLEURT
metrics, while in terms of BERTScore our model produces comparable results for the
Recall value and slightly lower Precision and F1. These results show that our approach
is at the very least comparable with LexDrafter, albeit with a discrepancy when applying
various metrics. While a small amount of deviation can happen when applying the same
model across different library versions and architectures, the Precision and F1 differences
should be outside of the margin of error for both BertScore and BLEURT, meaning that
there is a significant difference within these metrics. The most probable explanation is
that our definitions, while they seem to be more lexically aligned with the original ones,
might be slightly more semantically divergent from the point of view of the distilBERT
model, even if the BLEURT scores do not reflect this trend. The ROUGE scores for the
LexDrafter models are not included in the original publication, so they were not included
in the table.

BLE ROUGE BERT,
Model v ouG Score BLEURT
I 2 3 4 1 > L | P R FI

DefAgent-IT 034 026 022 019 | 035 021 031 | 085 0.87 0.86 0.51

DefAgent-EU | 0.26 0.16 0.12 0.09 | 035 0.19 031 | 0.78 0.81 0.79 0.49
LD-Vicuna 025 0.13 0.07 0.04 - - - 083 0.81 0.82 0.47
LD-LLama-2 | 028 0.15 0.09 0.05 - - - 083 0.81 0.82 0.47

Table 1. Summary of the automated generation metrics scores for our models (DefAgent-IT and DefAgent-EU
for Italian and European documents) and for the two models from LexDrafter (LD-Vicuna and LD-LLama-2).
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8. Qualitative Evaluation

Metric 1T EU

Accuracy 357 397 Metric IT EU

Contextual Appropriateness  4.32  4.28

Completeness 394 401 Hallucination Rate  0.10  0.08
Consistency 423 419 Irrelevance Rate 0.10 0.04
Timeliness 4.06 441

References accuracy 225 216 Table 3. Hallucination and irrelevance rates

Table 2. Average scores for each dimension

Table 2 shows the aggregate qualitative evaluation for each dimension as rated by the
legal experts. Overall, the average level of accuracy is higher for the EU documents. This
is not a surprise, given the higher number of training document in English in comparison
to Italian. The generated definitions are usually appropriate in context and sufficiently
complete, with both jurisdictions achieving satisfactory results in the context. They also
maintain inner consistency, meaning that they are not contradictory. A significant gap
can be observed in timeliness, with Italian definitions being less time-aware and point-
in-time. Occasionally, while in scope and accurate, the legal reference provided for the
Italian legislation has been repealed. Despite being instructed to evaluate solely in-force
pieces of legislation, the system does not retrieve a valid reference.

High-valued definitions tend to be precise, contextually appropriate, and aligned
with relevant legal and technological standards (when necessary), or the domain. An
ideal definition clearly addresses the core elements of the concept without being lim-
ited to a specific sub-domain. For example, the definition of Autonomous Trading Agent
demonstrates strong timeliness by accurately describing functionality without tying to
tie the definition to a specific computational approach (e.g., Machine Learning). Simi-
larly, the definition of Gender-based Crime performs well in terms of consistency, as it
includes all relevant gender-related characteristics (’gender, gender identity, gender ex-
pression or sex characteristics”) and refers to a specific legal act to ensure consistency
with the legal framework. Similarly, in the references accuracy metric, well-drafted defi-
nitions cite the exact legal provision, such as a specific article of a regulation, thus ensur-
ing legal clarity and traceability. Unfortunately, as the score show, this is not always the
case. Most legal references are too broad (e.g., references to the Treaty of Functioning of
the European Union), out of scope (e.g., references to other domains), not in force, hal-
lucinated, redundant or recursive (e.g., using the definiens of the referenced law, which
does not define the definiendum). Additionally, in terms of contextual appropriateness,
certain definitions fail to reflect the practical implications or real-world application of the
term, instead relying solely on abstract or overly legalistic formulations.

The results presented in Table 3 indicate an overall strong performance. Both the
hallucination and irrelevance rates remain low across the IT and EU datasets. The hallu-
cination rates of 0.10 (IT) and 0.08 (EU) suggest that the system generates mostly factu-
ally grounded content, while the irrelevance rates of 0.10 (IT) and particularly 0.04 (EU)
highlight a sufficient degree of contextual relevance.
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9. Discussion and Future Work

In this article we propose an agentic approach for the generation of legislative definitions
in the context of European and Italian legislative documents. This approach leverages
retrieved normative references from two datasets, then it decides whether to provide the
user with a retrieved or generated definition for a given term. Furthermore, we allow
the user to filter the results of their query using temporal and jurisdictional constraints.
To the best of our knowledge, this is the first attempt to create a multilingual LLM-
based approach for the generation of normative references, which is accompanied by a
quantitative and qualitative evaluation of the results. In terms of the research questions
discussed in the introduction, we can state that:

* RQ1: The retrieval of relevant definitions from a given corpora seems to be quite
effective, and our agent is able to decide autonomously whether to generate or
retrieve documents with a high level of accuracy.

* RQ2: Our agent-based approach is at least comparable existing method which is
applied to the English language only. In terms of quantitative measures, achieving
SOTA performance for the BLEU and BLEURT metrics.

* RQ3: Through our qualitative evaluation of the generated definitions, we under-
stood clear limitations in the definition generation, namely with regards to the cor-
rect use of external legal references. Minor issues also concern the overall accuracy
of the legal content.

In terms of future work, one of the main outcomes of the qualitative evaluation is
the problematic nature of generated normative references within definitions. In this con-
text, it would be useful to provide the model with some form of post-hoc evaluation of
the references that it produces, allowing the LLM to correct its own output and to avoid
the generation of references that are invalid, that point to amended or repeal portions of
documents. This would require a careful implementation, as the point-in-time nature of
the law means that references that are valid now might point to abrogated parts of doc-
uments in the future. This would also require the application of the approach to datasets
that contain the entire collection of European and Italian legislative documents, as the
validation of references requires access to all relevant legislative documents.

Another avenue might be a fine-tuning procedure that is specifically aimed at the
generation of normative definitions. This would allow the model to learn the specific
language used in legislative definitions, and avoid some of the issues that emerge with
the contextual appropriateness of the results. However, this would not entirely solve the
issues that arise from the generation of incorrect normative references.

The type of definitions that are used both for retrieval and for generation in our
pipeline should also be expanded, as our model is only leveraging constitutive definitions,
while other definitions (e.g., the interpretative ones) could also be included by keeping
into account interpretations from the relevant courts in a given jurisdiction.

In conclusion, while the application of an agentic, RAG-based approach for the gen-
eration and retrieval of legislative definitions can be considered a successful experiments,
the peculiarities and challenges that emerge when dealing with legislative documents is
still partially unsolved, and further research is required on this task.
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Abstract. This paper presents a framework for evaluating approaches to formaliz-
ing legal sources. The framework integrates adoption-related criteria, extending the
scope of assessment beyond purely technical dimensions. We build upon three con-
temporary comparison frameworks for normative specification languages, combin-
ing the Technology-Organization-Environment framework with grounded theory
and adding criteria from other IT fields. As an illustration, we applied the resulting
framework to RegelSpraak (RuleSpeak) from the Dutch Tax Administration.
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1. Introduction

The rise of digitalization has led to a global increase in Rules as Code (RaC) initiatives
aiming to encode regulations and directives into machine-readable formats [1,2], build-
ing on work in normative systems [3], on legal expert systems [4,5], and legal drafting
requirements [6]. Various comparative frameworks have been proposed for formal lan-
guages and relative tools, focusing on logical languages [7], on tools for policy automa-
tion [8], or domain-specific languages (DSLs) [9,10], but a shared evaluation method
is lacking so far. Studies often use limited and inconsistent/incomparable experiments
[11], and focus primarily on formal and computational aspects while overlooking practi-
cal adoption. Against this background, we address the following questions: (RQ1) which
evaluation criteria recur in existing frameworks; (RQ2) which set of criteria covers adop-
tion aspects relevant to practice; and (RQ3) what insights arise from applying the re-
sulting framework. We illustrate the approach with an evaluation of RegelSpraak, a con-
trolled natural language (CNL) used by the Dutch Tax Administration (DTA).

Related works Formal legal languages are structured to translate legal texts into precise,
machine-readable representations while preserving legal meaning and traceability to the
source [11,12]. As the number of such legal representation languages has expanded, eval-
uation frameworks have become necessary. Early work [7] distinguished epistemologi-
cal, formal, and operational criteria, while other studies [13] emphasized organizational
integration, maintainability, and strategic alignment. Three contemporary comparative
frameworks exist, each representing a unique evaluative viewpoint and a distinct practi-

ICorresponding author: s.ali@uva.nl. This work was partly funded by the Dutch Research Council
(NWO) for the HUMAINER Al project (KIVI.2019.006).
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cal focus. Chun et al. (2024) propose an eight-point comparative framework that extends
prior work with usability, explainability, interoperability, and adoption-oriented crite-
ria, and they apply it to legal DSLs [9]. Kaptijn and Klaver (2024) introduce an assess-
ment framework for RaC with five scope categories and eight assessment aspects that
integrate technical and user-oriented aspects [8]. Parvizimosaed et al. (2022) propose a
ten-criterion framework for formal contract languages, organizing evaluation dimensions
into ontology, language features, and analysis capabilities [10].

Research Gap Collectively, these three frameworks illustrate various evaluation per-
spectives, encompassing semantic and usability issues, compliance, contract and rule
modeling, and user-centered design. However, none of these frameworks fully accounts
for broader socio-technical factors, such as how well a language fits within an organi-
zation, how easily it can be adopted, or how it interacts with external conditions. Be-
sides, various criteria are introduced without the support of more general literature, for
instance, on the topic of technology adoption. This gap unveils the possibility of intro-
ducing a more integrated approach.

2. Method

Methodology To answer our research questions, we follow a three-fold approach. In an
analysis phase, we collect the evaluation criteria proposed in recent comparison studies
and organize them using the Technology-Organization-Environment (TOE) framework,
initially developed in [14] and applied in technological innovation literature. In an anal-
ogy/transfer learning phase, we incorporate adoption-related criteria from other relevant
IT fields, such as cloud computing and enterprise IT. In a synthetic phase, we apply
grounded theory [15] to the identified criteria. The grounded theory process, via open,
axial, and selective coding, allowed the identification of similarities, conceptual clus-
ters, and broader evaluative dimensions. Through repeated analysis cycles, we resolved
conceptual inconsistencies and semantic overlaps for a more coherent and empirically
grounded evaluative structure.

As an illustrative example, we apply the resulting framework on RegelSpraak, a
CNL based on RuleSpeak [16]. Its long-term use within the DTA for machine-readable
tax rules provides a suitable setting to assess relevance.

Constructing the evaluative framework Applying this methodology, we first extracted
evaluation criteria from three key contemporary studies on formal legal languages
[8,9,10], presented in detail in the related works paragraph. We mapped all these criteria
into the TOE framework, classifying each as technological, organizational, or related to
the external environment. Table 1 presents this mapping. This clarifies that a formal le-
gal language must be technically sound, adoptable by organizations, and suitable for the
wider legal service provision environment. Where criteria could belong to multiple di-
mensions, e.g. traceability and explainability, we placed each criterion in the dimension
it most directly applies.

As a second step, to ensure the framework is comprehensive, we added criteria from
RaC-related studies and the broader literature on technology adoption. These additional
factors capture organizations’ challenges and drivers when adopting new technologies,
complementing language-specific criteria. Table 2 shows the added factors within each
TOE dimension.
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TOE Dimension

Evaluation criteria

Sources

Technology

Organization

Environment

Analysis; Automated Verification; Capable of expressing a wide vari-
ety of contract genres; Capable of expressing a wide variety of legisla-
tive and regulative genres; Executable Analysis; Equipped with a for-
mal semantics describing the language in terms of its underlying log-
ics; Legal Concepts; Observables; Programming Paradigm; Time Sup-
port; Coding; Contract Reparations

Affordability; Explainability, Interpretation explanation; Trans-
parency; Syntactically “low code” and user friendly with documenta-
tion and integrated development environment (IDE) support; Maturity;
User-centered

Compliance; Compliance Monitoring; Easy to integrate; Oriented to-
ward interoperability; Subcontracting; Traceability; Traceable Identifi-
ability; Application-oriented; Open-source implementation available

[8,9,10]

[8.9]

[8,9,10]

Table 1. Mapping of evaluation criteria from key sources to TOE dimensions

Criteria per TOE dimension Sources
Technology

Relative advantage [17,18,19,20]
Complexity [17,21,19,20]
Compatibility [20,17,21,18]
Security concerns [17,18,20,19]
Expressiveness [1,2]
Organization

Top management support [22,20,17,19,23,18]
Organization size [20,18,17]
Cost savings [20,17,19]

Readability by both legal and technical experts  [1]

Environment

Political influence [22,24]
Regulatory support [25,26,18]
Public interpretability of encoded rules [1,2]
Interoperability [2,1]
Transparency of encoded rules [2,1]

As a third step, we merged and simplified all criteria into a final framework applying
grounded theory. These categories, along with concise definitions, are shown in Table
3. The result is a comprehensive evaluation framework considering both technical and

Table 2. Additional adoption criteria

socio-organizational perspectives.

3. Case study: RegelSpraak

We applied the final TOE-grounded framework (Table 3) to RegelSpraak to validate the
framework’s utility. Table 4 presents the assessment per criterion: v/ (criterion is sup-
ported), X (criterion is not supported), and — (criterion is not applicable to the language’s

scope or design). In case of partial support, we used both symbols v X.
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Grounded Theory Category

Definition

Technology

Formal semantics and foundations
Expressiveness

Traceability

Time management

Reasoning and logic

Security

Implementation fit

Ensures the language has a rigorous, unambiguous formal basis
Ability to capture a broad range of rule types and domain logic
Links between code artifacts and their legal source references
Handling of time-dependent aspects and evolving state
Advanced logic features for legal reasoning and inference
Ensures data protection and prevents unauthorized access

Refers to how easily a method can be understood and integrated
within existing systems

Organization

User-centric design

Efficiency and operational advan-
tage

Explainability

Resource availability and support
Maintainability and maturity

Accessible tooling, designed for usability by stakeholders
Practical benefits in development and execution

Capacity to explain or justify outcomes of norm execution
Availability of sufficient resources, and leadership support
Stability, ease of updates, and maintenance processes

Environment

Regulatory alignment

Alignment with external policy and regulatory requirements

267

Industry trends, external stake-  Alignment with broader trends and stakeholder requirements
holder demand
International collaboration Facilitation of international standards and cooperation

Table 3. Grounded Theory merged categories

The results demonstrate how RegelSpraak performs against the proposed criteria.
It has a formal rule-based structure, suited for legal and regulatory domains, and works
effectively for internal use by domain experts. However, it lacks formal and computa-
tional semantics, which disables automated reasoning and verification, while execution
is only supported through Agile Law Execution Factory (ALEF) rather than directly in
the language. From an organizational perspective, however, RegelSpraak benefits from
resource availability and support, and its efficiency and operational advantage are evident
in streamlined rule management at the DTA. The language also shows an implementa-
tion fit, integrating with iKnow Rules and ALEF. Given the language’s non-executable
scope, only security concerns were marked as not applicable. The environmental dimen-
sion, however, shows some challenges. Regulatory alignment is partial and oriented to
internal goals. While external interest is growing, wider uptake depends on ALEF be-
coming open source, and there are no international collaborations or cross-national reuse
cases. Overall, RegelSpraak shows strong socio-technical characteristics in its domestic
context, but the absence of logic automation and direct execution semantics constrains
broader applicability or transferability.

4. Conclusion

This paper presents a structured comparison framework for formal legal languages. The
framework combines criteria from previous studies, the TOE framework, and related IT
literature, and is constructed by applying grounded theory. For RQ1, we observed that
contemporary frameworks consider adoption-focused elements, including usability, in-
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Grounded Theory Category

RegelSpraak

Technology

Formal semantics and foundations
Expressiveness

Traceability

Time management

Reasoning and logic

Security

Implementation fit

v X Provides a structured and unambiguous syntax, but lacks an
explicit semantics as in logic-based languages.

v X Supports both fiscal and general rule modeling, though not
as broadly expressive as formal logic languages.

X Provides no inherent mechanism for linking code artifacts
to legal sources, with traceability achieved through supporting
methodology (Wetsanalyse) and tool (iKnow Cognitatie).

v X Supports specification of time-dependent rules, with execu-
tion provided through ALEF.

X Allows specification of repair and consistency rules that handle
violations, but lacks a full reasoning engine; execution depends
on ALEF.

— Not applicable, as it does not handle directly execution-level
access or data control

v Integrates into IT systems like ALEF and iKnow Rules; low
perceived complexity

Organization

User-centric design

Efficiency and operational advan-
tage
Explainability

Resource availability and support
Maintainability and maturity

v Natural language structure with low-code logic improves us-
ability

v Proven reductions in manual processing and improved
decision- making

v X Produces structured, human-readable rule interpretations for
both internal and external users; execution is however supported
through ALEF rather than directly in the language.

v Backed by institutional support and technical expertise

v Long-term operational use; documented updates and institu-
tional anchoring

Environment

Regulatory alignment

Industry trends, external stake-

holder demand

International collaboration

v/ X Primarily focused on national/internal goals; not aligned with
external policy frameworks

v X Increasing interest from external stakeholders and public
agencies, though wider adoption depends on ALEF becoming
open source.

X No current collaborations or cross-national reuse cases

Table 4. Evaluation of RegelSpraak against the TOE framework

teroperability, explainability, and alignment with user needs. For RQ2, we observed that
mapping these to TOE provided a balanced view but revealed gaps that necessitated ad-
ditional criteria from adjacent IT adoption literature, reorganized using grounded theory.
For RQ3, applying the refined framework to RegelSpraak revealed socio-technical fac-
tors and technical limits that earlier comparisons overlooked. The framework, therefore,
offers a practical, wider basis for evaluation. In the future, we will consolidate the opera-
tionalization of criteria, applying our framework to multiple formal legal knowledge rep-
resentation languages, and conduct additional iterations to test and refine its structure.’

2We acknowledge, for instance, that the specific scope/problem domain targeted by the tools under scrutiny
is currently underdeveloped. This issue derives from the TOE framework, for which the scope remains implicit
in the “relative advantage” category, always defined with respect to a certain problem domain.
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Abstract. Accountability is a central notion in both political science and software
engineering, where it underpins trust, transparency, and responsibility in complex
systems. Multi-agent systems (MAS) provide fertile ground for investigating ac-
countability as a first-class computational construct. While earlier approaches in
MAS research relegated accountability to an implicit property, recent extensions
model it explicitly. This paper explores accountability in the well-known multi-
agent JaCaMo framework as an organizational, normative, and structural mecha-
nism. We argue that formalizing accountability in MAS provides a robust foun-
dation for legal reasoning, compliance verification, and transparent governance
of complex distributed systems, ensuring traceable responsibilities and structured
feedback flows. We introduce its conceptual foundations, the JaCaMo implementa-
tion, and its implications for legal knowledge systems, showing how accountability
provides a formal bridge between normative theories and executable systems.

Keywords. Accountability, Multi-agent systems, JaCaMo.

1. Introduction

The notion of accountability is deeply rooted in fields like social sciences, political sci-
ence, and law, where it amounts to a relationship between two individuals, that helps cre-
ating expectations on each other’s behavior. There is not a universally accepted definition
of accountability [1] but, following [2], a defining characteristic of current understand-
ing of accountability is that each of the parties in an accountability relationship recog-
nizes the authorities that are involved in the relationship: one party to exercise particular

powers and the other to hold them to account.

In the last fifteen years many organizations (e.g., the United Nations Development
Programme [3]) started to adopt “accountability frameworks”, which are organization-
wide processes for monitoring, analyzing, and improving performance, enabling man-
agers to address systemic issues and incorporate lessons learned into future activities.

ICorresponding Author: Matteo Baldoni, e-mail: matteo.baldoni @unito.it.
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Such organizational frameworks are supported by formally documented roles, responsi-
bilities, policies, and instruments that distribute authority and reinforce continuous im-
provement. Inspired by this use of the concept as well as by studies in ethnomethodology
[4], we studied how accountability can be transposed to software engineering [5]. Indeed,
complex distributed systems, and in particular multi-agent systems (MAS), increasingly
operate as socio-technical infrastructures where robustness, transparency, and trustwor-
thiness are essential. In this context, accountability is not only a normative principle but
it can also be a practical design tool that structures interactions, clarifies responsibilities,
and enables agents to dynamically request and provide accounts of their activities, de-
cisions, and obligations. Explicit accountability enhances system robustness and aligns
MAS with legal concepts such as duty, liability, justification, and explanation.

This approach is in a way orthogonal to traditional approaches to MAS design which
often assume accountability as an emergent property of social protocols that regulate
interaction, without treating it as a first-class construct [6,7]. While norms and organi-
zational structures provide important context for regulating behavior, the implicit treat-
ment limits the ability to establish system-wide accounting mechanisms and to ensure
that critical information reaches the most competent agents.

In this paper, we sketch an account of accountability in MAS, focusing on: (i) the
conceptual foundations of accountability as both a normative and structural mechanism,
where the account producing and account tackling activities are spread and may involve
many agents according to an organizational specification, (ii) its implementation in the
JaCaMo framework [8], and (iii) the legal implications of accountability for designing
MAS that can serve as trustworthy socio-technical infrastructures.

2. The normative and structural dimensions of accountability

We see accountability as a proactive mechanism that allows agents to retrieve informa-
tion dynamically. Such a piece of information is an account that an agent (account giver,
a-giver) reports to another (account taker, a-tfaker) upon request. This is particularly use-
ful when an agent needs information outside its reach to make decisions.

In accountability, we recognize two dimensions [9,10,11]:

* The normative dimension creates mutual expectations on the behavior of the in-
volved agents; it captures the legitimacy, for the a-taker, of asking (and the avail-
ability of the a-giver to provide) an account (the standing of the account taker to
demand an account).

* The structural dimension concerns the capability of the a-giver to produce an
account; for being held to account about a process, an agent must exert control
over it, and must have proper awareness of the situation it accounts for, possibly
by relying on other agents.

In a multi-agent organization, tasks are distributed among the agents depending on
their roles. We assume that in order to play a role an agent accepts the involved responsi-
bilities, that is, it will execute the tasks that are associated with the role and it will pursue
the goals that are associated with the role. Of course, the expectation is that an agent that
plays a role has the capabilities that the role requires, i.e., it has plans for pursuing the
role goals, and for executing the involved tasks.
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By exploiting accountability recursively, agents can provide accounts for tasks that
were carried out by others, or that involved the intervention of others. To guarantee the
reliability of accounts, the recursive structure of accountability should allow tracing ac-
counts back to the agents that are responsible for the involved tasks. In other terms, recur-
sion closes on some responsibility. This explains why accountability cannot be reduced
to the right/obligation involved in the relationship (normative dimension). In [10] we in-
troduced a conceptual model that defines organizational accountability by following this
line. In [11,5], in turn, a formal model of accountability is proposed.

3. Accountability in JaCaMo

We propose an extension to the JaCaMo framework that explicitly encompasses account-
ability as a first-class element in the design of multi-agent organizations, as well as
in agent programming’. Briefly, JaCaMo [8] is a conceptual model and programming
platform that integrates agents, environments, and organizations. Jason [12] agents are
defined by beliefs (knowledge and state), goals (tasks to achieve), and plans (actions
triggered by events). The environment is composed of dynamic CArtAgO [13] artifacts
which expose observable properties and operations. Moise [14] organizations include
roles and groups (structural dimension), global goals and missions (functional dimen-
sion), and permissions and obligations binding roles to missions (normative dimension).
At runtime, specifications are translated into normative programs in NOPL [15], which
regulate the organization by issuing obligations and guiding agents toward shared goals.
JaCaMo agents are required to commit to the missions that are associated with their roles,
thus they will be required to commit also to the accountability specifications that involve
those roles. However, agents are fully autonomous in deciding whether abiding by the
(accountability) norms or not. Sanctions can be associated with violations.

Specifying accountability. In our extension, organizational specifications include Noti-
fication Policies that regulate accountability relationships among agents. A notification
policy links a target goal to a condition and defines the accounts to be produced when the
condition holds. Conditions can range from goal achievement or delay to any custom or-
ganizational state. Each policy contains the specification of one or more types of account
the agents agree to possibly ask/send. Each specification is made of a set of predicates
with arity that agents must instantiate. Such specification acts like a form to be filled by
the a-giver. Each policy also includes goals associated with the report:

* Requesting goals allow agents to request information when permitted;

* Accounting goals oblige other agents to provide the requested information;

* Treatment goals (optional) specify how the provided information should be used;
* Context goals (opt.) define the conditions under which accounts can be requested.

Requesting and context goals differ from standard JaCaMo goals because they
grant permission rather than impose obligations. Only once an account is requested, the
normative system creates obligations for the accounting goals and, similarly when the

2The extension is freely available as part of the Moise platform (one of the three platforms that constitute
the JaCaMo framework). The source code, together with a comprehensive set of examples, can be found here:
https://github.com/moise-lang/moise, under the exceptions branch.
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account is provided, for treatment goals. This framework enables agents to request run-
time information from others without embedding such concerns directly in functional
goal decompositions of the multi-agent organization. Interestingly, the a-taker will inter-
pret the received accounts in a way that is not possible to the a-giver, who in general will
not be aware of the context where the account is useful.

Of course, the accountability design should be sound, that is, it should allow account
production. So, for instance, infinitely looping definitions should be avoided.

Running example: supervising a production line. ~Consider a production line that should
not be interrupted. A supervisor agent oversees the process and may need to know how
many plates remain on the feed belt. Depending on the number, the supervisor can decide
whether to continue production, slow it down, or stop it entirely.

A notification policy can specify this accountability relation. The policy would in-
clude an account description with arguments such as the number of available plates, a
requesting goal requestRemainingStock assigned to the supervisor, and an accounting
goal notifyRemainingStock assigned to the feed belt. Additionally, two treatment goals
could be defined: slow down production if the remaining stock is between 10 and 1, and
stop production if stock reaches zero. By this policy, the supervisor can at any time re-
quest stock information by achieving its requesting goal. The feed belt must then provide
the account, instantiating the schema with the current number of plates. The supervisor
will then be obliged to act on this information according to the treatment goals. This sep-
aration keeps the production logic clear while allowing the supervisor to react flexibly to
runtime conditions, e.g., by alerting suppliers and avoiding production from stopping.

Coding a-giver and a-taker. The supervisor (a-taker) may request the account dur-
ing its monitoring cycle by achieving goal requestRemainingStock. Once the feed belt
responds with a predicate availablePlates(N), the supervisor can use this information
directly within its reasoning cycle. Treatment goals encoded in the notification policy
oblige the supervisor to broadcast slowdown or stop commands as conditions require.

1 +lsuperviseCell : not account(stock,_)

2 <— // here goes the supervision logic

3 if(/* | need to know the remaining stock x/) {

4 goalAchieved (requestRemainingStock );

5 -wait({+account(stock ,[availablePlates(N)])});

6 I'superviseCell;

7 }-

8

9 +!superviseCell : account(stock ,[availablePlates(N)])

10 <— // check if the remaining stock N of available plates is ok

12 +!slowDownProduction
13 <— .broadcast(tell ,slowdown).

15 +!stopProduction
16 <— .broadcast(tell ,stop).

The feed belt agent (a-giver), in turn, is responsible for the accounting goal noti-
fyRemainingStock. Upon activation, it counts the plates in storage and issues giveAc-
count(stock,[availablePlates(N)]). This makes the requested information available to
the supervisor through the organizational infrastructure.

1 +4lconveyPlateToTable
2 <— // steer the feed belt to move the plate
3

4 +lnotifyRemainingStock
5 <— .countPlatesInStorageRack(N);
6 giveAccount (stock ,[availablePlates(N)]).
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Variants of accountability. Notification policies are flexible and admit several variants.
Designers can, thus, enforce strict organizational treatment of accounts, leave decisions
to agents, or introduce conditions that control when accountability applies. For instance,
a policy may omit treatment, meaning that the a-taker will decide autonomously how to
use it. In the example, the supervisor might still choose to slow or stop production, but
such actions would be part of its own reasoning, not mandated by the organization. An-
other variant involves restrictions on when requesting accounts. For instance, the supervi-
sor may be allowed to ask for stock information only after having obtained authorization
from a manager. In this case, getAuthorization goal becomes a precondition.

4. Implications for legal knowledge and information systems and conclusions

Explicit accountability in MAS carries significant implications for the formalization of
legal knowledge and the operation of information systems, as well. Legal systems of-
ten demand auditable records of responsibility. Explicit accountability in MAS ensures
that every action can be traced through normative and structural chains to responsible
agents. This facilitates automated compliance checks, contractual enforcement, and au-
diting in digital legal environments (improved Traceability and compliance). Account-
ability mechanisms allow agents to justify their actions on demand, mirroring due pro-
cess requirements. Unlike opaque black-box systems, accountable MAS are designed to
produce structured, verifiable accounts, thereby enhancing trust in automated decision-
making (improved Transparency and explainability). As discussed in [10,11], account-
ability contributes to system robustness, defined as the invariance of a system under per-
turbations [16]. In legal contexts, robustness can translate to reliability: even under dis-
ruptions, the system can provide defensible justifications, ensuring continuity of legal
rights and duties. Related to this, accountability supports the realization of exception han-
dling mechanisms in distributed systems [17,18], where the agent detecting an exception
may not be the most competent to handle it, and relevant contextual information must be
transferred from the exception raiser (a-giver) to the right exception handler (a-taker).

Embedding accountability in MAS opens the way for accountable digital institu-
tions. MAS could implement legal contracts, compliance procedures, or regulatory over-
sight directly within their organizational artifacts. Such systems would not only execute
processes, but also continuously monitor and justify them in legally intelligible terms.

Beyond multi-agent programming, explicit accountability modeling has broader sig-
nificance for the design of distributed socio-technical systems. It supports compliance,
monitoring, and auditable governance while preserving organizational flexibility and
separation of concerns. In this sense, accountability emerges as a unifying principle that
advances both the engineering of resilient distributed intelligent systems and the devel-
opment of transparent, ethically grounded digital institutions.
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Abstract. The availability of structured legal data is important for advancing Nat-
ural Language Processing (NLP) techniques for the German legal system. One of
the most widely used datasets, Open Legal Data, provides a large-scale collection
of German court decisions. While the metadata in this raw dataset is consistently
structured, the decision texts themselves are inconsistently formatted and often lack
clearly marked sections. Reliable separation of these sections is important not only
for rhetorical role classification but also for downstream tasks such as retrieval and
citation analysis. In this work, we introduce a cleaned and sectioned dataset of
251,038 German court decisions derived from the official Open Legal Data dataset.
We systematically separated three important sections in German court decisions,
namely Tenor (operative part of the decision), Tatbestand (facts of the case), and
Entscheidungsgriinde (judicial reasoning), which are often inconsistently repre-
sented in the original dataset. To ensure the reliability of our extraction process,
we used Cochran’s formula with a 95% confidence level and a 5% margin of er-
ror to draw a statistically representative random sample of 384 cases, and manu-
ally verified that all three sections were correctly identified. We also extracted the
Rechtsmittelbelehrung (appeal notice) as a separate field, since it is a procedural
instruction and not part of the decision itself. The resulting corpus is publicly avail-
able in the JSONL format, making it an accessible resource for further research on
the German legal system.

Keywords. Legal NLP, German legal system, Court decisions, Open Legal Data,
Dataset

1. Introduction

The increasing volume of legal data and growing digitization of court decisions in Ger-
many has created new opportunities to advance NLP in the legal domain. Large-scale
initiatives, such as Open Legal Data [1] and GerDaLIR [2], provide access to thousands
of court decisions across different courts and years. However, the usability of such re-
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sources in Legal NLP is affected by inconsistent formatting, missing structural markers,
and varying HTML structures [3,4].

The structure of German court decisions follows a consistent legal writing for-
mat, where Tenor provides the operative part of the judgment, Tatbestand summarizes
facts and procedural history, and Entscheidungsgriinde outline the reasoning. For down-
stream tasks such as legal case retrieval [5], citation analysis, and rhetorical role clas-
sification [6], a reliable separation of these sections is a prerequisite [7]. A lack of
clear segmentation can directly affect retrieval, where overlapping reasoning with fac-
tual history can lead to false matches, and citation analysis, where the significance of
a cited statute depends on whether it appears in the reasoning or the operative part. In
Retrieval-Augmented Generation (RAG) systems, section-aware chunking can improve
interpretability and prevent the model from mixing argumentative and operative content.

Prior research on German court decisions has also highlighted the importance of
structured and machine-readable court decisions for retrieval and classification [8,9,10],
but existing datasets still lack consistent section boundaries. In this paper, we introduce
a dataset of 251,038 German court decisions derived from the official Open Legal Data
data dump. Using a rule-based extraction approach with regular expressions, we sepa-
rated the three decision sections and also identified statutory and case references to make
interlinks within the corpus readily available. To ensure reliability, we used Cochran’s
formula [11] with a 95% confidence level and 5% margin of error, drawing a random
sample of 384 cases that we manually verified. In this sample, 97.40% (31.59%) of the
cases were correctly processed, confirming the reliability of the extraction procedure.
The dataset is publicly available in JSONL format via Hugging Face datasets”.

2. Related Work

The Open Legal Data platform introduced by Ostendorff et al. [1] created a large corpus
of publicly accessible German court decisions, with metadata including court identifiers
and dates. However, while there is a consistent structure for metadata, the decision texts
are stored as heterogeneous HTML and lack standardized markup. Several subsequent
corpora have since been derived from this source. Glaser et al. [12] created a collection of
approximately 100,000 German court rulings to evaluate summarization methods, seg-
menting texts into units suitable for training summarization models, though without en-
forcing legal section boundaries. Wrzalik et al. [2] introduced GerDaLlIR, an information
retrieval benchmark linking 123,000 query passages with 131,000 documents based on
citations between decisions. Darji et al. [3] explored semantic similarity between Ger-
man court decisions and statutory provisions, and later published a dataset of 1,944 man-
ually annotated legal references from German court decisions [13]. While these efforts
advanced retrieval and similarity modeling in the German legal domain, they did not pro-
vide a fully structured corpus that separates Tenor, Tatbestand, and Entscheidungsgriinde
across all decisions.

In addition to datasets, other studies have highlighted how adding structural clarity
to legal texts enables computational applications. Heckelmann [14] examined how legal
agreements can be represented as executable smart contracts, thus defining a legal frame-
work for their machine execution. While the focus is on fitting smart contracts into the

Zharshildarji/openlegaldata. https: //huggingface.co/datasets/harshildarji/openlegaldata
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existing framework of civil law, the motivation is the same: structure is a prerequisite for
making legal data usable in downstream tasks.

3. Dataset

We created our dataset from the official Open Legal Data dump (as of 2022-10-18%).
While this raw dataset is available in JSONL format, the decision text is embedded within
a content attribute with varying HTML structures. Our extraction pipeline focuses on
separating three sections, normalizing court metadata, and extracting statutory and case
references.

3.1. Extraction Process

We begin by parsing the HTML string in the content attribute with an HTML parser
and iterate over visible elements limited to p, h1-h4, td, and a custom rd tag. The text
is then normalized via whitespace collapsing, and empty and duplicate lines are skipped.

Next, we normalize the court metadata by resolving city and state identifiers using
the public APIs from Open Legal Data* (endpoints /api/states/ and /api/cities/).
Missing entries were set to Unspecified.

Then, we perform section boundary detection by identifying specific, fixed-
vocabulary headers. These section headers are recognized by two exact, line-level pat-
terns per section, which are applied with case insensitivity and require a full-line match.
The patterns are:

e Compact form: ~\s*<marker>\s*:*$
* Spaced-letter form: “\s*<m a r k e r>\s*:*$

The section vocabulary is fixed to tenor, tatbestand, entscheidungsgriinde, and
griinde’. For each, we then test both the compact and space-letter variants (for exam-
ple, tenor vs. t e n o r). The active section defaults to tenor until the first header
is encountered and non-header lines are appended to the currently active section. This
assumption is consistent with German legal drafting practice, where all court decisions
typically begin with Tenor.

German court decisions generally follow two drafting patterns. Urteile (decisions
with a hearing) provide all three sections explicitly: Tenor, Tatbestand, and Entschei-
dungsgriinde. Beschliisse (decisions without a hearing), although beginning with Tenor,
usually contain a Griinde section subdivided by Roman numerals, where, Griinde I cor-
responds to the Tatbestand and Griinde II to the Entscheidungsgriinde. When no subdi-
vision is present, the entire Griinde section is treated as Entscheidungsgriinde. This logic
is consistently applied throughout our extraction pipeline.

Additionally, we also identify and extract the Rechtsmittelbelehrung, which provides
procedural instructions on available appeals. Although it is part of the published decision,

30pen Legal Data dump. See https://static.openlegaldata.io/dumps/de/2022-10-18/

4Open Legal Data API https://de.openlegaldata.io/api/

SIncluded in the vocabulary as required for boundary detection, but later divided into Tatbestand or Entschei-
dungsgriinde
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it is not considered a substantive section of judicial reasoning; therefore, we store it
separately in the schema.

Following section segmentation, all collected lines are processed with the Legal Ref-
erence Extraction tool®, which identifies legal citations and categorizes them by type
(1aw, case). Each court decision is then stored as a single JSON object containing nor-
malized metadata, sectioned text, and extracted references, allowing for direct use with-
out additional preprocessing. A detailed JSON example entry showing this structure is
available online’.

3.2. Verification Process

Automatic section segmentation of decision texts can introduce subtle errors, such as
misplaced boundaries or partial overlap between sections. To evaluate the reliability of
our extraction process, we estimated the necessary sample size for manual verification
using Cochran’s formula with finite population correction. This approach ensures a sta-
tistically representative sample size for categorical evaluations, where each decision is
either correctly or incorrectly segmented.

The initial sample size for an infinite population is given by:

Z2.p-(1-p) 1.96%-0.5-0.5
no = 62 =~ 3s4le, (1)

where Z is the critical value for the chosen confidence level (Z=1.96 for 95%), p is the
estimated proportion of correct extractions (set to 0.5 to maximize variance and yield
the most conservative—i.e., largest—sample size estimate), and e is the margin of error
(0.05 for 5%). Applying the finite population correction for N=251,038 decisions yields

n=—"0_ ~38358. )

where N in this context serves as the population size. In practice, we use the conservative
rounded sample size of n = 384.

Thus, 384 cases were selected uniformly at random and manually reviewed. Each
sampled case was checked to confirm that the three sections (Tenor, Tatbestand, and
Entscheidungsgriinde) were correctly identified, with correctness defined strictly as the
absence of overlap between sections. The manual review confirmed correct segmenta-
tion in 97.40% of cases, with errors mainly due to rare formatting irregularities in the
HTML. Based on this result, we computed a 95% confidence interval using the normal
approximation with finite population correction, which yields (0.9581, 0.9899) for the
full dataset of 251,038 decisions. This confirms that the true proportion of correctly seg-
mented cases lies between 95.8% and 98.9%, indicating a high level of reliability for the
extraction process.

Ohttps://github.com/openlegaldata/legal-reference-extraction
7Example entry: https://huggingface.co/datasets/harshildarji/openlegaldata#example-entry
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3.3. Section Coverage

Table 1 shows the coverage of three sections within our dataset. The Tenor is present in
87.7% of cases, while the Tatbestand appears in 65.4%, and the Entscheidungsgriinde
in 95.1%. The difference in coverage of Tatbestand and Entscheidungsgriinde reflects
differences in drafting practice between decision types, with Urteile usually contain-
ing both sections explicitly, while in Beschliisse, the factual background is sometimes
merged into the reasoning when no subdivision into Griinde I and Griinde II is provided.
The Rechtsmittelbelehrung, which provides procedural instructions on available appeals,
appears in 8,335 decisions (3.32% of the corpus).

Table 1. Section coverage over 251,038 decisions. Table 2. Structural composition of decisions.
Section Count Structure Count
Tenor 220,273 (87.7%) All three sections 144,383 (57.5%)
Tatbestand 164,222 (65.4%) Only Tenor + Ent. 63,720 (25.4%)
Entscheidungsgriinde 238,666 (95.1%) Only Tenor 11,388 ( 4.5%)

In addition, there are 176 decisions (0.07% of the total) in which all sections are
absent. These correspond to cases where the original content field is blank. Table 2
shows how the different sections are combined within the dataset. A majority, 57.5%, of
the decisions contain all three sections, while only 25.4% of decisions contain only the
Tenor and Entscheidungsgriinde, and a small number of decisions, 4.5%, contain only
the Tenor section.

4. Conclusion and Future Work

In this paper, we presented a dataset of 251,038 German court decisions derived from
the Open Legal Data dataset. Our dataset provides a consistent structure by segmenting
decisions into Tenor, Tatbestand, and Entscheidungsgriinde, addressing the inconsistent
formatting and incomplete markers of the original raw HTML. We also evaluated the
extraction pipeline using a statistically representative random sample, using Cochran’s
formula. The manual verification confirmed the reliable separation in approximately 97%
of cases. The dataset is available in JSONL format and includes metadata as well as
extracted references, making it directly usable for further research without additional
preprocessing.

We are also currently using this dataset to build a RAG system for German legal
texts. The segmented structure allows our retrieval pipeline to separately index case sum-
maries, statutory references, and reasoning paragraphs, which are then aligned with user
queries. Our future work will focus on improving retrieval quality by adding ranking and
reranking strategies. We also plan to evaluate the RAG system across subtasks that fur-
ther demonstrate the value of segmentation. These include statute retrieval, where rea-
soning passages must be aligned with cited provisions, reasoning coverage, where fac-
tual context and arguments need to be distinguished, and interpretability, where users
benefit from seeing only the most relevant section of a decision. Finally, we will extend
this corpus with additional court decisions as they become available and fine-tune the
handling of legal drafting variations.
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Abstract. Standard Retrieval-Augmented Generation (RAG) systems fail in the le-
gal domain, as they are blind to the hierarchical, diachronic, and causal structure
of law, leading to anachronistic and unreliable answers. This paper introduces the
Structure-Aware Temporal Graph RAG (SAT-Graph RAG), an ontology-driven
framework designed to overcome these limitations by explicitly modeling the for-
mal structure and diachronic nature of legal norms. We ground our knowledge
graph in a formal, LRMoo-inspired model that distinguishes abstract legal Works
from their versioned Expressions. To validate this architecture, we present a qual-
itative, trace-based evaluation demonstrating how an agentic framework can lever-
age our model’s deterministic primitives to resolve complex temporal and prove-
nance queries that are intractable for standard RAG. The result is a practical and
auditable framework for building trustworthy and explainable legal Al systems.

Keywords. Graph RAG, Legal Knowledge Graphs, Temporal Modeling, Provenance
Reconstruction, Computational Law, Deterministic Retrieval, LRMoo

1. Introduction

Retrieval-Augmented Generation (RAG) systems [1], while promising, fail to address
the unique challenges of legal texts. Legal norms are not flat documents; they possess
a formal hierarchy, a dense web of cross-references, and a diachronic evolution through
amendments and repeals. This interplay between structural hierarchy and temporal dy-
namism is a primary obstacle for standard Al, as a “structurally and temporally-naive”
system cannot deterministically retrieve the version of any legal provision valid on a spe-
cific date, leading to factually incorrect answers unacceptable in a high-stakes domain.
To address this, we introduce the Structure-Aware Temporal Graph RAG (SAT-
Graph RAG), an ontology-driven framework grounded in LRMoo [2]. It models the legal
norm’s multi-layered structure, propagates changes efficiently via aggregation, and rei-
fies legislative events as queryable Action nodes, enabling a multi-aspect retrieval where
a norm’s causal history and metadata become as searchable as its textual content. This
paper presents this conceptual blueprint and a proof-of-concept evaluation, demonstrat-

ICorresponding Author: Federal Senate of Brazil; E-mail: hudsonm @senado.leg.br.
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ing how the architecture—formalized in the SAT-Graph API [3]—enables deterministic
answers to complex temporal queries that are intractable for standard RAG.

We review related work in Section 2, detail our framework in Section 3, present a
proof-of-concept evaluation” in Section 4 and conclude in Section 5.

2. Related Work

Research in RAG [1] and Graph RAG [4] confirms that external knowledge improves
performance. Legal benchmarks like LegalBench-RAG highlight retrieval as a key bot-
tleneck [5], as naive approaches ignore the structural information from legislation that
is crucial for statutory retrieval and QA [6,7]. While research on Temporal Knowledge
Graphs (TKGs) has focused on representation and reasoning [8], few works integrate
the hierarchical and cross-referential structure of legal texts with robust mechanisms for
provenance and historical versioning [9]. Legislative standards like Akoma-Ntoso [10]
aim to capture these complexities, confirming that legal representation demands explicit
temporal and hierarchical support [11]. However, a systematic integration of hierarchical
versioning with temporally-aware, provenance-based retrieval remains a critical gap. Our
work addresses this gap by grounding a Graph RAG architecture in a formal ontology,
enabling deterministic, temporally-aware retrieval with auditable provenance, inspired
by hybrid approaches that fuse structured and textual data to improve explainability [12].

3. The Proposed Framework
3.1. Ontological Foundation and Graph Construction

Our framework models the hierarchical, temporal, and linguistic complexities of legal
norms using a graph structure grounded in a formal model inspired by the IFLA LRMoo
ontology [2], which elevates the Work/Expression distinction to first-class entities. While
traditional FRBR, designed for bibliographic records, can be interpreted more restric-
tively, LRMoo is explicitly designed for interoperability and permits modeling temporal
and linguistic variants as distinct Expressions. Following legislative informatics practice,
we model each dated version of a norm as a distinct Expression. The full diachronic
modeling principles are detailed in a foundational work [13], currently available as a
preprint; here, we define four primary node types:

Norm: An abstract legal creation (e.g., “1988 Brazilian Constitution”). (LRMoo: Work)

Component: A hierarchical element within a norm (e.g., a title, chapter, or article).
(LRMoo: Work)

Temporal Version (TV/CTV): A language-agnostic “temporal snapshot” of a Norm or
Component, capturing its semantic content. (LRMoo: Expression)

Language Version (LV/CLV): The concrete textual realization of a TV/CTV in a spe-
cific language. (LRMoo: Expression)

2 A formal data model and API contract is provided as an OpenAPI 3.0 specification, publicly available at:
https://github.com/hmartim/sat-graph-api
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Graph construction begins with structure-aware semantic segmentation. This pro-
cess identifies the abstract structural entities, creating the backbone of Norm and Com-
ponent nodes (Figure 1). However, linking the textual content (the 7ext Unit) directly to
a timeless Component node would be flawed, as it fails to capture the law’s diachronic
nature: the abstract Component is permanent, but its textual expression is not.

Our model resolves this by using versioning layers. For the initial enactment and
for each subsequent amendment, we instantiate a Component Temporal Version (CTV)
representing its semantic content on a specific date, and a corresponding Component
Language Version (CLV) for its concrete wording. The text itself is exclusively associ-
ated with the CLV, ensuring every piece of content is unambiguously tied to both a spe-
cific semantic state and a linguistic expression (Figure 1). This design efficiently scales
to multilingual corpora by reusing the abstract and temporal nodes, only creating new
language-specific CLVs and their associated Text Units for each translation.

Components Temporal Versions Language Versions Text Units

@1988-10-051112 @1988-10-05texto:pt

@1988-10-05~textosenti

@1988-10-051112_car

@1988-10-05~textorptiit2_cap:

@1988-10-05~textojentit

@1998-12-15~textoiptit2

@1998-12-15111t2_cap?

@1998-12-15~textojentit

Figure 1. The model’s layers: Norms (green), Components (blue), Temporal Versions (dark gray), Language
Versions (light gray), and Text Units (rectangles).

3.2. Temporal Versions as Aggregations

A key innovation is how our framework propagates changes by replacing naive Com-
position with efficient Aggregation. A compositional model, which creates new CTVs
for all children of an amended component (even those unchanged), is highly inefficient,
creates redundant data, and obscures the actual modifications. Our aggregation model for
a parent CTV on date D,, simply reuses the most recent available CTVs of its unchanged
children. This economical approach enables the reuse of child CTVs across parent ver-
sions and guarantees the deterministic reconstruction of any provision on a specific date.

3.3. Modeling Causality and Metadata as Retrievable Units

To make the graph’s semantic capabilities searchable, we model normative events and
metadata as first-class entities. To reify the causality of legislative events, we introduce
an Action node for each granular change, grounded in event-centric legal ontologies [13,
14]. Each Action represents a specific command from a normative instrument (e.g., an
amendment) and acts as a formal causal link, connecting the source provision’s original
CTV to its effect on the target norm: terminating one CTV/TV and creating another.
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We generate a separate, descriptive Text Unit for the Action itself. This structured
summary textualizes the event’s key details—such as the amending law, effective dates,
and a description of the change. This transforms the legislative event into a searchable
object, enabling queries about a law’s history and causal evolution, not just its content.

We apply the same principle to structured metadata. Information like publication
dates or succession relationships, normally invisible to text-based retrieval, is converted
into natural language Metadata Text Units, linked to Norm, or Component or Temporal
Version, nodes. This operationalizes multi-aspect representation [15], making a norm’s
entire context—from causal events to metadata—as retrievable as its content.

3.4. Structure-Aware Retrieval via Curated Communities

Departing from standard Graph RAG approaches that rely on algorithmic community
detection, our framework leverages two forms of curated communities intrinsic to the
legal domain. The first is the norm’s own Internal Hierarchy: its predefined structure
(Titles, Chapters) that provides a natural, nested hierarchy where each grouping com-
ponent serves as a community. The second is the External Thematic Classification:
human-curated legal taxonomies (e.g., “Social Security””) which are modeled as high-
level Theme nodes and group related norms and components across the corpus. These
nodes can form their own hierarchy, allowing broader themes.

This curated structure enables a powerful filtering mechanism: a user can select any
node—a Theme, Norm, Component, or Temporal Version—to define a precise query
scope. The semantic search is then performed exclusively on the contextually relevant
subset of Text Units associated with that scope. This transforms retrieval from a flat
search into a process of semantic navigation, yielding more efficient and precise results.

4. Proof-of-Concept Evaluation

We validate our framework with a proof-of-concept evaluation using the Brazilian Fed-
eral Constitution of 1988, a text with a complex diachronic history. While our conceptual
model (Section 3) distinguishes four layers for clarity, this evaluation uses the pragmatic,
streamlined model from our SAT-Graph API [3], where Norm and Component are uni-
fied into Item, the Temporal Version (TV/CTV) is simplified to Version and all associ-
ated text is collapsed into TextUnit. This simplification reduces engineering complexity
without compromising the deterministic capabilities demonstrated below.

We present a qualitative, trace-based simulation of an agentic framework resolv-
ing complex queries, contrasting its outputs with a baseline representing the dominant
paradigm in current RAG deployments: a flat index of a document’s current version. Its
predictable failures are not presented as a straw man, but serve to illustrate the funda-
mental architectural limitations our causally-aware framework is designed to overcome.

4.1. Modeling a Legislative Amendment: The Case of Article 6

Our evaluation focuses on Article 6 (more precisely, on its caput), which enumerates
social rights and has been amended multiple times. For instance, Constitutional Amend-
ment (CA) No. 26/2000-02-14 added the right to “housing” (moradia). In our graph, this
is modeled as a discrete Action node that: (1) is causally linked to the Version of the CA
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26 provision Item that commanded the change; (2) terminates the original 1988-10-05
Version of Article 6’s caput; and (3) creates a new 2000-02-14 Version for Art. 6’s caput,
linked to a new TextUnit containing the updated pt-BR wording.

4.2. Answering Complex Temporal Queries

Query Pattern 1: Point-in-Time Retrieval

For a query like “What were the social rights listed in Article 6 of the Brazilian Consti-
tution on May 20th, 1999?”, a standard RAG fails by retrieving the current text, which
includes rights added after that date. Our framework succeeds through a deterministic,
three-step agent plan: (1) resolve “Article 6, caput of the Brazilian Constitution” to its
canonical Item ID (e.g., via the resolveltemReference API call); (2) find the single Ver-
sion valid on the target date (1999-05-20) (e.g., via getValidVersion); and (3) retrieve its
exact TextUnit (e.g., via getTextForVersion). The LLM thus receives only the temporally-
correct text, enabling a factually accurate, auditable answer.

Query Pattern 2: Provenance and Causal-Lineage Reconstruction

To trace the legislative lineage of a term like “food” in Article 6, a baseline RAG’s
semantic search is probabilistic and cannot guarantee retrieval of the causal law, nor can
it provide a verifiable “before/after” comparison. Our framework enables a deterministic
agent plan: (1) resolve “Article 6, caput of the Brazilian Constitution” to its Item ID
(e.g., via resolveltemReference); (2) retrieve its full history of Action nodes (e.g., via
getltemHistory); (3) identify the pivotal Action that introduced the term by inspecting the
text of each resulting Version (e.g., via getBatchTexts). This process yields structured,
verifiable data (the amending law, date, and textual difference) for an auditable report.

5. Discussion and Conclusion

This paper introduced an ontology-driven Graph RAG architecture that transforms legal
retrieval from a probabilistic search into a deterministic, auditable process. Grounded in
a formal, LRMoo-inspired model, our principal contributions—explicitly modeling legal
structure, versioning, and causal Actions—provide a retrieval substrate superior to flat
RAG systems for trustworthy legal Al [16]. While this determinism requires significant
data curation, our aggregation strategy demonstrates promising scalability; for a corpus
like the Brazilian Constitution, the graph’s growth is sublinear relative to the number
of amendments—our aggregation strategy for Constitution produced a graph with 5121
Versions (TV/CTVs) across 3085 Items (Norm/Components) modified by 136 Constitu-
tional Amendments. This approach lays a necessary foundation for high-stakes legal Al,
though its output quality depends on accurate upstream data.

While this paper’s qualitative proof-of-concept validates our deterministic logic, fu-
ture work will focus on large-scale quantitative evaluation against legal Al benchmarks
and the publication of a formal OWL/RDF ontology to support semantic interoperability.
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Abstract. Algorithmic bias in bail decision systems threatens judicial fairness,
yet research on computational analysis of Indian court judgments remains scarce.
Building on the recently released IndianBailJudgments-1200 dataset [4], which in-
cludes 1,200 bail cases from Indian High Courts and the Supreme Court (1975—
2025) with rich textual and structured socio-legal attributes, we present the first
comprehensive empirical study addressing both bail outcome prediction and fair-
ness evaluation in this context. For bail outcome prediction, we benchmark Lo-
gistic Regression and domain-adapted LegalBERT, leveraging combined textual
and structured features. For fairness evaluation, we compare Logistic Regression,
LegalBERT, and XGBoost across gender, crime type, and region subgroups. Lo-
gistic Regression achieves 95.4% baseline accuracy but suffers data leakage (drops
to 88.8% after correction); LegalBERT reaches 86.9% with greater robustness. In
fairness evaluation, XGBoost attains 95.6% accuracy with lowest gender disparity
(1.8%), while LegalBERT achieves 93.9% and Logistic Regression 93.1%. Criti-
cally, data leakage correction reveals severe fairness degradation in transformers,
with LegalBERT dropping to 82.2%. We will release models, code, and splits, es-
tablishing the first reproducible fairness benchmark for Indian bail judgments, and
advocate for fairness-aware, human-supervised Al in judicial settings.

Keywords. bail outcome prediction, fairness evaluation, LegalBERT, XGBoost,
Logistic Regression, Indian judiciary, algorithmic bias, subgroup analysis

1. Introduction

Bail decisions profoundly impact accused individuals’ liberty, judicial efficiency (court
workloads), and public trust in the justice system. In India’s overburdened courts, auto-
mated analysis enhances consistency and transparency. However, research on Indian bail
prediction remains limited due to lack of annotated datasets and language variability.
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Recent legal NLP advances show effectiveness globally [1,3,5,2]. Datasets with bail
decision fairness evaluation remain rare. IndianBailJudgments-1200 [4] addresses this
gap: 1,200 annotated orders from 78 Indian courts (1975-2025) with 20+ structured
attributes (crime type, gender, jurisdiction).

Fairness is critical [6]: We define fairness as equalized accuracy across protected
subgroups (gender, crime type, region), and bias as systematic accuracy disparities.
While this operational definition excludes broader judicial fairness aspects, it provides
concrete algorithmic equity metrics. Importantly, judicial decisions may reflect sys-
temic biases; our labels represent observed patterns requiring scrutiny, not absolute truth.

We investigate: (1) Bail outcome prediction using Logistic Regression and Legal-
BERT; (2) Fairness evaluation across all three models (Logistic Regression, Legal-
BERT, and XGBoost). Results: Logistic Regression 95.4% baseline (drops 88.8% cor-
rected), LegalBERT 86.9% with robustness (85.7% corrected). For fairness: XGBoost
95.6% accuracy, 1.8% gender disparity; LegalBERT 93.9%, Logistic Regression 93.1%.
Critically, leakage correction reveals severe fairness degradation—Legal BERT drops to
82.2% (11.7 pp decline).

Contributions: (1) First reproducible bail prediction benchmark; (2) Comprehen-
sive fairness audit with rigorous definitions; (3) Critical leakage-correction fairness find-
ing; (4) Open release of trained models, code, splits.

2. Dataset

We use IndianBailJudgments-1200 [4]: 1,200 bail orders from 78 Indian High/Supreme
Courts (1975-2025), textual summaries, 20+ structured attributes (crime type, region,
gender). Corpus: 28 regions, 12 crime categories, 736 Granted/464 Rejected. Notably,
147 landmark, 13 bias-flagged cases support bias detection. Table 1 provides statistics.

Table 1. IndianBailJudgments-1200 statistics.

Attribute Value

Cases 1,200

Years 1975-2025

Courts 78 (High+Supreme)
Regions/Crimes 28/12

Outcomes 736 Granted / 464 Rejected

Landmark/Bias-flagged 147/13

Reflects typical patterns: predominantly male (class imbalance), 61.3% granted.
Limitations: Excludes lower courts; female/rare crimes underrepresented. Data split
80/20 train/test (stratified); training split 75/5 validation. Text: lowercasing, tokeniza-
tion, stopword removal. Features label-encoded. Public archives, anonymized per ethical
guidelines.
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3. Methodology

Logistic Regression: TF-IDF (50k vocabulary, unigrams/bigrams), one-hot encoded fea-
tures; C € {0.1,1, 10}, 5-fold CV, LibLinear solver.

LegalBERT: Fine-tuned nlpaueb/legal-bert-base-uncased; batch 4, epochs
2,1r2x 1073, AdamW, early stopping. [CLS]+16-dim structured embeddings. Hardware
(Quadro P500 GPU) necessitated small batches, causing variance (+14.7%), mitigated
via seeds (13, 21, 34).

XGBoost: Frozen LegalBERT embeddings (768-dim)+structured features; 100 es-
timators, depth 3, Ir 0.1, subsample 0.8, colsample 1.0, L, A = 1, seed 42; 5-fold CV,
early stopping.

Data split 80/20 (stratified); 75/5 train/validation. Preprocessing: lowercasing, punc-
tuation/stopword/citation removal (LogReg); minimal cleaning, LegalBERT tokeniza-
tion (BERT/XGB). Features label-encoded.

Redaction: Baseline=full text; Redacted removes “granted,” denied,” rejected,”
“allowed.” Limitation: Addresses explicit leakage; metadata/implicit phrasing may per-
sist—future: adversarial validation.

Fairness: Max accuracy differences across subgroups (gender, crime, region)=equalized
accuracy. Captures algorithmic equity; excludes broader judicial fairness. Differential
FP/FN rates may perpetuate injustices.

Evaluation: 5 seeds LogReg/XGB (13,21,34,42,57); 3 LegalBERT (constraints).
Metrics: accuracy, F1, AUC, Brier, ECE. Paired t-tests (& = 0.05), Cohen’s d, 95% CI.
Python 3.10.9; code/data released.

4. Results
4.1. Bail Outcome Prediction

Logistic Regression achieves 95.4% baseline but drops to 88.8% after redaction (¢(4) =
23.82, p < 0.001, d = 10.65), revealing severe leakage. LegalBERT shows robustness:
baseline 86.9% (£14.7%) stabilizes at 85.7% (£1.8%) with AUC improving 8.0 pp, in-
dicating semantic understanding beyond superficial cues [2]. Table 2 summarizes results;
Figure 1 illustrates performance trends.

Table 2. Bail outcome prediction with statistical tests.

Model Condition Acc. F1 AUC

LegalBERT Baseline 86.9+14.7 83.1+19.8 83.9+21.8

Redacted 857418 847421  91.9+07 ~p <000l
Logistic Reg.  Baseline 95.4+£1.3"%%  954+1.3" 99.1£0.5**

Redacted 88.8+1.6 88.8+1.6 96.0+1.2

for leakage effect. All values in percentages.
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Model performance comparison
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Figure 1. Model performance: LegalBERT stabilizes after redaction; Logistic Regression shows leakage-in-
duced degradation.

4.2. Fairness Analysis

XGBoost achieves highest accuracy (95.6%) with lowest gender gap (1.8%). Overall ac-
curacy differences not statistically significant (F{;, 109) = 0.86, p = 0.45), but XGBoost’s
gender equity shows large practical effect (d = —1.51). Crime (15-23%) and regional
(24-35%) gaps remain substantial, indicating structural disparities. Table 3 presents sub-
group results.

Table 3. Fairness: subgroup disparities (max gaps, %).

Model Acc. Gender Crime Region

LegalBERT (Base) 93.9+1.6 23+09 228+40 34.7+18.1
LegalBERT (Red.) 82.2+4.1 58452 33.6+29 49.0+157 TLargeeffectsize

Logistic Reg. 93.1+£0.9 3.9+35 150+2.1 347+17.1
XGBoost 95.64+0.5 18+12" 200+56 250479
(d>1.4).

Critical Finding: LegalBERT accuracy drops from 93.9% to 82.2% under redac-
tion, with all gaps worsening (gender: 2.3%—5.8%; crime: 22.7%—33.6%; region:
34.7%—49.0%). This reveals leakage correction can improve generalization while para-
doxically compromising fairness—a finding with profound judicial Al implications.

4.3. Interpretability

Logistic Regression coefficients reveal legal terminology (“evidence,” ”cognizance”) and
crime severity dominate predictions. XGBoost feature importance shows LegalBERT
embeddings contribute 78%, followed by crime type (12%) and region (6%). Classical
models rely on explicit keywords (vulnerable to leakage); XGBoost leverages semantic
embeddings robustly. Future work should incorporate SHAP/LIME for instance-level
interpretability, critical for judicial applications.
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5. Discussion

LegalBERT’s lower baseline (86.9%) but superior robustness (stable 85.7%) indicates
deeper semantic understanding versus Logistic Regression’s superficial cues. XGBoost
combines accuracy (95.6%), fairness (1.8% gender gap), and efficiency (50s train-
ing)—offering a practical deployment path.

Crime and regional disparities (15-35%) surpass gender gaps (1-4%), reflecting:
(1) differential case complexity; (2) regional legal precedent variations; (3) training un-
derrepresentation. Addressing these requires examining structural judicial inequities, not
just algorithmic fixes.

Classical methods show inflated baseline performance (6.6 pp drop); LegalBERT
maintains prediction accuracy but suffers severe fairness degradation (11.7 pp). This
demonstrates leakage-aware evaluation is essential for safe deployment.

LegalBERT’s high variance (4+14.7%) stems from hardware constraints (Quadro
P500 GPU) and small batches. This is the main technical limitation. Multiple seed runs
partially mitigate instability; training curves show convergence. Future work requires
stronger computational resources for stability.

For judicial Al deployment: (1) mandatory leakage-aware evaluation given dramatic
fairness impacts; (2) continuous fairness audits of crime/regional gaps; (3) data augmen-
tation for underrepresented groups; (4) human—AI collaboration where Al supports, not
replaces, expert judgment. Severe fairness degradation under realistic conditions demon-
strates deployment readiness requires evaluation beyond standard accuracy metrics.

6. Limitations and Ethics

Limitations: (1) Dataset excludes lower courts/unpublished orders, limiting gener-
alizability; (2) Subgroup imbalances reduce reliability for underrepresented groups;
(3) Analysis relies on summaries, missing rich contextual data; (4) No temporal
dynamics modeled; (5) Limited interpretability—Logistic Regression offers trans-
parency, but Legal BERT/XGBoost require enhanced explainability; (6) No causal infer-
ence—statistical associations only.

Ethics: Subgroup gaps risk amplifying inequities. Judicial autonomy must re-
main paramount; Al strictly as decision support. Attribute combinations may enable
re-identification despite anonymization. AI recommendations may shift judicial norms;
misuse risk exists. Continuous monitoring and stakeholder engagement necessary.

7. Conclusion

This study presents a rigorous framework for bail prediction and fairness auditing on
IndianBailJudgments-1200. Logistic Regression achieved 95.4% baseline but leakage
correction revealed inflated performance; LegalBERT’s 86.9% proved more robust. First
systematic fairness audit exposed large crime (15-23%) and regional (25-35%) dis-
parities; XGBoost offered best balance (95.6%, 1.8% gender gap). Critical finding:
Data leakage correction reveals fairness fragility, with transformer performance degrad-
ing up to 12 pp—highlighting necessity of robust, leakage-aware evaluation protocols
in judicial AI systems. Upon publication, we will release code, models, and data at
https://github.com/[anonymous-for-review].
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Abstract. This paper addresses the extraction of Judicial Interpretative Formulas
(JIFs) in decisions of the Court of Justice of the European Union (CJEU) on Value
Added Tax (VAT). European case law includes a significant number of JIFs on this
subject, which are crucial for the interpretation of VAT. However, extracting such
JIFs manually is effortful, and doing that automatically has not been investigated
yet in the VAT domain. Our work proposes the first pipeline method for doing so.
We start by defining a set of guidelines for annotating legal texts following a princi-
ple definition of JIF. By following such guidelines, we obtain a corpus of 21 expert-
labeled CJEU decisions. We keep them for validation and testing. For training, we
machine-annotate 80 additional decisions using LLMs. Our experiments show that
BERT-based architectures trained on such data perform comparably to LLMs.

Keywords. Judicial Interpretative Formulas, Court of Justice of the EU, Value
Added Tax, Automated Extraction, Natural Language Processing

1. Introduction

In the EU, the Court of Justice of the European Union (CJEU) is responsible for inter-
preting EU law and ensuring its consistent application. National courts may file requests
for preliminary rulings to the CJEU, whose decisions are binding in the referring case.
In fulfilling this role, the CJEU adopts an argumentative style with broad interpretative
statements whose value extends beyond specific issues, as they are progressively cited
and integrated into EU law [1]. Drawing on the literature [2,3], which describes formulas
as legal texts or standards that the CJEU develops over time through self-citation, we
refer to these statements as Judicial Interpretative Formulas (JIFs), highlighting their ori-
gin in case law and their interpretative function. These differ from ratio decidendi in that
they are not limited to the elements necessary to reach the Court’s conclusion [4]. One
area in which the importance of JIFs is particularly evident is value-added tax. Since VAT
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harmonisation was implemented through a Directive, regulating only certain aspects and
leaving others to national discretion, numerous inconsistencies have emerged over time.
Consequently, the interpretation of VAT rules has frequently fallen to the CJEU, whose
rulings have progressively shaped the substance of VAT law [5].

From a technical perspective, our work builds on the field of automated extraction
of legal principles, which, despite their significance, is still a largely manual process,
requiring considerable effort from legal practitioners. Recent studies explore the use of
automated tools to support this task, relying on hand-crafted grammars [6], machine
learning [7,8,9], and prompting LLMs [10]. These approaches face two main drawbacks:
data-driven methods require costly annotation, while LLM-based methods often lack
stability, transparency, and reproducibility, which are essential in the legal domain.

The objective of this research is to develop and evaluate a machine-learning frame-
work for the extraction of JIFs in CJEU case law on VAT, combining the strengths of
data-driven learning with the efficiency of LLMs. We position our solution as a hybrid
pipeline that aims to reduce the manual annotation burden and avoid sole reliance on a
black-box LLM at deployment. First, we provide a task description that includes defin-
ing what constitutes a JIF, resulting in the development of detailed annotation guidelines.
Second, we contribute a novel corpus structured into three splits and designed to separate
manually annotated data for evaluation and development, and automatically annotated
data for training. Third, we present an experimental study evaluating whether state-of-
the-art NLP techniques can achieve acceptable results in this field. We observe that BERT
models fine-tuned on LLM-annotated data are on par with LLMs in terms of perfor-
mance, with the potential advantage of more stability, reproducibility, and computational
efficiency. The guidelines, corpus, prompts, and code are made publicly available.

2. Guidelines, Annotation Process, and Corpus

The source data consists of 101 preliminary rulings of the CJEU in the VAT domain, on
the subtopics of taxable amounts and exemptions for the public interest. Of these docu-
ments, resulting from a concept-based search using the EUR-Lex Directory® in Decem-
ber 2024, 21 were manually labelled, while 80 were labelled automatically.

The annotation guidelines were drafted and iteratively improved following in-depth
theoretical and empirical analysis of formulas as used in the argumentative style of the
CJEU. As a general rule, we define a JIF as an interpretative statement by the Court,
either formulated for the first time or drawn from cited case law. Since the objective is
to extract the interpretative statements attributable to the Court, annotation focuses on
the part of the decision containing the Court’s answer to the preliminary question, which
lies between the first occurrence of “Consideration of the question referred” (or similar
expressions) and the section on litigant costs (introduced by “Costs”). The annotation
unit is one paragraph, reflecting the typical structure of CJEU judgments, which are
organised in numbered paragraphs, each expressing an autonomous step of reasoning
[11]. In most cases, JIFs have purely legal content, i.e. interpretation of law or legal
principles in abstract terms, without any reference to case-specific facts. However, JIFs
may occasionally contain factual issues, such as in the final part of the decision, where

*https://github.com/poline-project/jif-cjeu/
3https://eur-lex.europa.eu/browse/directories/new-case-law.html
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Table 1. Document sets manually annotated at each stage and corresponding annotation setting.

Number of Annotators Annotators Split
Set  documents Purpose per document interaction of destination
A 2 guidelines draft 2 collaborative validation
B 9 guidelines improvement 2 independent validation
C 2 guidelines validation 2 independent test
D 8 increase test split 1 independent test

the Court applies its interpretation of EU law to the case at hand. These passages were
also considered JIFs, as they directly express the interpretative stance of the Court. More
specifically, we identify as JIFs those paragraphs containing at least one of the following:
(1) interpretation of a rule, a part of a rule, or a general principle, (ii) consequences
stemming from the interpretation/application of a rule or principle, (iii) subsumption of
a fact within a rule, (iv) qualification of a fact as a concept contained within a rule.*

2.1. Manual Annotation Method

We created our guidelines and corpus through multiple stages of annotation, each involv-
ing different documents and methodologies, as reported in Table 1. The guidelines were
envisioned not only as instructions for human annotators, but also as a potential source
of information for automated annotation methods. To maximise their effectiveness, the
guidelines included examples taken from existing documents. Since this provides a clear
advantage for automatic annotation on those same texts, it required careful partitioning
of the corpus to ensure sound downstream evaluation. In particular, the test split contains
only documents that were never used during the development of the guidelines.

The first draft of the guidelines was based on theoretical and empirical studies. Two
annotators jointly worked on a shared set of documents (set A), iteratively refining the
guidelines until no ambiguities remained. To validate the guidelines, the annotators then
independently annotated a new set of decisions (set B), in a double-blind process. Dis-
agreements were discussed and resolved, leading to a consolidated version of the guide-
lines. A third set of decisions (set C) was then independently annotated by both annota-
tors and used to validate this final version. We measured the Inter-Annotator’s Agreement
(IAA) on set C at paragraph level, restricted to the relevant portions of the judgments.
The resulting Cohen’s k [12] was 0.96, indicating almost perfect agreement.

Since the guidelines were refined after annotating sets A and B, and thus relied on
examples from documents contained therein, these sets were excluded from the test split
and merged to form the validation split. Conversely, the guidelines remained unchanged
after annotating set C, which was included in the test split, further increased by including
a fourth set of decisions (set D), with each document annotated by a single expert.

2.2. Automated annotation
Given the large costs associated with manual annotation by legal experts and the need

for a large annotated dataset to train BERT-based methods, we decided to automatically
annotate additional documents through an LLM. We framed the task as a paragraph clas-

4 An extended version of the guidelines, including examples, is available in our repository.
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Table 3. Composition of the dataset.

Table 2. Results of LLMs on the val split. JIF
Split  Ndocs  Annot.
Model Precision  Recall F1 Yes No  Yesay,
Claude 0.688 0914  0.785 Train 80 auto 1015 1037 127
DeepSeek 0.687 0.978  0.807 Val 11 manual 147 164 134
Gemini 0.644 0.835 0.727 Test 10 manual 142 164 142
Total 101 - 1304 1365 129

sification, where the model is prompted to label each paragraph as JIF or non-JIF. To
reduce the computational footprint, documents were truncated to the part of the judg-
ment where JIFs occur, as defined in the guidelines. After a preliminary study, we de-
fined a prompt based on our guidelines and evaluated a subset of LLMs: Gemini-1.5-pro,
Deepseek-R1, and Claude-3.7-sonnet.’ Each model was compared against the manually
annotated validation split to measure precision, recall, and F1 score (Table 2). DeepSeek
obtained the highest score and was therefore adopted to annotate the documents.

A detailed breakdown of the final corpus composition is reported in Table 3.

3. Automated extraction

We approached the automatic extraction of JIFs as a binary classification task: given a
paragraph, classify it as containing a JIF or not. Experiments were conducted using the
train-validation-test splits described in Table 3, determined at the document level so that
paragraphs from the same document would never split across partitions. Note that the
validation and test splits were entirely manually annotated, ensuring that they maintained
the highest quality and avoiding the evaluation of AI models using Al-annotated data.

We experimented with four models: LinearSVC with TF-IDF features, Distil-
RoBERTa [13], DeBERTa [14], and LEGAL-BERT [9]. BERT models were fine-tuned
for 10 epochs with early stopping, a learning rate of 2¢~> and a batch size of 8.° With the
exception of LinearSVC, which is deterministic, each model was trained three times with
different seeds and we report their average performance. For reference, we also evalu-
ated two baselines and DeepSeek R1, the generative model used to annotate the training
split. The baselines consist of a classifier that outputs a random class (Random) and one
that always predicts the majority class (Majority). For DeepSeek R1, we used the same
setting, prompt, and hyperparameters presented in Section 2.2.

Table 4 reports the metrics obtained on the test set by each classifier for each class,
as well as their macro-average. The highest macro F1 score of 0.76 was achieved by
both DistilRoBERTa and LEGAL-BERT, with all other models closely behind, with a
minimum score of 0.72. LEGAL-BERT yielded the best F1 score on the positive class
(0.76) followed by DeBERTa and DistilRoBERTa. DeBERTa is the best model for what
concerns recall on the positive class, with a score of 0.82, while DistilRoBERTa reaches

SWe experimented with the following hyperparameters: temperature=0.35, top-k=35, top-p=0.7.
®We wused the following implementation of the BERT models: distilbert/distilroberta-base,
microsoft/deberta-v3-base, nipaueb/legal-bert-base-uncased.
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Table 4. Results for the JTF classification task.

Model Precision Recall F1 score
yes no Avg. yes no Avg. yes no Avg. o
Majority baseline 0.00 054 027 0.00 1.00 050 0.00 070 0.35
Random baseline 046 053 049 049 050 049 047 051 049
DeepSeek R1 073 078 0.75 073 076 0.75 074 077 0.75
LinearSVC 0.68 0.76 0.72 075 070 0.72 071 073 0.72 -
LEGAL-BERT 073 0.82 0.77 080 074 0.77 0.76 0.77 0.76 0.008
DistilRoBERTa 075 079 0.77 075 078 0.77 075 078 0.76  0.020
DeBERTa 069 082 075 082 068 0.75 075 074 074 0.012

the maximum precision score of 0.75. For all models except DistilRoBERTa, precision
is higher for the negative class while recall is higher for the positive class.

Results indicate that Transformer models generalize well, achieving performance
comparable to or even better than DeepSeek. They also exhibit behaviors similar to those
observed for the three generative LLMs on the validation set, namely higher recall and
lower precision on the positive class, with DeBERTa showing the most pronounced dif-
ference. This can be explained considering that the models were trained over data anno-
tated using DeepSeek. Therefore, it is reasonable to speculate that they may have learned
similar patterns and a tendency to favour false positives over false negatives. Moreover,
the models show stability across repeated runs, as indicated by the low standard deviation
of the results. LinearSVC’s performance is not much inferior to state-of-the-art models,
suggesting that lexical cues play a crucial role in the task.

In general, we consider LEGAL-BERT to be the best model. It is the most stable,
and it has the best macro F1 score as well as the best F1 score in the positive class.
Moreover, it has the second-best recall score over the positive class, close to the best.
This is particularly relevant for tools intended for legal practitioners, as the presence of
additional JIFs is preferable to the absence of fundamental ones. Indeed, users can easily
discard a few irrelevant paragraphs, but cannot know if a crucial JIF is missing.

4. Conclusion

In this paper, we presented a machine-learning framework for the extraction of JIFs from
CJEU decisions on VAT cases. We leverage the capabilities of LLMs for annotating
training data and explore the performance of various classifiers in this domain.

A general limitation of using LLMs in the legal domain lies in their proprietary na-
ture and lack of transparency, as well as susceptibility to hallucinations [15]. However,
our approach mitigates these issues by using a dedicated, task-specific classifier for the
final extraction of JIFs, combining the strengths of LLM prompting with a more trans-
parent and reproducible model. Our results indicate that the annotations produced auto-
matically by LLMs can be exploited to distil LLM knowledge in much smaller models
that obtain comparable results, reducing annotation costs and improving scalability. By
enabling large-scale extraction of these statements, our approach helps various stake-
holders, including judges, practitioners, and scholars, in reviewing EU case law.
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Abstract. Disambiguating references to legal provisions in court decisions is chal-
lenging when abbreviations map to multiple candidate laws, yet it is crucial be-
cause reliable reference resolution supports legal information retrieval. We present
a self-supervised, graph-based method that constructs a weighted co-occurrence
graph from court decisions, where nodes are legal provisions and edge weights re-
flect their co-occurrence frequency. Ambiguous references are resolved by mea-
suring distances from context provisions using a multi-source Dijkstra algorithm,
selecting the closest candidate.

Experiments show that the approach improves accuracy over naive baselines,
provides confidence scores for reliability, and delivers a practical disambiguation
method, while our study also contributes an annotated dataset for future research.

Keywords. legal provision extraction, graph-based disambiguation, co-occurrence
graph, court decisions

1. Introduction

Parsing references to statutes and legal provisions in legal texts is essential for turning
unstructured documents into structured, machine-readable data. In legal texts, references
often appear as

§ (paragraph) (section) (letter) (act name) (local alias)
§ 34 section 5 letter a) Criminal Code (hereinafter, ‘CC’).

Once an alias is declared, later mentions of the abbreviation (e.g., CC) are unam-
biguous within the document; without an alias, the shorthand may refer to multiple acts—
the ambiguity we aim to resolve.

Regular-expression and rule-based methods reliably detect such references and list
candidate acts but often fail to disambiguate the abbreviation.

Here, the correct act must be inferred from the surrounding context (e.g., neigh-
boring provisions, recurring terminology, co-occurring references). Existing approaches
typically rely on supervised learning with annotated data [1] or on semantic similarity
between text embeddings [2].

An alternative is to prompt large language models, but these are resource-intensive.
We therefore explore a lightweight method that exploits the structural regularities of le-
gal texts, using LLMs only for low-confidence cases. This hybrid design reduces costs
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while maintaining reliable disambiguation. Our self-supervised approach differs by con-
structing a graph of co-occurring legal provisions and applying shortest-path methods to
capture co-occurrence patterns rather than semantic embeddings.

Our contributions are threefold:

* We propose a self-supervised graph-based method, built on co-occurrence patterns
of legal provision references, to resolve ambiguous references in court decisions
and output prediction confidence scores.

* We evaluate the method on a curated dataset of Slovak court decisions, showing
improved accuracy over naive baselines.

* We release the annotated language-agnostic dataset to support further research in
legal text processing.

2. Related Work

Legal reference extraction has traditionally relied on regular expressions and other rule-
based methods; Palmirani et al. (2003) showed that such approaches, which match sur-
face patterns, perform well on well-structured references [3]. Van Opijnen et al. (2015)
introduced xLLx, a rule-based system for extracting legal references from Dutch court
decisions, which emphasized better maintainability than regular expressions and in-
cluded handling of “local aliases” of law names [4].

More recent approach introduces machine learning: Darji et al. (2023) frame legal
reference prediction as a classification task, using BERT-based models to predict the cor-
rect law reference from candidate mentions in German court decisions [5].

Graph-based models have also gained traction in legal Al. Zhang et al. (2023) pro-
posed the Missing Link model, a GNN for joint citation prediction combining semantic
and topological features [6], and Fujita et al. (2022) explored hypergraphs for hierarchi-
cal and self-referential citation modeling [7].

Unsupervised and self-supervised methods are particularly relevant in low-annotation
domains. LamBERTa, a BERT model trained on the Italian Civil Code, leverages unsu-
pervised labeling for extreme classification (i.e., tasks with thousands of possible labels)
[8].

While prior graph-based legal work (e.g., Boulet’s code networks [9], Hier-
SPCNet [10]) emphasizes document similarity or hierarchy. Our approach adopts a self-
supervised paradigm but differs from prior graph-based methods by focusing on co-
occurrence graphs of legal provisions, modeling their contextual relationships for disam-
biguation.

3. Dataset Overview

Our experiments are conducted on a dataset of court decisions, specifically designed to
support the development and evaluation of legal reference disambiguation. The dataset is
divided into two distinct parts: a graph-building set (containing only parsed law refer-
ences without disambiguation) for constructing the co-occurrence graph, and an evalua-
tion set (ambiguity-labeled) for testing the disambiguation method. We first describe the
evaluation set, so the reader clearly understands the disambiguation task, before detailing
how the graph-building set is constructed.



302 S. Horvdt et al. / A Self-Supervised Method for Legal Reference Resolution

Evaluation Set  The evaluation set mimics the real-world disambiguation task. Instances
were generated by our rule-based extractor [11]: when a local alias was absent and only a
law code abbreviation was present, the system consulted a dictionary of possible codes. If
multiple candidates existed, the extractor could not resolve the reference. Each instance
thus contains the same structural detail (paragraph/section/letter) but multiple candidate
codes from this dictionary. Candidates that did not contain the referenced detail in the
actual legislation were discarded, ensuring that all remaining alternatives are valid pro-
visions.

The correct provision for each instance was annotated by a domain expert, who
inspected the surrounding decision text and selected the provision matching the legal
context. This process yielded 123 disambiguation instances.

Each instance represents an ambiguous shorthand reference (e.g., “CC”) that could
refer to multiple acts containing an identically numbered provision (e.g., both the Crim-
inal and Civil Codes might have a §34). Each includes the correct answer and several
plausible, yet incorrect, options. The structure is shown in Table 1.

Table 1. Evaluation Set Instance Structure

Field Description

laws_before A list of legal provisions extracted from the immediate text preceding the ambigu-

ous reference.

laws_after A list of legal provisions extracted from the immediate text following the ambigu-

ous reference.

candidates A list of all candidate legal provisions for the ambiguous reference.

correct The correct, canonicalized legal provision (a single choice from candidates).

The laws_before and laws_after fields are crucial as they provide the local con-
text for disambiguation. They are sequences of extracted references to legal provisions,
ordered exactly as they appear in the court decision text, with the ambiguous reference
positioned as a “gap” between them that our algorithm seeks to resolve. The correct
field, labeled by a legal expert, provides the ground truth for evaluating the accuracy of
our method.

Table 2. Graph-Building Set Instance Structure

Field ‘ Description
_id ‘ A unique identifier for the court decision.
laws A list of all unique legal provisions referenced within the decision, transformed to

a standard format.

Example: 513/1991/paragraph-261.section-3.letter-d

Graph-Building Set From the evaluation set, we collected all legal provisions that ap-
peared as candidates in any disambiguation instance. For each provision, we retrieved at
most 1,000 court decisions containing it; if none were found, the corresponding instance
was removed from the evaluation set. This yielded a graph-building corpus of 87,110
court decisions, ensuring that all candidate provisions for disambiguation were repre-
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sented in context. This data is used to build the co-occurrence graph, where the frequency
of provisions appearing together across court decisions determines the edge weights. The
structure of an instance is shown in Table 2.

4. Methods

We tackle the legal reference disambiguation problem using a self-supervised, graph-
based method that exploits co-occurrence patterns of legal provisions. The approach has
two main stages: graph construction and reference disambiguation.

Graph Construction The core of our method is a weighted undirected graph G = (V,E)
built from the training set:

* Nodes (V): Each distinct legal provision occurring in the corpus is represented as
a node.

* Edges (F): An edge is added between two provisions if they appear together in
the same court decision.

* Edge Weights: The weight of an edge is the number of co-occurrences of the con-
nected provisions across the corpus. Higher weight therefore indicates a stronger
association.

This graph can be constructed efficiently without manual annotation: for each court
decision in the graph-building set, we take the set of co-occurring legal provisions from
the laws attribute and increment the edge weight for every pair.

To improve robustness, we apply edge filtering controlled by a threshold Tge: all
edges with a co-occurrence count below Teqee are removed!, as they likely reflect noise
or rare coincidences.

Disambiguation Given the co-occurrence graph, we disambiguate legal references in
the evaluation set as follows:

1. Context Nodes Selection: From each ambiguous instance, we collect surround-
ing provisions in the fields laws_before and laws_after. These context provi-
sions serve as source nodes for distance computation.

2. Distance Computation: Using a multi-source variant of Dijkstra’s algorithm
[12], we compute the shortest-path distance” from all context nodes to every other
node in the graph.

3. Score and Select: For each candidate provision ¢ in candidates, we compute
the sum of its shortest-path distances from all context nodes:

score(c) = Z distance(ctx, ).

ctxecontext

The candidate with the smallest score (i.e., closest to the context) is selected as
the predicted resolution.

The scores can be inverted and normalized to yield confidence estimates, which
quantify the relative closeness of each candidate to the context.

Tsolated nodes resulting from this filtering are discarded as well.
2Inverse edge weights are used so that paths through stronger connections are favored.
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Matrix Co-occurrence Baseline As a simpler alternative to our graph-based approach,
we implement a matrix-based baseline that relies solely on direct co-occurrence counts.
We build a symmetric co-occurrence matrix M, where each entry M;; records how often
provisions i and j co-occurred in the same decision. During disambiguation, each can-
didate is assigned a score equal to the sum of its co-occurrence counts with all context
provisions, and the candidate with the highest score is selected.

5. Experiments and Results

As some instances involve more than two candidates, a random baseline yields 47% ac-
curacy. A classic matrix-based co-occurrence baseline, which scores each candidate by
its summed co-occurrence counts, achieves 69% accuracy. Our single predictor based on
a co-occurrence graph achieves 76.4%, demonstrating that leveraging indirect connec-
tions in the graph improves accuracy. An ensemble of 51 predictors—each built from
500 random decisions—further improves performance to 79.7%.

Error Analysis Most errors occur when competing provisions frequently co-appear in
nearly identical contexts, limiting the signal available from co-occurrence alone. A typi-
cal case is the ambiguity between the 513/1991 Commercial Code (lex specialis) and the
40/1964 Civil Code (lex generalis), since commercial law prevails in business matters
but defaults to the Civil Code where it is silent.

Confidence Analysis As expected, higher confidence correlates strongly with correct-
ness. Predictions with confidence < 0.7 achieve 81% accuracy, those with confidence
between 0.7 and 0.8 reach 91% accuracy, and predictions with confidence > 0.8 achieve
97% accuracy. This suggests that confidence can be used to identify highly reliable pre-
dictions and flag ambiguous cases for further review.

Implementation and the dataset are available at GitHub repository [13]. All experi-
ments were conducted in Python using Jupyter Notebook, with graph algorithms imple-
mented via the networkx library [14].

6. Conclusion and Future Work

We presented a self-supervised, graph-based approach for resolving ambiguous le-
gal references in court decisions. By exploiting structural co-occurrence patterns, our
method outperforms naive baselines while requiring no manual annotation. Alongside
the method, we contribute a curated dataset to support further research.

Future work includes integrating semantic information (e.g., surrounding keywords)
with the co-occurrence graph, exploring hybrid scoring strategies, and extending the
method to anomaly detection tasks, such as identifying misclassified legal references.

Acknowledgments: This research was carried out within the project ”Automatiza-
tion of legal text analysis based on machine learning” funded by the European Union
Next GenerationEU through the Recovery and Resilience Plan of Slovakia under project
no. 09105-03-V02-00049.
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Abstract. To aid litigants’ appeal strategies, this study introduces Disputability
(0), a novel metric quantifying a case’s contentiousness by the total number of judi-
cial instances it undergoes. Using a dataset of 52,993 Taiwanese tax judgments, we
test the hypothesis that similar cases share similar disputability levels. We compare
Judgment-Level and Sentence-Level prediction models, finding that a Judgment-
Level approach with multilingual-e5-base embeddings provides the strongest
and most practical baseline. While the Sentence-Level model suffered from signifi-
cant label noise, a high-precision kNN voting strategy proved particularly effective
for identifying high-risk, disputable cases. Our work establishes an adaptable and
extensible baseline for quantifying case disputability, offering a practical tool for
computational law and legal analytics.

Keywords. Case Disputability, Legal Judgment Prediction, Baseline Model,
Computational Law, Machine Learning

1. Introduction

Whenever a lower court renders a judgment, the losing party invariably faces the decision
of whether to appeal. This deliberation is not limited to the loser; the prevailing party,
as the potential appellee, must also consider the engagement of legal counsel, which
involves an inherent trade-off between litigation costs and potential benefits. Research
by [1] suggests that, influenced by psychological effects, litigants are more inclined to
retain legal representation only when the probabilities of winning and losing are nearly
equal. In other words, the contentious nature, or disputability, of a case impacts a party’s
consideration of litigation costs, thereby affecting their subsequent litigation behavior.

As for what influences a case’s disputability, consider a case that, having been ruled
upon by an intermediate appellate court (the second instance), is appealed to the highest
court (the third instance), which then reverses and remands the second-instance judgment
for further proceedings. This action necessarily implies a divergence in legal opinions
between the second and third instance courts; otherwise, the highest court would have
affirmed the lower court’s decision. Thus, it is evident that a case’s disputability has a
strong correlation with the number of judicial instances it undergoes. It can even be ar-
gued that the disputability of a case is a causal factor influencing the number of instances
it passes through.
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Based on these observations, we propose a quantifiable measure of case disputabil-
ity, termed Disputability.

Definition 1.1 (Disputability). Given a case d;, its disputability, denoted as J;, is defined
as the total number of judicial instances the case has undergone before the final and
binding judgment is rendered.

6; = Total number of judicial instances for case d;

For example, if a case undergoes the first instance, second instance, third instance
(reverse/remand), second instance (remand proceedings), and is finalized after a subse-
quent appeal to the third instance (dismissal), it has passed through five judicial instances,
and we define its disputability J; as 5.

Considering the practicalities of litigation, the plaintiff and defendant often cite
cases with similar facts but differing judicial outcomes as part of their arguments. While
the Civil Law tradition may allow for pure dogmatic analysis in the absence of prece-
dent, it is more common to encounter similar cases with somewhat divergent viewpoints.
Therefore, the second hypothesis of this study is that similar cases are likely to have
similar disputability; in other words, cases similar to a highly disputable case are highly
likely to also be highly disputable.

However, the definition of “similar cases” has been subject to various discussions.
Past research has defined case similarity from multiple perspectives, including legal
factors[2][3][4], dialectical reasoning[5][6], and hybrid methods[7], yet no single stan-
dard has been universally adopted. This study attempts to utilize three different embed-
ding models without any legal document fine-tuning to define similarity based on Eu-
clidean distance. This approach is intended to serve as a baseline model against which
the performance of more specialized legal similarity measures can be evaluated, pre-
serving the exploration of various similarity metrics for this problem. We then exam-
ine whether this baseline modeling approach captures similar behavior in terms of dis-
putability, specifically whether highly disputable cases are clustered closer together in
the Euclidean space.

2. Predictive Model Construction

When analyzing court judgments, regardless of a case’s disputability, certain common
phrases and boilerplate language are universally present. If judgments are directly em-
bedded, it may be difficult to ascertain which sentences significantly influence the case’s
disputability. Consequently, we construct two distinct modeling approaches: one based
on Judgment-Level Embedding for disputability prediction, and the other based on
Sentence-Level Embedding, followed by aggregation for the final prediction.

Our data source is the Open Data Platform provided by the Judicial Yuan of Taiwan'.
Due to the practical considerations of applying this research within the Taiwanese legal
context[8], we selected tax-related administrative judgments for analysis. The dataset
comprises 52,993 judgments and 4,479, 889 sentences”.

'https://opendata. judicial.gov.tw/
2The raw dataset used for this paper are publicly available on the author’s GitHub repository:
https://github.com/hochienH/disputability-dataset



308 H.-C. Huang and C.-L. Liu / Learning from the Judicial Journey

We utilize three different embedding models to capture potential variations:
bert-base-chinese provided by CKIP Lab[9], multilingual-e5-base provided by
Microsoft[10], and bloom-1b1-zh provided by CKIP Lab and MediaTek[11]. This se-
lection allows us to observe the differences between BERT-based and LLM-based mod-
els, and to examine the influence of models pre-trained on Taiwanese Traditional Chinese
corpora on the results.

For the judgment-level model, we employ average pooling to transform Sentence
Embeddings into Judgment Embeddings[12]. For the sentence-level analysis, each sen-
tence inherits the Disputability (J;) of the judgment to which it belongs.

We employ k-Nearest Neighbors (kNN)[13] and Support Vector Machines (SVM)[14]
for prediction. For the judgment-level kNN model, we test four neighbor voting strate-
gies (max, mean, median, and majority)[15]. The sentence-level model, in contrast, in-
volves two phases: first, predicting the disputability for each sentence (using the median
to mitigate errors), and second, aggregating these sentence-level predictions into a final
judgment-level result.

3. Results
3.1. Judgment-Level Model

The performance evaluation for the judgment-level prediction models utilizes two fun-
damental machine learning algorithms: k-Nearest Neighbors (kNN) and Support Vector
Machines (SVM). All models were trained and validated using 5-fold cross-validation.
Specifically, the kNN model was implemented with the number of neighbors fixed at
k = 5. The results are evaluated across four key metrics: Accuracy, Precision, F1 Score,
and the F1 Standard Deviation (F1 Std).

Table 1 presents the detailed prediction results for the Judgment-Based kNN model
(k=15). This table compares the performance across the three chosen embedding models
(BERT, Microsoft, and Bloom) under four different voting strategies (Majority, Max,
Mean, and Median).

Table 2 summarizes the prediction results for the Judgment-Based SVM model. Un-
like KNN, SVM does not require a voting strategy but is similarly evaluated based on the
representations provided by the three distinct embedding models.

The comparison across both kNN and SVM algorithms consistently demonstrates
the superior performance of the multilingual-e5-base. This model achieves the
highest overall Accuracy and F1 Scores across the judgment-level prediction tasks. This
superior performance may be attributed to its general robustness in common text em-
bedding tasks and the inherent benefit of its multilingual training, which contributes to
greater representation power. Consequently, we select the Microsoft model as the pri-
mary embedding for the subsequent Sentence-Based experiments to facilitate deeper
analysis.

When evaluating the voting strategies within the KNN framework, both the Majority
and Median strategies consistently yield the highest Accuracy and F1 Scores, providing
a balanced measure of overall classification performance.

However, an interesting observation is that the Max strategy, despite achieving the
lowest overall Accuracy, consistently results in the highest Precision. This suggests that
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Table 1. Performance of the Judgment-Level kNN Model across Embedding Models and Voting Strategies.

Model Strategy  Accuracy Precision F1Score F1 Std

Majority 0.6283 0.6115 0.6143 0.0031
Max 0.4719 0.7014 0.4827 0.0032
BERT
Mean 0.6048 0.6221 0.6023 0.0033
Median 0.6255 0.6217 0.6176 0.0033
Majority 0.6281 0.6131 0.6159 0.0032
. Max 0.4790 0.7083 0.4867 0.0039
Microsoft
Mean 0.6015 0.6195 0.6010 0.0038
Median 0.6243 0.6219 0.6185 0.0025
Majority 0.5914 0.5737 0.5767 0.0041
Max 0.4026 0.6821 0.4135 0.0050
Bloom
Mean 0.5589 0.5862 0.5582 0.0070
Median 0.5834 0.5830 0.5759 0.0048

Table 2. Performance of the Judgment-Level SVM Model across Embedding Models.

Model Accuracy Precision F1Score F1 Std
BERT 0.6059 0.6894 0.6326 0.0025
Microsoft 0.6340 0.7002 0.6512 0.0051
Bloom 0.5813 0.6699 0.6133 0.0067

the Max strategy exhibits a high degree of caution when predicting the high-disputability
(8;) category: once a case is classified as highly disputable, the correctness of that pre-
diction is very high.

In legal practice, litigants may prefer to bear the cost of misclassifying a low-
disputability case rather than risk the potentially significant losses from missing a high-
disputability case. This makes such a high-precision strategy more practically relevant.

3.2. Sentence-Level Model

Table 3 presents the performance results of the Sentence-Based Prediction Model,
which aggregates predictions from the sentence level to the final judgment level us-
ing two algorithms: kNN and SVM. We exclusively utilized the best-performing
multilingual-e5-base embedding model for this experiment. Consistent with the
judgment-level analysis, kNN was set with k = 5 neighbors, and evaluation was
performed using 5-fold cross-validation. The performance metrics evaluated include
Accuracy, Precision, F1 Score, and F1 Std. Due to constraints on computational re-
sources, we selected a random sample of 40,000 sentences from the total dataset for
testing and validation.

When analyzing the sentence-level predictions, the kNN algorithm demonstrated
superior performance compared to SVM. Furthermore, kNN exhibited a more sensitive
effect under the Max strategy, resulting in a higher Precision score than even the best
Judgment-Level models. This highlights the ability of the Sentence-Based kNN model,
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Table 3. Performance of the Sentnece-Level Model across Algorithms and Voting Strategies.

Algorithm  Strategy  Accuracy Precision F1Score F1 Std

Majority 0.6042 0.5679 0.5159 0.0109

KNN Max 0.4479 0.7324 0.3610 0.0055
Mean 0.5849 0.6080 0.5710 0.0079

Median 0.6194 0.5709 0.5922 0.0050

Majority 0.5564 0.6493 0.5371 0.0292

Max 0.0394 0.5972 0.0274 0.0277

SVM Mean 0.4842 0.6650 0.4482 0.0309
Median 0.5444 0.6665 0.5184 0.0267

when using the Max strategy, to precisely identify highly disputable instances, although
at the expense of overall accuracy.

However, its overall performance was significantly lower than the Judgment-Level
model’s, primarily due to the substantial Label Noise generated by assigning the
judgment-level label (8) to every sentence, which led to an accumulation of errors during
aggregation.

4. Concluding Remarks

Our study successfully introduced Disputability (&;) as a quantifiable metric based on
the number of judicial instances a case undergoes. The Judgment-Level models uti-
lizing multilingual-e5-base achieved the highest baseline performance, while the
Sentence-Based models, despite providing finer granularity, suffered from significant
performance degradation due to label noise.

The proposed model is highly extensible: its disputability definition, based on the
number of judicial instances, is easily adaptable across different legal domains and sys-
tems. The framework can also flexibly incorporate various case similarity metrics to en-
hance interpretability and performance.

Our baseline model presents several notable limitations. Firstly, the current defini-
tion of similarity based on Euclidean distance offers very low legal interpretability and
is thus rarely suitable for direct practical use in legal contexts. Secondly, the Sentence-
Based model proved overly susceptible to label noise. Effectively leveraging the bene-
fits of this fine-grained processing requires either advanced data sampling techniques or
significantly higher computational cost, which currently restricts its practical utility.

Future work should focus on two main areas. Firstly, for the Sentence-Based model,
research should be conducted to identify better sampling methodologies that allow the
model to perform robustly within smaller sample spaces, while simultaneously explor-
ing various interpretable semantic similarity measures. Secondly, we plan to develop a
playground-like interface for the model, providing users with a simpler platform to adjust
parameters and construct their own customized quantitative disputability models.
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Abstract. Court decision summarization is challenging due to the significant length
and structural complexity of legal documents, which makes existing reinforcement
learning (RL)-based abstractive summarization methods less effective. We pro-
pose an RL-based abstractive legal summarization model with a novel argument-
structured reward mechanism. It leverages Issue—Reason—Conclusion components
to compute fine-grained sub-rewards and aggregate them into a final reward. This
design provides more reliable learning signals for model optimization. Experiments
on the Indian Supreme Court dataset with Longformer-Encoder-Decoder (LED)
and Llama demonstrate consistent improvements over non-argument-structured
methods. To the best of our knowledge, this is the first work to incorporate argu-
mentative structures into RL-based summarization, offering a novel direction for
improving legal summarization.

Keywords. Court Decision Summarization, Reinforcement Learning, Argument-
Structured Reward

1. Introduction

Court decision summaries are typically longer and more complex, which challenge cur-
rent summarization models, particularly for abstractive approaches that aim to generate
concise and coherent summaries. Recent advances in reinforcement learning (RL)-based
methods have shown promising performance in abstractive summarization. The current
reinforcement learning (RL) approach follows a two-stage approach: first, supervised
fine-tuning (SFT) is used to obtain a baseline model; then RL training is applied to op-
timize the model by maximizing pre-defined reward. The reward can directly use eval-
uation metric scores (e.g., ROUGE, BERTScore) or employ more sophisticated designs
[1-3]. However, applying current RL methods to legal summarization reveals significant
limitations. Previous work [4, 5] shows that current metric scores are brittle and high-
variance for long or structurally complex summaries, thus providing unreliable signals
for RL training in this setting. This raises a critical question: How can we design reward
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Figure 1. Overview structure of our proposed RL-based method. SFT stage is omitted for clarity.

that effectively capture the quality of legal summaries despite their length and structural
complexity?

To alleviate the aforementioned problem, we propose an RL-based abstractive le-
gal summarization model with argument-structured reward. Specifically, our method en-
hances the reward signal with the argumentative structure Issue—Reason—Conclusion
(IRC) in legal documents [6]. Our reward design involves three steps: (i) decompose
both reference and generated summaries into argument-specific components; (ii) pair the
argument-specific components from the reference and generated summaries and compute
a sub-reward for each argument-specific component; and (iii) aggregate the sub-rewards
according to their importance to obtain the final reward. Intuitively, different argumen-
tative components contribute unequally to the quality of a legal summary, and their im-
portance should be reflected in the reward design. Notably, prior summarization work
[7-10] has leveraged argumentative structures in supervised and unsupervised learning,
whereas we focus on RL. To the best of our knowledge, this is the first work to incorpo-
rate intrinsic argumentative structures into RL-based summarization methods.

We evaluate our argument-structured reward approach with LED and Llama models
on the Indian Supreme Court dataset. We compare model performance with and with-
out the argument-structured reward, using BERTScore and ROUGE-L as training re-
wards. Results demonstrate that our approach achieves consistent improvements over
non-argument-structured methods with both models and across both reward settings.
With argument-structured reward, Llama achieves gains of up to 4.36, 5.09, 1.62 in
ROUGE-1/2/L scores and 0.48 in BERTScore, while LED shows improvements of 3.43,
2.35, 1.83 in ROUGE-1/2/L scores and 0.73 in BERTScore.

2. Method

Our proposed method is shown in Figure 1, consisting of three principal steps: (1)
policy initialization, (2) argument-structured reward, and (3) policy optimization with
argument-structured reward.
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2.1. Policy Initialization

The policy is initialized by SFT on judgment—summary pairs. Under teacher forcing,
SFT minimizes the token-level negative log-likelihood. We then utilize the resulting SFT
model to initialize the policy for the RL stage.

2.2. Argument-Structured Reward

To obtain more accurate reward for policy optimization, we propose a fine-grained re-
ward mechanism that decomposes summaries into argument-specific components. We
compute sub-reward for each component separately and aggregate them into a final re-
ward. Specifically, for each judgment, a summary is generated by the current policy.
An argument role classifier assigns one role in {I,R,C,0} (Issue, Reason, Conclusion,
Other) to each sentence in both reference and generated summaries. For each role in
{I,R,C,0}, we form argument-specific components by concatenating the sentences la-
beled with this role in the original order. Then we compute the sub-reward for each com-
ponent pair. For each summary, we thus obtain four sub-rewards. We assign a weight to
each sub-reward proportion to the size of the generated section. Intuitively, a role with
more tokens is considered more important and receives a larger weight in the total re-
ward. The total reward is the length-weighted sum of sub-rewards.

2.3. Policy Optimization with Argument-Structured Reward

Given the total reward, we optimize the policy with Proximal Policy Optimization (PPO)
[11]. To prevent the policy from collapsing and keep it close to the SFT reference policy,
we consider the Kullback-Leibler (KL) penalty. We form the final reward by combining
KL penalty term with the total reward. Finally, we employ PPO to update the policy.

3. Argument Role Classifier

Legal summaries usually lack explicit argumentative annotations. To address this is-
sue, we first leverage large language models (LLMs) to automatically generate pseudo-
argument-role annotations, and then train an argument role classifier on the LLM-
generated data. The trained classifier is subsequently used to assign argument roles to
sentences in the summaries.

3.1. Multi-LLM Annotation

We employ three LLMs to annotate argument roles at the sentence level. To ensure an-
notation reliability, we adopt a scheme with following three steps: (i) each summary is
split into sentences. The full summary is presented to the annotators so that each decision
can be made in the context of the entire document; (ii) Gemini and GPT-4 independently
annotate each sentence with one of four roles: Issue, Reason, Conclusion, or Other. They
also provide a brief rationale and a confidence score. When two LLMs assign the same
role to a sentence, this role is directly adopted as the final annotation for that sentence;
(iii)) when Gemini and GPT-4 disagree on a sentence, their rationales and confidence
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Figure 2. Annotation results (left) and classifier performance (F1-scores) on the test dataset (right).

scores, together with the sentence and full summary, are provided to Claude. Acting as
an arbitrator, Claude determines the final annotation with rationale and confidence.

We apply our annotation strategy to the Indian Supreme Court dataset [12]. In to-
tal, 695 cases are annotated. We use 595 cases for training the classifier and 100 cases
for testing. Figure 2 (left) shows the annotation results. Gemini and GPT-4 agreed on
9,622 sentences, yielding an agreement rate of 86.6%. The Cohen’s x averaged across
all annotations is 0.81, which indicates substantial agreement.

3.2. Classifier Performance

Based on the pseudo-annotated dataset, we train LegalBERT and LegalRoBERTa [13]
classifiers for four-way classification. Figure 2 (right) shows the results on the test
dataset. LegalRoBERTa is selected as the backbone classifier in our main experiments
due to its stronger and more stable performance.

4. Experiment Setting

We conduct experiments on an abstractive legal summarization dataset: Indian Supreme
Court dataset [12]. We select Longformer-Encoder-Decoder (LED) [14] as our en-
coder—decoder baseline and Llama-3.1-8B [15] as our LLM baseline. We evaluate gener-
ation quality with ROUGE and BERTScore , which are widely used in abstractive sum-
marization benchmarks. We report ROUGE-1, ROUGE-2, and ROUGE-L F1 score. For
BERTScore, we use the pretrained model roberta-large and report the F1 score.

5. Results

Table 1 shows overall results. We employ either ROUGE-L or BERTScore as the reward
in RL and consider both argument structured and unstructured methods to construct re-
ward. We observe that RL without structured reward is unstable, whereas RL with struc-
tured reward achieves promising improvement which is metric-specific. Namely, when a
particular metric is used as the reward, cross-metric improvement is limited.
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ROUGE-1 ROUGE-2 ROUGE-L BERTScore

SFT  baseline 49.89 2591 27.62 83.06
ROUGE-L w/o stru 4991 25.84 27.63 83.07

LED RL ROUGE-L w/stru 53.32 28.26 29.45 83.09
BERTScore w/o stru 49.85 25.81 27.71 83.07

BERTScore w/stru 49.87 25.92 27.61 83.79

SFT  baseline 54.32 33.12 35.42 83.04
ROUGE-L w/o stru 54.38 33.61 35.68 83.01

Llama RL ROUGE-L w/stru 58.68 38.21 37.04 83.03
BERTScore w/o stru 54.29 33.1 3541 83.06

BERTScore w/stru 54.3 33.14 35.44 83.52

Table 1. Evaluation results of LED and Llama on the test dataset. *w/o stru’ indicates RL training without
structured reward; "w/ stru’ indicates RL training with structured reward. The highest scores are in bold.

LED results indicate that when RL is applied with unstructured rewards (either
ROUGE-L or BERTScore), the improvement over the SFT baseline is marginal, and
performance on some metrics even decreases. This differs from common observations
on conventional news summarization where setting a target metric as reward often di-
rectly improves that metric (metric-specific improvement). By contrast, RL with struc-
tured rewards yields stable improvements. Specifically, under structured ROUGE-L re-
ward, ROUGE-1/2/L increase by 3.43, 2.35 and 1.83, respectively; under structured
BERTScore reward, BERTScore increases by 0.73. Notably, structured ROUGE-L does
not meaningfully raise BERTScore, and structured BERTScore does not meaningfully
raise ROUGE scores or even could reduce them. Llama results illustrate the same pat-
tern. Compared with its SFT baseline, RL with structured ROUGE-L reward yields gains
on ROUGE-1/2/L by 4.36, 5.09 and 1.62, respectively, while BERTScore remains essen-
tially unchanged; structured BERTScore reward improves BERTScore by 0.48, whereas
ROUGE is nearly unchanged.

6. Conclusion and Future Work

We proposed an argument-structured reward framework that leverages the intrinsic IRC
structure of legal documents to provide more fine-grained and reliable optimization sig-
nals. Experiments on the Indian Supreme Court dataset with both LED and Llama show
consistent improvements across reward settings. In future work, we plan to investigate
training the classifier on human-annotated datasets to further improve the performance.
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Abstract. Governance of marine genetic resources is fragmented across overlap-
ping treaties, creating uncertainty about which obligations apply in specific situ-
ations. We address this by mapping treaty provisions into a normative structure
based on Hohfelds framework, the Hohfeld-Structured Normative Knowledge Base
(HSNKB), and by constructing a dataset of 15 fact-pattern questions with expert
gold answers. We evaluate four recent large language models (LLMs) on retrieving
rows that contain the relevant rules to answer the fact-pattern questions. The re-
sults indicate that reasoning LLMs achieved modest precision and middling recall.
Hohfeldian representations help avoid false positives, but improving recall without
degrading precision remains an open problem for cross-treaty retrieval.

Keywords. Hohfeld, legal reasoning, legal information retrieval, large language
models (LLMs)

1. Introduction

Global biodiversity governance is spread across overlapping international agreements,
resulting in a complex patchwork of legal obligations for states and other actors [1]. This
makes it difficult for governments and stakeholders to discern who holds which duties or
entitlements in a given scenario, especially where new obligations, such as the ones in-
troduced by the Biodiversity Beyond National Jurisdiction Agreement (BBNJ-A), inter-
sect with preexisting benefit-sharing rules under the Convention on Biological Diversity
(CBD) and the Nagoya Protocol (NP). To address this challenge, we introduce a Hohfeld-
Structured Normative Knowledge Base (HSNKB) that unifies key provisions from the

ICorresponding Author: Rohan Nanda, r.nanda@maastrichtuniversity.nl.
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CBD, NP, and BBNJ-A. Our approach is grounded in Hohfelds theory [2] of legal po-
sitions, which provides a fine-grained framework to formalise normative relationships.
Our work offers an initial evaluation of how LLMs perform cross-treaty retrieval using
structured norms, aiming to help legal and policy actors assess overlapping obligations.

The major contributions of this paper are as follows: (1) Two datasets: (a) HSNKB:
covering three international treaties: CBD, NP, and BBNJ-A; and (b) a benchmark dataset
of 15 fact-pattern legal questionanswer pairs, where each gold-standard answer consists
of the relevant HSNKB rows from the three treaties that resolve the fact-pattern sce-
nario. (2) Retrieval pipelines: We develop two legal information retrieval pipelines (full-
scope and actor-constrained) that leverage the HSNKB to answer the fact-pattern ques-
tions by selecting the relevant rows. Both pipelines use a zero-shot Chain-of-Instructions
[3] prompt and structured JSON output. (3) Comparative Evaluation: We benchmark
the fact-pattern dataset with four state-of-the-art LLMs, comparing the predicted sets of
rows to the expert gold sets for each question using macro-average precision, recall, and
F1. Our research questions are: RQ1 : How accurately can LLMs retrieve the relevant
rows from the HSNKB when answering fact-pattern legal questions across international
treaties? RQ2 : How well do LLMs identify the actors that are relevant for a specific fact
pattern? RQ3 : Does actor-constrained retrieval improve performance compared to the
full-scope retrieval?

We propose a system that reads a complex fact-pattern question, ingests the HSNKB
(see section 3) of international biodiversity instruments, identifies relevant provisions
across instruments, and visualises the resulting actor relationships (see Figure 1), thus
supporting more transparent legal reasoning and access to justice.

Treaty Actor Browser [SIEEESISE C 13- During an international marine science symposium held in Colombia, a community r v

PNG Community
Representative

Brazilian

Research Team ent of IPLCs,

nd that MAT are
tablished.

Claim-
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Claim-
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Figure 1. Prototype interface showing the analysed question, relevant actors, and their treaty relationships

2. Related Work

The use of Hohfelds analytical framework in legal informatics has long been motivated
by the difficulty of expressing normative concepts without collapsing them into vague
categories. Markovich [4] shows how Hohfelds schema can be formalised to preserve
the relational and directed character of legal positions, arguing that precise differenti-
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ation of deontic types is essential if computational models are to capture the logic of
legal relations without distortion. Francesconi [5], in turn, develops a semantic model
that annotates and reasons over normative provisions, introducing patterns for Hohfel-
dian relations and enabling both explicit and implicit norms to be retrieved across leg-
islative texts. Peters and Wyner [6] develop a semi-automatic workflow that uses NLP
tools and expert feedback to extract Hohfeldian relations from legal texts. Our work also
connects to legal question answering, a key use case of artificial intelligence and law
(for early work, see, e.g., [7,8,9]). More recently, LLMs have been utilised to support
legal question-answering. Approaches include using such models to support legal ex-
pert systems (e.g., [10,11] asking a model to answer legal questions directly (see, e.g.,
[12,13,14]), or connecting LLMs to more traditional information retrieval systems, e.g.,
in a retrieval-augmented generation setup (see e.g., [15,16,17]).

3. Dataset

Dataset 1: Hohfeld-Structured Normative Knowledge Base (HSNKB): Two inter-
national law experts constructed the HSNKB from three core international instruments
governing biodiversity (CBD, NP, BBNJ-A). These treaties were selected because they
establish the principal normative frameworks for access and benefit-sharing (ABS) of
genetic resources. Each row in the HSNKB represents a single operative clause (arti-
cle, paragraph, or sub-paragraph) expressing one dominant normative relation between
actors. Provisions containing multiple prescriptions were divided into separate entries,
while preambular text, aspirational language, and definitional provisions were excluded.
Each entry includes a unique identifier, treaty name, provision number, the actor-holder,
the legal position (or action), the actor-affected, and an expert-written natural-language
sentence describing the tripartite relation between actor-holder, legal position and actor-
affected. Correlative positions are deduced based on Hohfeldian logic. HSNKB contains
377 rows (193 from BBNIJ-A, 96 from CBD, and 88 from NP), with “Contracting Par-
ties” as the most frequent actor and “duty” as the dominant Hohfeldian relation.

Dataset 2: Fact Pattern Questions & Relevant Rows: We developed 15 fact-
pattern questions that connect the HSNKB to doctrinal reasoning for the legal informa-
tion retrieval task. The relevant rows from the HSNKB that answer each question have
been annotated as ground truth by an international law expert in marine biodiversity. Each
question is formulated according to the JRAC method: a scenario that presents actors and
circumstances, followed by an implicit issue, inviting identification of the applicable rule
and analysis of its consequences. This format moves from straightforward single-treaty
scenarios to more complex cases that require cross-referencing across multiple instru-
ments. The dataset size is purposefully small to enable careful expert annotation. We
plan to expand its coverage and inter-annotator validation in future work.

Actor Definitions We compiled a dictionary of actor definitions linking names to
descriptions. This standardises references to implicit actors in fact-patterns and ensures
consistent mapping across instruments.



R. Nanda et al. / A Hohfeldian Knowledge Base for LLM-Assisted Legal Information Retrieval 321

4. Experimental design

To evaluate how well LLMs retrieve relevant treaty provisions from the HSNKB to an-
swer fact-pattern questions, we implemented two retrieval pipelines: full-scope retrieval
and actor-constrained retrieval. In the full-scope retrieval, the model receives all HSNKB
rows with three columns (unique identifier, provision number and the natural language
sentence conveying the tripartite relation), along with supporting definitions (actor def-
initions, explanation of Hohfeldian positions) embedded in the prompt and is asked to
identify the treaty provisions relevant to each fact pattern. In actor-constrained retrieval,
the model first identifies the relevant actors in a fact-pattern, filters the HSNKB to candi-
date rows involving those actors, and then retrieves the relevant rows from this reduced
set. Both pipelines follow a zero-shot Chain-of-Instructions (Col) [3] strategy. The sys-
tem prompt instructions guide the model through four main stages: (i) parsing key enti-
ties in the question such as actors, jurisdiction, resource type; (ii) applying jurisdictional
gating to avoid mixing provisions across regimes; (iii) applying an allocative filter to re-
tain only provisions conferring Hohfeldian positions to the relevant actors; and (iv) ex-
tracting HSNKB rows ranked by their specificity to jurisdiction, resource type, lifecycle
stage, and traditional knowledge. For each question, the LLM is then asked to return the
unique identifiers of the relevant rows in structured JSON format.

The pipeline is run with four different LLMs (Gemini 2.5 Pro, GPT-5, Claude Sonnet
4, and Kimi K2) accessed via the OpenRouterzAPI. All models were run in a zero-shot
setting, with temperature set to 0 (except GPT-5 which does not support the temperature
parameter), a fixed seed, and response format as JSON. For the three reasoning models
(Gemini 2.5 Pro, GPT-5, Claude Sonnet 4), the effort parameter was set to high so that the
model allocates a large portion of tokens for internal reasoning. The only expected output
is a dictionary of ranked unique identifiers corresponding to HSNKB rows. For each
of the 15 fact-pattern questions, the predicted unique identifiers (for rows) by the LLM
are compared against the gold-standard rows. We utilise standard information retrieval
metrics: precision, recall, and F1-score. Macro-averaged precision, recall, and F1-scores
are computed across all 15 questions, ensuring each question contributes equally to the
overall results. The dataset, code, and prompt are available at our GitHub repository>.

5. Results and Discussion

This section presents the results of our evaluation with respect to the research questions.
RQ1 examines how accurately LLMs retrieve the relevant rows from the HSNKB. In the
full-scope retrieval (see Table 1), GPT-5 attains the best performance, indicating strong
selectivity with moderate recall. The three reasoning LL.Ms: GPT-5, Gemini 2.5 Pro, and
Claude Sonnet 4 outperform the only non-reasoning LLM, Kimi K2. Across the two
best reasoning models, precision was modest, while recall was middling. Therefore, the
main challenge is improving recall without reducing precision. Error analysis indicates
that false negatives mainly involved conditional or multi-actor duties dispersed across
treaties, particularly those linked to benefit-sharing obligations. False positives were less
frequent and stemmed from the inclusion of programmatic cooperation clauses which go
beyond what was required by the fact-pattern.

*https://openrouter.ai/
3https://github.com/rnandal7/jurix26-hohfledian-KB-LLM-Assisted-Legal-IR/
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Table 1. Macro-average precision (P), recall (R), and F1-Score: Full-Scope vs Actor-Constrained Retrieval

Full-Scope Retrieval Actor-Constrained Retrieval
Model P R F1 P R F1
Gemini 2.5 Pro 0.69 0.45 0.53 0.68 0.49 0.56
Claude Sonnet 4 0.61 0.50 0.52 0.64 0.44 0.51
GPT-5 0.77 0.53 0.59 0.74 0.50 0.57
Kimi K2 0.28 0.58 0.33 0.30 0.58 0.35

RQ2 addresses how well LLMs identify the actors relevant to each fact-pattern ques-
tion. Table 2 shows consistently high recall across all models, confirming that most rele-
vant actors were recognized. On average, the model predicted between 24 and 36 actors
per question, which is significantly higher than the gold standard, where only 6.2 actors
are retrieved. This outcome reflects the instruction to be inclusive for actor selection and
the fact that models identified both holders and affected parties. GPT-5 and Claude Son-
net performed well. Kimi K2, the only non-reasoning model, performed slightly worse.

Table 2. Average Precision, Recall, F1-score for the retrieved actors and average number of actors retrieved.

Model Precision Recall F1-score Actors Retrieved
Gemini 2.5 Pro 0.171 0.944 0.286 35.6
Claude Sonnet 4 0.234 0.992 0.372 27.7
GPT-5 0.239 1.000 0.379 27.7
Kimi K2 0.238 0.880 0.368 239

RQ3 compares the full-scope and actor-constrained retrieval pipelines. The re-
sults (Table 1) show only limited differences relative to the full-scope retrieval. Actor-
constrained filtering narrows the search space but does not substantially improve retrieval
performance. In general, only around 15% data was filtered. The reason is that most rows
have “Contracting Party” as the actor-holder and it was present in all fact-patterns. Thus,
most rows had to be included as candidate rows, limiting the potential gains of filtering.

6. Conclusion

This paper presented HSNKB, a fact-pattern dataset, and an evaluation of four LLMs us-
ing two retrieval pipelines. We compared two retrieval pipelines: full-scope retrieval and
actor-constrained retrieval. The reasoning LLMs achieved modest precision and mid-
dling recall. Actor-constrained retrieval yields limited gains over full-scope retrieval.
Improving recall while keeping precision stable is therefore an important next step for
cross-treaty retrieval. The error analysis of retrieval performance suggests that false neg-
atives cluster around conditional and multi-actor duties, while occasional false positives
arise when cooperation language was interpreted as Hohfeldian duties. Future work will
extend the dataset with more fact-patterns and include information retrieval baselines to
better contextualize LL.M-assisted retrieval.
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Comparison of Embedding Methods for
Retrieval Under Noisy Institutional Labels

Tereza NOVOTNA © 2!, and Jakub HARASTA @2
a Faculty of Law, Masaryk University, Brno, Czechia

Abstract. Retrieving relevant case law remains a time-consuming task. We com-
pare two embedding models for Czech Constitutional Court decisions: (i) a large
general-purpose OpenAl embedder and (ii) a domain-specific BERT trained from
scratch on ~34,000 decisions. We introduce a noise-aware evaluation using IDF-
weighted keyword overlap as graded relevance, dual thresholds (0.20, 0.28),
paired-bootstrap significance, and nDCG diagnostics. Despite conservative abso-
lute nDCG due to noisy institutional labels, the OpenAl embedder consistently
and significantly outperforms the domain BERT across all ranks and thresholds.
Our framework enables robust evaluation under imperfect gold standards typical of
legacy judicial databases.

Keywords. legal information retrieval, case law, embeddings, evaluation, noisy
labels, Czech Constitutional Court

1. Introduction and Background

Searching for similar decisions constitutes a large part of the work of analysts, clerks, and
judges at the Czech Constitutional Court (ConC). We evaluate the feasibility of deploying
automated methods to support the retrieval of semantically similar decisions.

ConC provides public access to its case law via the NALUS database.” Users typi-
cally retrieve cases by legal provisions or keywords. Currently, 713 keywords are manu-
ally assigned to decisions by ConC staff, making the set a gold standard. However, staff
turnover, the absence of formal rules, and emerging legal issues introduce noise and in-
consistency over time. This problem is well known in Czechia, but its impact, including
for automation, remains understudied.

We compare a domain-trained BERT with a general OpenAl embedder across three
embedding-based retrieval methods and propose an evaluation tolerant to noisy gold:
IDF-weighted keyword overlap, two data-driven relevance thresholds (0.20, 0.28), paired
bootstrap, and nDCG diagnostics. Results show the general embedder clearly outper-
forms domain BERT, offering a reproducible framework for semantic retrieval under
noisy institutional metadata.

Text embeddings and TLMs/LLMs [1, 2, 3] are regularly implemented to enhance
document retrieval. Pre-trained Legal-BERT [4] contributes to increased performance for
domain-specific tasks. In case law retrieval, efforts include unsupervised techniques [5]

! Corresponding author: Tereza Novotnd, email: tereza.novotna@law.muni.cz.
Znalus.usoud.cz
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or inclusion of supporting tools and models into the retrieval pipeline [6, 7, 8, 9]. We
retrieve ConC case law using text embeddings and evaluate them.

LLM:s add value in domain-specific tasks via zero-/few-shot capabilities [10,11,12],
but evaluation is hindered by scarce legal benchmarks [13]. Recent comparative ef-
forts [14] inform our approach: we evaluate the OpenAl embedder through robust bench-
marking on established legal tasks.

2. Data and Benchmark
2.1. Corpus and Metadata

By combining a subset of ConC decisions from the Czech Court Decisions Corpus (1993-
2018) (CzCDC) 3 with retrieval from NALUS (2018-2024), we obtained all the ConC’s
decisions between its establishment in January 1993 and December 2024, including their
metadata (e.g., keywords). We further used only the 34,441 decisions longer than 10,000
characters. 4

A typical decision has three keywords (entropy = 6.9 bits, effective vocabulary ~
120), with 0.08 expected overlap and 93% zero-overlap between similar cases. In more
diverse years (entropy ~ 7.8, Negr~230), overlap halves and zero-overlap reaches to 96%.
Even with five keywords, overlap remains low (0.21; 81% zero). Over time, growing
label diversity kept overlap-based metrics conservative while preserving relative model
differences.

We form a query set of 2,000 decisions from the dataset, each with assigned key-
words (metadata). To ensure that keyword overlap is at least measurable, we restrict the
sampling pool to decisions with > 2 keywords. We then apply stratified sampling along
three axes that affect evaluation difficulty: (1) keyword count per decision, binned as
2-3, 4-7, 84, (2) rarity of a decision’s tags, computed as the median IDF of its (dedu-
plicated) keyword set (IDF defined below) and split at the median into common vs. rarer,
(3) decision year binned by empirical quantiles (three bins; ties handled by qcut with
duplicates allowed). Within the resulting 3 x 2 x 3 = 18 strata, we allocate samples ap-
proximately evenly with a fixed random seed (reallocating surplus to larger strata when
a stratum is under-populated).

2.2. Graded Relevance via IDF-Weighted Overlap

We measure similarity between two decisions using an IDF-weighted Jaccard overlap
(wJacc), where rarer keywords contribute more to the score.

The resulting wJacc value serves as a graded relevance score (r;) for computing
nDCG. Binary metrics such as P@k, MAP@k, and RBP are derived by thresholding r;
at two empirically calibrated levels of strictness, denoted by 7 (0.20 for balanced and
0.28 for strict evaluation). The balanced threshold captures moderate overlaps, while the
strict one isolates high-confidence matches based on percentile distributions of wJacc
among retrieved and ideal candidates. Recall@k is omitted, as the large number of

3hdl.handle.net/11372/LRT-3052
“4Proxy to distinguish between procedural decisions lacking substantive legal argumentation, and substantive
decisions.
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T-relevant items makes it less informative; instead, graded nDCG and head-oriented
P@#k/HitRate @k/RBP better reflect user utility under noisy, heterogeneous labels.

3. Methods
3.1. Models

BERT Pre-trained from scratch on ConC corpus. We pretrained a BERT-style encoder
from scratch on ~34k ConC decisions. Markup and boilerplate were removed while
preserving punctuation, numerals, and Czech diacritics. Text was normalized to NFC and
kept cased. A 32k subword vocabulary was learned using SentencePiece (Unigram)’,
which accommodates Czech morphology. The model follows the BERT-base architecture
(12 layers, hidden size 768, 12 attention heads, GELU activations, dropout 0.1) and is
trained from random initialization without multilingual pretraining. To address the 512-
token limit, documents were split into overlapping 512-token windows (stride s=256).
Pretraining used masked language modeling (MLM) only, with 15% of tokens masked
under the 80/10/10 rule and dynamic masking per epoch. Training ran for 10 epochs on
a single GPU.

Each window produces hidden states {Aj,...,hr} (excluding [CLS],[SEP]). We
evaluated two pooling schemes: (1) mean pooling: eyin = %Z,»T:l h;, (2) self-attention
pooling: Oc,~o<exp(wThi)7 ewin =2, 0ih;, where w is a learnable vector. Document embed-
dings are obtained by averaging window embeddings: egoc = \]W\ Yoew e&/vﬁ, followed by
L2 normalization for cosine retrieval. We report results for the attention-based variant,
which consistently outperformed mean pooling. IR relies solely on cosine similarity in
the learned embedding space.

OpenAl (general-purpose) model. We use OpenAl’s text-embedding-3-large
as an off-the-shelf embedder. The model produces 3,072-dimensional vectors by default
and is the current high-accuracy embedding family from OpenAl, with documented gains
over prior ada-002 on MIRACL and MTEB benchmarks. It also supports an optional
dimensions parameter to shorten embeddings (for storage/speed) while retaining most
retrieval quality.

3.2. Document Scope Settings, Retrieval Setup

We build two BERT variants differing in input scope: (i) Full decisions, split into 512-
token windows and averaged into one vector, and (ii) Facts only, embedding just the
factual background extracted by simple layout rules. The latter tests whether shorter,
denser sections reduce fopic-averaging noise. The OpenAl embedder also uses the facts-
only scope for comparability and lower token cost.

All embeddings are L.2-normalized, reducing cosine similarity to the inner prod-
uct cos(eq,eq) = e;ed. Each decision serves as a query retrieving its top-k neighbours
(k€{10,20,100}) excluding self-matches. Retrieval uses exact inner-product kNN with
FAISS IndexFlatIP (float32). No lexical filters or re-ranking are applied. For fair-
ness, the query set is the intersection of documents across models, with deterministic
tie-breaking and fixed seeds ensuring reproducibility.

5We preserve diacritics and avoid heuristic splitting beyond SentencePiece rules.
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Table 1. Results at k€ {10,20,100} with graded nDCG and binary metrics at T € {0.20,0.28} over 2,000
queries. nDCG is 7-independent (r = wlacc).

k=10 k=20 k=100 Weighted/Cnt@10
Model nDCG P/Hit (.20/.28) nDCG P/Hit (.20/.28) nDCG P/Hit (.20/.28) (approx.)
OpenAl-embedder facts 0.190 0.260/0.716-0.168/0.550 0.187 0.236/0.802-0.151/0.649 0.182 0.179/0.936-0.109/0.827  42.8/12.2
BERT _ab_all 0.090 0.106/0.467-0.060/0.315 0.090 0.096/0.600-0.053/0.406 0.090 0.070/0.855-0.038/0.657  27.8/8.6
BERT _ab_facts 0.060 0.067/0.364-0.038/0.231 0.059 0.058/0.472-0.032/0.309 0.061 0.045/0.774-0.024/0.571 143748

3.3. Evaluation Metrics and Significance

We evaluate ranked retrieval using graded and binary relevance. Each decision is a query,
with neighbours scored by IDF-weighted Jaccard overlap (wJacc) of their keywords.
Graded relevance uses this score directly, whereas binary metrics apply two thresholds
(0.20 and 0.28). The nDCG @k metric captures both relevance strength and rank position,
remaining 7-independent and robust under noisy labels.

Binary metrics include Precision@k (the share of relevant items among the top k)
and Mean Average Precision (MAP@k), which reward ranking relevant cases early. Hi-
tRate@k measures the likelihood of retrieving at least one relevant item (“first useful
result”), while Rank-Biased Precision (RBP@ [10) models user patience by emphasizing
early ranks. For diagnostics, WeightedOverlap @k and OverlapCount@k quantify how
many—and how distinctive—keywords are shared between query and retrieved cases,
clarifying nDCG trends under diverse label distributions. Statistical significance is as-
sessed via paired bootstrap resampling over queries, reporting mean differences, 95%
confidence intervals, and two-sided p-values.

4. Results

Across all settings (k € {10,20,100}, 7 € {0.20,0.28}), the OpenAl embedder con-
sistently outperforms both domain-specific BERT variants in nDCG, P@k, and Hi-
tRate @k (statistically significant under paired bootstrap tests). We binarize graded gains
r = wlacc(A,B) at thresholds 7 € {0.20,0.28} to obtain precision-style metrics; as T
increases, relevance becomes more stringent and P@k and HitRate@k drop accord-
ingly, while relative model ordering remains stable. At k=10, for instance, P@10 de-
creases from 0.260 to 0.168 and HitRate @ 10 from 0.716 to 0.550 as 7 rises from 0.20 to
0.28, whereas graded nDCG @10 stays constant at 0.190. Additional metrics follow the
same pattern: MAP improves from 0.0008 (BERT _ab_all) and 0.0003 (BERT _ab_facts)
to 0.0029-0.0050 for the OpenAl embedder, and RBP@ 10 rises from 0.071 and 0.046 to
0.175-0.113 across thresholds. These consistent gains confirm that the OpenAl embed-
der retrieves more semantically aligned neighbours and ranks them earlier, reinforcing
its robust advantage across all evaluation criteria.

All head-to-head gaps at k = 10 are statistically significant under paired bootstrap
(Table 2), with tight 95% confidence intervals across both 7 tracks: OpenAl outperforms
Bert models on nDCG@10, P@10, and HitRate @10 with p < 0.001 in every case. To-
gether with our label-drift analysis, this supports the conclusion that absolute nDCG is
conservative under diversified labels, yet relative differences are large and statistically
significant.
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Table 2. Paired bootstrap over 2,000 common queries (B = 2000 resamples). A = mean difference A—B; 95%
Cl in brackets. All p < 0.001.

7=0.20 7=0.28

Comparison Metric A 95% CI P A 95% CI P

OpenAl-embedder _facts — BERT -ab_all
nDCG@10 +0.099 [0.093,0.105] <0.001 +0.099 [0.093,0.105] <0.001
P@10 +0.154 [0.144,0.165] <0.001 +0.108 [0.099, 0.116] <0.001
Hit@10 +0.250 [0.224,0.275] <0.001 +0.236 [0.211,0.262] <0.001

OpenAl-embedder _facts — BERT .ab_facts
nDCG@10 +0.130 [0.124,0.136] <0.001 +0.130 [0.124,0.136] <0.001
P@10 +0.194 [0.183,0.204] <0.001 +0.130 [0.121,0.139] <0.001
Hit@10 +0.353 [0.329,0.378] <0.001 +0.319 [0.296, 0.343] <0.001

5. Discussion and Conclusion

Our from-scratch BERT lags behind the off-the-shelf OpenAl embedder. The likely rea-
son is scale and objective: the general embedder benefits from vastly more pretraining
data and a broader semantic curriculum, yielding representations better aligned for cross-
document similarity. In contrast, our domain model is smaller, trained only with MLM,
and lacks contrastive or retrieval-aware supervision. Sliding windows (512 with overlap)
increase exposure to long texts but add little new signal, as overlapping segments are
semantically redundant and averaging them can dilute discriminative cues. Empirically,
the general embedder retrieves neighbors with stronger diagnostic tag overlap even un-
der strict thresholds, showing that scale and general semantics dominate domain-only
MLM:s on this task.

Absolute nDCG values represent conservative lower bounds rather than poor utility,
as keyword overlap is a noisy and incomplete gold standard. Despite this, head metrics
(P@k, HitRate@k, RBP) and bootstrap tests show large, statistically significant robust
improvements for the OpenAl embedder across all cutoffs and thresholds. These results
indicate that pretraining scale and semantic breadth outweigh domain restriction under
noisy labels. Future work will explore paragraph-level and hybrid sparse—dense retrieval,
retrieval-aware pretraining, and expert-based evaluation to better capture legal relevance.
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Abstract. Administrative and legal communication is often difficult for laypersons
to understand, creating barriers to justice and undermining trust in public institu-
tions. The PONK tool helps authors identify and revise unclear text using a mul-
timodular approach that combines linguistic rules and lexical surprisal based on
large language models. This integration ensures precise and adaptable detection of
problematic passages. Human evaluation confirmed the tool’s effectiveness in im-
proving legal text comprehensibility. PONK’s user-friendly interface highlights un-
clear segments at the word level, offering a practical solution for clearer and more
accessible legal communication.

Keywords. readability, legal texts, lexical surprisal, linguistic analysis, large
language models

1. Introduction

Improving the readability of legal and administrative language is vital for access to jus-
tice, as unclear communication can hinder citizens from understanding their rights and
erode trust in institutions. This study introduces PONK—an open, modular web applica-
tion that combines linguistic and machine-learning methods to evaluate and enhance the
clarity of legal texts. PONK assesses how well citizens can understand common admin-
istrative documents such as fines or benefit applications. The Czech Ombudsman’s 2023
Annual Report recorded about 7000 complaints concerning unclear official communi-
cation,” exceeding available assistance. Clearer texts could therefore reduce complaints
and strengthen public trust.

The tool highlights linguistically complex segments and suggests reformulations. Its
backend integrates two modules—Iexical surprisal, linguistic rules—combining linguis-
tic analysis with LLM-based semantic assessment. The modular design enables flexible,
fine-grained feedback at the sub-sentence level, offering actionable guidance rather than
generic readability scores. Figure 1 shows the system overview. The paper proceeds with
related work (Section 2), data (Section 3), system design (Section 4), module evaluation
(Section 5) and conclusions (Section 6).

!Corresponding author. Email: novotna@ufal.mff.cuni.cz.
2 Available at: https://www.ochrance.cz/dokument/zpravy_pro_poslaneckou_snemovnu_2023/
vyrocni-zprava-2023.pdf


https://www.ochrance.cz/dokument/zpravy_pro_poslaneckou_snemovnu_2023/vyrocni-zprava-2023.pdf
https://www.ochrance.cz/dokument/zpravy_pro_poslaneckou_snemovnu_2023/vyrocni-zprava-2023.pdf
https://www.ochrance.cz/dokument/zpravy_pro_poslaneckou_snemovnu_2023/vyrocni-zprava-2023.pdf
https://www.ochrance.cz/dokument/zpravy_pro_poslaneckou_snemovnu_2023/vyrocni-zprava-2023.pdf

T. Novotnd et al. / PONK: Tool for Client-Oriented Legal Writing in Czech 331

External services: |[UDPipe || NameTag ‘

’W‘ Module 2
A A
v | v | v 4
A=
PONK core
PONK REST API server

Figure 1. PONK Application Architecture
2. Related Work

Readability reflects how easily a text can be processed, while understandability also re-
quires correct interpretation of meaning [1]. Many plain-language metrics applied to le-
gal texts overlook these deeper aspects. Automatic formulas based on syntax or vocabu-
lary are scalable but correlate weakly with human judgment [2,3], whereas human meth-
ods (cloze tests, crowdsourcing) better capture comprehension at higher cost [2,4].

Legal readability research, rooted in the plain-language movement [5], extends to
contracts [6], legislation [7], and legal websites [§]. PONK combines general-language
readability models with domain-specific linguistic expertise (Section 4). It integrates two
complementary approaches: lexical surprisal, which links unexpected words to cognitive
load and reading difficulty [9,10,11], and linguistic rules, which evaluate structural and
lexical features such as sentence length, dependency depth, coherence markers, and word
frequency [12,13,14]. Together, these methods capture both probabilistic and rule-based
sources of legal text complexity.

3. Data

The KUK 0.0 corpus® was developed specifically for PONK and serves as the foun-
dation for both modules. It is a pilot collection of Czech legal and administrative texts
designed for the manual and automatic assessment of readability and understandability,
with evaluation to follow in later stages.

KUK 0.0 comprises three subcorpora: (1) Public materials of Frank Bold, a non-
profit organization offering plain-language legal guidance for citizens; (2) Statements
of the Ombudsman, opinions addressing specific complaints from the public (e.g., in
asylum or social security matters); and (3) Information flyers of the Ombudsman, brief
educational texts explaining recurring legal issues.

Together, these subcorpora include 6,051 documents and 19.2 million words. KUK
0.0 also incorporates the Czech Court Decisions Corpus (CzCDC 1.0) [15], containing
rulings of the Supreme, Supreme Administrative, and Constitutional Courts. The KUK
0.0 corpus is unique in classifying Czech legal documents by their degree of understand-
ability, enabling both PONK development and its future evaluation on expert and citizen-
oriented texts.

3https://lindat.mff.cuni.cz/repository/items/29452e2c-33eb-47a0-8641-f9c82088adaa
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Figure 2. Visual representation of lexical surprisal

4. System Architecture

PONK is a modular client—server application with a web interface and REST API back-
end. The Perl-based core coordinates internal modules and external NLP tools via REST
using the CoNLL-U format (see Figure 1). External services include UDPipe [16] for
tokenization, lemmatization, and syntactic parsing, and NameTag [17] for named entity
recognition. Internally, two modules operate in sequence: the Lexical Surprisal Mod-
ule, which estimates word-level predictability, and the Linguistic Rules Module, which
applies syntax-based readability checks.

The web client allows users to paste or upload text, submit it via REST, and inter-
actively explore results. PONK can also be run as a command-line utility or accessed
through a public REST APL* The public instance, available for free non-commercial
use, ensures privacy by not storing processed texts; only minimal metadata (timestamp,
data size, configuration, and IP address) is logged, and all external services maintain the
same anonymity policy.

4.1. Lexical Surprisal Module

Lexical surprisal quantifies how unexpected a word is in context, reflecting the cognitive
effort required for comprehension [18,19]. High surprisal indicates low readability. We
adapted the GLTR visualization tool [20]—originally designed to detect Al-generated
text—into Glitter, which highlights word-level surprisal as an indicator of textual diffi-
culty.

Input text is tokenized using Czech GPT-2 XL>, whose 64k-token vocabulary splits
most words into one to three subword units. The model predicts each token from up to
128 preceding tokens and computes its probability, producing surprisal scores for every
word. These are color-coded by probability bands, with alternative likely continuations
shown. The visualization helps legal authors spot cognitively demanding segments and
revise them for better readability.

4.2. Linguistic Rules Module
We implemented 35 linguistic rules inspired by Czech plain-language handbooks [21,

22,23,24]. These works emphasize clarity, simplicity, and avoidance of ambiguous or
cognitively demanding structures. Several rules address the so-called garden-path ef-

“https://quest.ms.mff.cuni.cz/ponk/
Shttps://huggingface.co/BUT-FIT/Czech-GPT-2-XL-133k


https://huggingface.co/BUT-FIT/Czech-GPT-2-XL-133k
https://huggingface.co/BUT-FIT/Czech-GPT-2-XL-133k

T. Novotnd et al. / PONK: Tool for Client-Oriented Legal Writing in Czech 333

fect—temporary misinterpretations that arise when a grammatical sentence allows mul-
tiple parses until disambiguated [25].

All rules are implemented in Python using Udapi® blocks, relying on UDPipe
and NameTag annotations and, where needed, MorphoDiTa [26] for morphological
paradigms. When a parsed subtree matches a rule pattern, relevant tokens are labeled with
the rule name, role-specific participants, and a unique ID identifying the instance. Rules
are grouped into five categories for interpretability: ambiguity (10 rules, e.g., garden-
path constructions), clusters (5 rules, frequent patterns lowering readability, e.g., excess
negations), phrases (8 rules, e.g., weak-meaning words), structural (8 rules, e.g., distant
predicates), and acceptability (4 rules, e.g., incomplete conjunctions).

In the interface, each category is visualized with distinct highlight colors, with grey
marking overlaps. Current limitations include the inability to process larger textual units
beyond sentences and the lack of deeper lexical-semantic understanding—factors that
restrict the precision of some cluster and semantic rules.

5. Evaluation
5.1. Evaluation of Lexical Surprisal Module

We qualitatively evaluated the lexical surprisal module on 50 randomly selected docu-
ments from the KUK 0.0 corpus, using its visual interface where word surprisal is color-
coded from blue (low) to red (high). The analysis, conducted by legal and linguistic ex-
perts in our team, focused on how these gradients correspond to perceived readability
(see Figure 2). Although exploratory, the evaluation provided useful insights into inter-
pretability and model behavior.

Low-surprisal words (dark blue) often appear in fixed expressions, indicating fluency
but sometimes redundancy, while high-surprisal words (red) frequently disrupt sentence
flow. Surprisal naturally decreases as the context lengthens. Similar to [20], we observed
that a balanced mix of predictable and unexpected words produces natural, comprehen-
sible text, whereas excessive unpredictability reduces clarity. Contrary to expectations,
specialized legal terms often received low surprisal—language models predict them eas-
ily due to their presence in large training corpora. Future work will adapt prompting
strategies to better reflect lay comprehensibility while retaining contextual accuracy.

5.2. Evaluation of Linguistic Rules Module

We evaluated the linguistic rules on 30 texts from the KUK 0.0 corpus, including Om-
budsman materials and court decisions from the ConCo and SupAdmCo subcorpora of
CzCDC 1.0 (see Section 3). The rules were applied and visually inspected using the Brat
Rapid Annotation Tool.” A legally trained annotator assessed each rule occurrence as
useful (improves readability), not_useful (captures the phenomenon but not helpful), or
incorrect (false positive).

Of the 35 implemented rules, 33 appeared in the dataset, yielding 5,069 annotations
(10735 per rule). Two rules from the acceptability category remain untested. Most anno-

®https://udapi.github.io/
"https://brat.nlplab.org/
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Figure 3. Evaluation of Linguistic Rules Module (ratios of annotation outcomes)

tations were judged useful, confirming that the rules identify relevant readability issues,
though some strict conditions may reduce recall. Cases labeled not_useful often involved
named entities, idioms, or canonical legal expressions that are stylistically fixed rather
than unclear. These findings support the overall validity of the module while highlighting
the need for semantic filtering to reduce over-triggering.

6. Conclusion and Future Work

PONK integrates two complementary methods—Iexical surprisal and linguistically in-
formed rules—enhanced by expert knowledge of Czech legal drafting (see Section 4).
These modules provide real-time feedback at the word level, effectively identifying un-
clear passages. Qualitative evaluation confirmed their usefulness, though broader testing
on larger datasets is needed.

Future work will compare surprisal patterns in original and simplified legal texts, re-
fine rule thresholds through genre-specific profiles, and explore multiple language mod-
els for surprisal estimation. A planned third, supervised module will assess textual co-
herence and relevance, extending PONK toward deeper semantic evaluation. Its modular
architecture enables seamless integration of such advances, ensuring ongoing alignment
with research in legal readability.

Acknowledgement
The research has been supported by the Technology Agency of the Czech Republic under

the project TQ01000526 (9/2023-12/2025).

References

[1] Curtotti M, McCreath E. A right to access implies a right to know: An open online platform for research
on the readability of law. J Open Access L. 2013;1:1.



[2]
(3]
[4]
[3]
(6]
(71

(8]
[9]

(10]

[11]
[12]

[13]

[14]

[15]

[16]

[17]

[18]

[19]
[20]
[21]
[22]
[23]

[24]
[25]

T. Novotnd et al. / PONK: Tool for Client-Oriented Legal Writing in Czech 335

De Clercq O, Hoste V, Desmet B, Van Oosten P, De Cock M, Macken L. Using the crowd for readability
prediction. Natural Language Engineering. 2014;20(3):293-325.

Heydari P, Riazi AM. Readability of texts: Human evaluation versus computer index. Mediterranean
Journal of Social Sciences. 2012;3(1):177-90.

Munro R, Bethard S, Kuperman V, Lai VT, Melnick R, Potts C, et al. Crowdsourcing and language
studies: the new generation of linguistic data. In: NAACL Workshop on Creating Speech and Language
Data With Amazon’s Mechanical Turk. Association for Computational Linguistics; 2010. p. 122-30.
Benoliel U, Becher SI. The duty to read the unreadable. BCL Rev. 2019;60:2255.

Arbel YA. The readability of contracts: Big data analysis. Journal of Empirical Legal Studies.
2024;21(4):927-78.

Curtotti M, McCreath E, Bruce T, Frug S, Weibel W, Ceynowa N. Machine learning for readability of
legislative sentences. In: Proceedings of the 15th International Conference on Artificial Intelligence and
Law; 2015. p. 53-62.

Dyson DD, Schellenberg K. Access to justice: The readability of legal services corporation legal aid
internet services. Journal of poverty. 2017;21(2):142-65.

van Schijndel M, Linzen T. Can entropy explain successor surprisal effects in reading? arXiv preprint
arXiv:181011481. 2018.

Monsalve IF, Frank SL, Vigliocco G. Lexical surprisal as a general predictor of reading time. In:
Proceedings of the 13th Conference of the European Chapter of the Association for Computational
Linguistics; 2012. p. 398-408.

Staub A. Predictability in language comprehension: Prospects and problems for surprisal. Annual
Review of Linguistics. 2024;11.

Kleijn S. Clozing in on readability: How linguistic features affect and predict text comprehension and
on-line processing. LOT; 2018.

Hackemann T, Heine L, Hottecke D. Challenging to read, easy to comprehend? Effects of linguistic
demands on secondary students’ text comprehension in physics. International Journal of Science and
Mathematics Education. 2022;20(Suppl 1):43-68.

Frantz RS, Starr LE, Bailey AL. Syntactic complexity as an aspect of text complexity. Educational
Researcher. 2015;44(7):387-93.

Novotna T, Harasta J. Czech Court Decisions Corpus (CzCDC 1.0); 2019. LINDAT/CLARIAH-CZ
digital library at the Institute of Formal and Applied Linguistics (UFAL), Faculty of Mathematics and
Physics, Charles University. Available from: http://hdl.handle.net/11372/LRT-3052.

Straka M. UDPipe 2.0 Prototype at CoNLL 2018 UD Shared Task. In: Proceedings of the CoNLL
2018 Shared Task: Multilingual Parsing from Raw Text to Universal Dependencies. Brussels, Belgium:
Association for Computational Linguistics; 2018. p. 197-207. Available from: https://www.aclweb.
org/anthology/K18-2020.

Strakova J, Straka M, Hajic J. Neural Architectures for Nested NER through Linearization. In: Korho-
nen A, Traum D, Marquez L, editors. Proceedings of the 57th Annual Meeting of the Association for
Computational Linguistics. Florence, Italy: Association for Computational Linguistics; 2019. p. 5326-
31. Available from: https://aclanthology.org/P19-1527.

Fernandez Monsalve I, Frank SL, Vigliocco G. Lexical surprisal as a general predictor of reading time.
In: Daelemans W, editor. Proceedings of the 13th Conference of the European Chapter of the Association
for Computational Linguistics. Avignon, France: Association for Computational Linguistics; 2012. p.
398-408. Available from: https://aclanthology.org/E12-1041/.

Cinkova S. Linguistic Factors in the Readability of Czech Administrative and Legal Texts. Vienna,
Austria: Praesens Verlag; 2024.

Gehrmann S, Strobelt H, Rush AM. GLTR: Statistical Detection and Visualization of Generated Text.
CoRR. 2019;abs/1906.04043. Available from: http://arxiv.org/abs/1906.04043.

Saménkovd J , Kubikova B, editors. Jak psdt srozumitelné ufedni texty. Piirucka srozumitelného
psani pro ufedniky. Brno: Kanceldf vefejného ochrance prav; 2022. Available from: https://www.
ochrance.cz/uploads-import/ESO/pruka/Prirucka_srozumitelneho_psani_tisk.pdf.
Svab J. Jak psit, aby se to dalo &ist. P¥irucka piistupného psani. Prague: Leges; 2021.

Sgall P, Panevovd J. Jak psét a jak nepsat Cesky. Prague: Karolinum; 2014.

Chromy J, Cehdkova M. Diversity of garden-path structures - SPR. OSF Registries; 2023.

Trueswell JC, Tanenhaus MK, Kello C. Verb-Specific Constraints in Sentence Processing: Separat-
ing Effects of Lexical Preference From Garden-Paths. Journal of Experimental Psychology: Learning,


http://hdl.handle.net/11372/LRT-3052
https://www.aclweb.org/anthology/K18-2020
https://www.aclweb.org/anthology/K18-2020
https://aclanthology.org/P19-1527
https://aclanthology.org/E12-1041/
http://arxiv.org/abs/1906.04043
https://www.ochrance.cz/uploads-import/ESO/příručka/Prirucka_srozumitelneho_psani_tisk.pdf
https://www.ochrance.cz/uploads-import/ESO/příručka/Prirucka_srozumitelneho_psani_tisk.pdf
http://hdl.handle.net/11372/LRT-3052
https://www.aclweb.org/anthology/K18-2020
https://www.aclweb.org/anthology/K18-2020
https://aclanthology.org/P19-1527
https://aclanthology.org/E12-1041/
http://arxiv.org/abs/1906.04043
https://www.ochrance.cz/uploads-import/ESO/příručka/Prirucka_srozumitelneho_psani_tisk.pdf
https://www.ochrance.cz/uploads-import/ESO/příručka/Prirucka_srozumitelneho_psani_tisk.pdf

336

[26]

T. Novotnd et al. / PONK: Tool for Client-Oriented Legal Writing in Czech

Memory, and Cognition. 1993;19(3):528-53.

Strakovd J, Straka M, Haji¢ J. Open-Source Tools for Morphology, Lemmatization, POS Tagging and
Named Entity Recognition. In: Proceedings of 52nd Annual Meeting of the Association for Computa-
tional Linguistics: System Demonstrations. Baltimore, Maryland: Association for Computational Lin-
guistics; 2014. p. 13-8. Available from: http://www.aclweb.org/anthology/P/P14/P14-5003.
pdf.


http://www.aclweb.org/anthology/P/P14/P14-5003.pdf
http://www.aclweb.org/anthology/P/P14/P14-5003.pdf
http://www.aclweb.org/anthology/P/P14/P14-5003.pdf
http://www.aclweb.org/anthology/P/P14/P14-5003.pdf

Legal Knowledge and Information Systems 337
R. Markovich et al. (Eds.)

© 2025 The Authors.

This article is published online with Open Access by 10S Press and distributed under the terms

of the Creative Commons Attribution Non-Commercial License 4.0 (CC BY-NC 4.0).
doi:10.3233/FAIA251607

EmoLawConnect: An Al-Powered
Matching Engine for Professionals
Supporting Family Conflict Resolution
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Abstract. EmoLawConnect is an Al-powered matching engine for family conflict
resolution that recommends lawyers by combining legal case profiles with clients’
emotional preferences and value alignment. It integrates a multi-layer pipeline that
processes user inputs (e.g., emotional expression, legal needs) and professional pro-
files (e.g., legal expertise, practice orientation). The architecture merges rule-based
pre-filtering with a semantic—emotional scoring module built on matrix factoriza-
tion and value-aware alignment. The prototype was evaluated through scenario-
based testing and a rule-based legal-consistency proxy. Results suggest improved
user—professional compatibility and trust, with potential contributions to access to
justice. The approach provides a foundation for broader legal-service applications
where affective or interpersonal alignment matters.

Keywords. Al and law, legal tech, professional matching, access to justice, family
dispute resolution, value alignment

1. Introduction

Access to legal professionals in family-related conflicts (e.g., divorce, custody, inheri-
tance) requires not only legal expertise but also sensitivity to emotional and relational
dynamics. Existing legal tech often focuses on document automation or rule-based guid-
ance, yet rarely considers interpersonal compatibility between users and professionals,
which can materially affect negotiation outcomes.

Building on our prior work on a negotiation-support chatbot that estimates both
Legal-Emotional BATNA [1], and on follow-up interviews with former judges and prac-
ticing attorneys in Japanese family law, we emphasize the need for detailed user profiling.
Relevant attributes include family structure, marital history, conflict patterns, personality
traits, and communication styles [2,3].

To comply with Article 72 of Japan’s Attorney Act, EmoLawConnect (i) does not
provide legal advice, (ii) does not broker legal services for compensation, and (iii)
presents outputs as internal decision support for licensed professionals. UI flows and con-
tractual terms ensure that final client-engagement decisions remain solely with attorneys
and law firms.

"Email (until Mar 2026): koshio@meiji.ac.jp; Permanent: oshio.k.contact22@gmail.com
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This paper details the system architecture, matching algorithm design, and a pre-
liminary evaluation framework for EmoLawConnect. The current prototype focuses on
rule-based matching using structured user and expert profiles. Future work includes
human-in-the-loop validation with domain experts, calibration analysis, and evaluation
on anonymized real-world datasets within existing referral workflows.

Contributions. (i) a rule-isolated proxy for legal consistency, (ii) an affect/value diag-
nostic kept out of supervision, and (iii) a compact neural scorer that outperforms MF on
the proxy task.

2. Related Work

Recommender systems infer user preferences from behavioral traces across domains
such as e-commerce, media, and healthcare. Legal settings pose distinct challenges: mat-
ters are sensitive, intents vary widely, and professional profiles are heterogeneous. Early
legal recommenders relied on ontology-based matching between user problems and legal
knowledge, prioritizing explainability over personalization [4].

Data-driven approaches later modeled implicit compatibility via collaborative filter-
ing (CF); matrix factorization (MF) projects users and professionals into a shared la-
tent space to capture affinities [7]. Incorporating side information, profiles, and context
improves over pure CF [6]. Surveys codify evaluation protocols and ranking metrics
[14,18], while MNAR biases warn against naive train/test designs [17].

In emotionally charged domains (e.g., family law), behavioral traces alone are insuf-
ficient. Affective/personality-aware recommenders suggest that value/affect congruence
boosts satisfaction and trust [16,19]. Legal-tech for vulnerable users highlights the need
for empathic, careful UX [5].

Beyond accuracy, high-stakes contexts require attention to ethics and process.
Fairness-aware recommendation studies exposure/representation via constraints and re-
ranking [9,10,11]; work on interpretability and legitimacy cautions against naive trans-
parency [12,8,13].

We also connect to legal-aid triage and referral systems reporting operational con-
straints in intake, eligibility, and routing; our intake minimalism borrows from these de-
ployments while adding an affect-aware diagnostic layer [20,21,22,23,24].

EmoLawConnect contributes at this intersection by: (i) combining legal specializa-
tion with affective—value signals; (ii) treating the Emotional-Aware Alignment Score
(EAS) as a diagnostic (not supervisory) signal within the evaluation pipeline; and
(iii) aligning optimization with legal practice by evaluating against a rule-based legal-
consistency proxy instead of an expert gold set, thereby isolating legal constraints from
affective alignment in the current prototype.

3. System Architecture

Our system has three parts: user profiling, professional representation, and a scorer that
predicts user—professional compatibility.

As a baseline, we use biased matrix factorization (MF). Let u € {1,...,M} and
i €{1,...,N} index users and professionals, and let " be the set of observed pairs. Let
u be the global mean, b,, b; the biases, and p,,q; € R¥ the latent factors. The estimate is
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Ruyi=p+Dby+bi+p, q. (1)

Parameters are learned by minimizing squared error over % with ¢, regularization on
user and professional terms:

u 1
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Affective and value-related compatibility is quantified with a cosine score. Let
v, pi € R™ be the user’s value—affective vector and the professional’s psychologi-
cal/value vector, both optionally ¢;-normalized:

EAS(u,i) = wpi) (—1,1]. 3)

 Avulllpel

EAS is excluded from supervision and used only in diagnostics/ablations to avoid la-
bel-feature coupling.

The main scorer is a multilayer perceptron that consumes structural and affect-aware
inputs. Let ¢, be the user’s legal-need embedding, e; the professional’s profile embed-
ding, and q, the user’s affect features (valence = settlement preference; arousal = pace
tolerance). Let ® denote all trainable parameters, and let A > 0 be the ¢, regularization
weight. The match probability is

_)/I\L,,‘:MLP([EMHEI‘H(ZM}% (4)

and training minimizes the average binary cross-entropy with ¢, regularization:
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When explicitly noted in ablations, we append EAS(u, i) to the input in Eq. 4; otherwise
the scorer runs without EAS.

We later combine the scorer with a lightweight justification module that generates
short natural-language rationales from dialogue metadata and injects their embeddings
back into the scorer as an auxiliary input to the ranker (see Discussion).

4. Evaluation Design

We evaluate EmoLawConnect along three questions: accuracy on ranking/classification
metrics, consistency with a rule-based legal proxy, and the diagnostic relation between
affect/value alignment (EAS) and successful matches. We report Precision@K, Re-
call@K, F1, Hit Rate, NDCG, and ROC AUC [14,17,18]. Legal appropriateness is mea-
sured with a rule-based proxy L(u,i) € {0,1} (specialization, jurisdiction/availability,
conflict-of-interest); no human labels are used. We emphasize threshold-agnostic sum-
maries (AUC, NDCG@K). EAS is excluded from supervision and used only post hoc
for diagnostics/ablations to avoid label-feature coupling.



340 K. Oshio / EmoLawConnect

The dataset comprises 50 users and 30 professionals. Each user has a legal-need em-
bedding, a value vector, and affect features; each professional has a profile embedding
and a psychological/value vector. We use five user-stratified folds (seed 42). Any operat-
ing thresholds used in diagnostics (e.g., Top-K summaries) are selected on training folds
only. Affect features a, are elicited via a short survey (e.g., S-point valence and arousal
items, and preferred communication style), normalized to [0, 1] and concatenated with
the legal-need embedding. This keeps EAS diagnostic while ensuring that supervised
signals derive only from the legal proxy.

The scorer is an MLP over [e,]|e;]|a, ] (EAS disabled in the main results; a (+EAS)
variant appears only in ablations), trained with the average binary cross-entropy and ¢,
regularization in Eq. 5. Unless noted, the defaults are embedding size 64, Adam with
learning rate 1073, A = 0.01, batch size 32, up to 100 epochs, and early stopping with
patience 5. We report means over five folds.

5. Implementation and Evaluation Results

We evaluate on the synthetic dataset above using only the rule-based labels L(u,i) for
supervision. The baseline is biased MF; the proposed model is the MLP in Eq. 4 trained
with Eq. 5. Unless explicitly stated in ablations, EAS is disabled as an input feature.

Table 1. Recommendation accuracy against the rule-based proxy L(u,i) (mean over five user-stratified folds;
seed=42).

Metric Baseline (MF)  Proposed (MLP)
Precision@5 0.44 0.68
Recall@5 0.30 0.74
Fl-score@5 0.35 0.71
Hit Rate@5 0.52 0.84
NDCG@5 0.50 0.79
ROC AUC 0.74 0.88

The MLP outperforms MF across all metrics at K = 5. Agreement with the legal
proxy is summarized by ROC AUC (Table 1); Top-K or fixed thresholds are shown only
as illustrative operating points. As a post-hoc diagnostic, EAS (Eq. 3) exhibits a higher
mean for correctly matched pairs, suggesting that affective—value congruence correlates
with success; these analyses do not affect training targets. Probability calibration is not
evaluated in this version.

6. Discussion

The results suggest that EmoLawConnect can rank suitable professionals well under a
rule-based legal proxy, while EAS provides an interpretable signal of affective fit. Gains
on Precision@5, NDCG, and ROC AUC indicate that combining structured profiles with
a lightweight neural scorer is effective; EAS is informative diagnostically but is kept
outside supervision to avoid leakage.

Limitations remain. The synthetic dataset cannot capture the full social and interper-
sonal context of family law. Fixed-length affect/value vectors simplify dynamic states.
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Future evaluations should combine expert review, small-signal field studies within refer-
ral workflows, and calibration analysis.

Architecture-wise, the system is modular. A justification module can generate short
natural-language rationales from dialogue and metadata, and these rationales can be em-
bedded and fed back to the scorer as an auxiliary feature. The same modularity extends
to many-to-many settings (e.g., lawyer—counselor—mediator teams) by scoring candidate
teams with both legal constraints and average EAS, then optimizing under workload and
diversity constraints.

Ethically, deployment must prioritize procedural legitimacy: fairness-aware expo-
sure, transparent operating points, and user-facing explanations proportionate to risk
[8,9,10,11]. These concerns are integral to design, not an afterthought.

Data collection in referral workflows is constrained: users and professionals provide
sparse, strategic, and sometimes inconsistent inputs. We therefore scope the supervised
target to a legal proxy and treat affective alignment as diagnostic, while designing the
intake to minimize burden (<10 items, defaultable answers) and mirror existing referral
forms.

As a next step, we will run a pilot (=15-20 cases) inside an existing referral work-
flow, collecting user-reported satisfaction, perceived fit, 7-day intent-to-retain, expert
agreement (Cohen’s k), and proxy agreement (AUC/NDCQG).

7. Conclusion and Future Work

We presented EmoLawConnect, a matching engine for family-law services that pairs
legal relevance with affect/value considerations. Under a rule-based legal proxy, a simple
MLP over structured profiles outperformed an MF baseline, and EAS offered a useful
diagnostic of interpersonal fit.

Next steps focus on realism and governance: (i) expert-reviewed and user-involved
evaluations with anonymized real cases, (ii) calibration and robustness checks, (iii) mul-
timodal profiling that augments surveys with text-derived embeddings, and (iv) team
matching with fairness and workload constraints. The goal is not to automate legal judg-
ment, but to improve human—human matching in emotionally complex settings while
respecting legal and ethical boundaries.
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Abstract. In recent years, hierarchical case-based-reasoning models of precedential
constraint have been proposed. Trevor Bench-Capon criticised these models, among
other things, on the grounds that they would not account for the possibility that
intermediate factors are established with different strengths by different base-level
factors. In this paper we respond to these criticisms for van Woerkom’s result-
based hierarchical models. We argue that in some examples Bench-Capon seems
to interpret intermediate factors as dimensions, and that applying van Woerkom’s
dimension-based version of the hierarchical result model to these examples avoids
Bench-Capon’s criticisms.

Keywords. case-based reasoning, precedential constraint, intermediate factors

1. Introduction

In [7] a hierarchical factor-based model of precedential constraint was proposed, extending
the ‘flat’ factor-based result and reason models of precedential constraint of [5]. Very
briefly, the flat model represents cases as a binary decision plus a fact situation, which
consists of two sets of factors pro and con the decision. A decision in a new fact situation
is forced if a precedent for that decision exists that cannot be distinguished from the new
fact situation, i.e., if the latter contains at least all pro-decision factors of the precedent
and at most all con-decision factors of the precedent. In [7] this is refined in terms of a
factor hierarchy [1], in which basic factors are pro or con more abstract factors, which
ultimately are pro or con the final binary decision. This allows to make the forcedness of
the final decision relative to intermediate decisions instead of to basic factors.

In [2,3], Trevor Bench-Capon criticised the resulting model, among other things,
on the ground that it does not account for the possibility that intermediate factors are
established with different strengths by different base-level factors. In this paper we argue
that in some examples Bench-Capon seems to interpret intermediate factors as dimensions,
and that applying [6]’s dimension-based version of the hierarchical result model to these
examples avoids Bench-Capon’s criticisms.

!Corresponding Author: Henry Prakken, h.prakken@uu.nl.
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2. Examples and Bench-Capon’s criticisms

Bench-Capon discusses two examples relevant for us about a family with parents Jack and
Jo with two children Emma and Max, where the parents want to consistently decide about
whether their children can have ice cream. Bench-Capon assumes the factor hierarchy
depicted in Figure 1, adapted from [4].

’ Ice cream ‘

Q: Behaved at R: Behaved at

Home School
*/ ) N NT—
P: Tidied Room - F4: Handed in F5: Inattentive F6: Interrupted
Homework in Class Teacher
y \+
F1: Folded F2: Made Bed F3: Threw Toys
Clothes

Figure 1. A factor hierarchy (from [3], as adapted from [4])

In Bench-Capon’s first example, the case of MaxMonday, F; (Max had folded his
clothes) and F5 (Max had been inattentive in class) were present and parent Jo decided
that Max could have his ice cream. Bench-Capon says that in a hierarchical model of
precedential constraint there are two possible interpretations of this case.

e MMH: QO > R (behaving at home is more important than behaving at school)
e MMEF: F| > Fs (folding one’s clothes is more important than being inattentive in
class)

Note that MMH and MMF correspond to the hierarchical and flat constraint model
interpretations, respectively. According to Bench-Capon [3, p. 831], the choice between
these two interpretations is not obvious. It is worthwhile quoting him in full:

Jo may give clues as to her interpretation. If she says ok, you tidied your room, which
meant you behaved at home, so you can have ice cream even though you misbehaved
at school, she is clearly thinking in hierarchical terms. If, on the other hand she says ok,
you folded your clothes so you can have ice cream even though you were inattentive
in class, she is clearly thinking in terms of MMF.

In our opinion, which outcome is intuitively correct is relative to what is given. If the factor
hierarchy is given in a way in which all base-level factors establish intermediate factors
with the same strength, then there is nothing wrong with MMH. Bench-Capon’s intuition
can then be explained by noting that intermediate factors are not always established with
the same strength. This becomes clear from his discussion of another example.

In Bench-Capon’s second example, the case of EmmaMonday, />, (Emma had
made her bed) and Fg (Emma had interrupted her teacher) were present. According to
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Bench-Capon, Emma would appeal to MMH and argue that Jo’s decision about Max
constrains Jack’s decision about her to the effect that she should also have her ice cream.
Bench-Capon argues that Jack could instead decide that Emma will not have her ice
cream on the grounds of Fs > F>, since this preference is consistent with F; > F5. We
argue that the latter decision in fact amounts to believing that intermediate factors can
in different cases be established with different strengths. Accepting both F; > F5 and
Fs > F in fact says that Q is more strongly established by F; than by F> and that R is
less strongly established by F5 than by Fg. In the next sections we will argue that the
dimension-based hierarchical result model of precedential constraint proposed by [6] is
suitable for modelling this approach and allows a modelling of the two examples that
satisfies Bench-Capon’s intuitions.

3. The dimension-based result model

We next summarise the dimension-based flat and hierarchical result models of precedential
constraint (abbreviated as DRM and DHRM) as presented in [6]. A dimension is a
nonempty set. Given a finite set D of dimensions, a (dimension-based) fact situation is
a partial choice function on D, i.e., a partial function X : D — |JD such that X(d) € d
for every d € D on which X is defined. A fact situation is complete if it is defined on all
of D. A case is a pair (Y,s) where s € {m,8} and Y is a complete dimension-based fact
situation. Finally, each dimension d is equipped with a partial order < on d, where v </
intuitively means that V' is at least as good for 7 as v and v is at least as good for & as v'.
Then ‘flat’ precedential constraint is defined for the DRM as follows.

Definition 3.1. Let CB be a case base for a set D of dimensions. We say that CB forces the
decision of a fact situation X for 7, written CB,X = m, iff there exists a case (Y, 7) € CB
such with Y (d) < X(d) for all d € D. Likewise, X is forced for 8 iff there exists a case
(Y,m) € CB such with X(d) <Y (d) for all d € D.

The DHRM gives the set of dimensions a hierarchical structure.

Definition 3.2. A dimension hierarchy is a pair (D, H) with D a finite set of dimensions
and H a relation on D satisfying

1. the transitive closure of H is irreflexive;
2. D contains exactly one H-maximal element.

A dimension is base-level if it is H-minimal, and abstract otherwise. In contrast to
factors, dimensions are not assumed to have an inherent polarity.” As such, we use the
notation H(d) = {e € D | H(e,d} instead of the notations Pro(d) and Con(d) to refer to
the direct subordinates of d in the hierarchy. The case outcome is now considered part
of the hierarchy, as phrased by point 2 of Definition 3.2. As such, a case is now simply
defined as a complete fact situation.

Hierarchical constraint is now defined for the DHRM as follows.

Definition 3.3. Given a case base CB and a value v in some dimension d, a fact situation
X is lower bound by v and CB, written CB |=v < X (d) iff:

2We make this deviation from the definitions of [6] for the sake of simplicity.
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e v=<X(d);or

® d € A and there is Y € CB satisfying v < Y (d) such that CB =Y (e) =< X(e) holds
forall e € H(d).

The upper bound by v, written CB |= X (d) = v, is defined analogously.

Together, the lower and upper bound of a dimension d for X define the range of
values that d can have in X given the case base. As stated by [6], the idea of the recursive
clause is that there is a precedent Y which forces X to take a value v which is at least ¥ (d),
and therefore v < X (d) follows by transitivity.

4. Applying the dimension-based hierarchical result model to the examples

We now formalise our intuitions about the family example that intermediate factors can
be established with varying strengths. For ease of explanation we use the natural numbers
as values but our analysis applies in exactly the same way to any partially ordered set of
values. For present purposes, all we need to represent is that R is satisfied more strongly
in MaxMonday than in EmmaMonday.

Let ‘the child can (not) have ice cream’ be denoted by 7 (8). The factors are now
dimensions but all dimensions except P, Q and R are kept two-valued as follows: we
assume two values 0 and 1 where 0 < 1 for dimensions that correspond to pro-7 factors
(in this case Fy, F>, Fy) and 1 < 0 for dimensions that correspond to pro-6 factors (in this
case F3, Fs, Fg). Moreover, P, Q and R can have any natural number as value, where v < v/
iff v <. Their hierarchical structure remains as in Figure 1.

We now model the intuition that making one’s bed (#2) makes the room more tidied
(P) than folding one’s clothes (F}), and that interrupting the teacher (Fg) is worse behaviour
at school than being inattentive in class (F5). Moreover, the more the room is tidied, the
better the behaviour at home (Q). This is modelled by assuming fact situations M and E
which assign 0 to all dimensions except:

M: F=1F=1P=20=2R=31=1
E: B=1F=1P=30=3R=271="

Note that we leave E undefined on R and 7. The question is now whether the case M
forces a decision to grant ice cream to Emma according to the DHRM. Formally, this
boils down to whether there is a lower bound M |= 1 < E(7r). We show that this is not the
case. Intuitively, the point is that although Emma behaved better at home than Max, she
behaved worse at school than Max and the latter is a relevant difference that allows the
parents to deny Emma her ice cream. Let us see how this follows formally, by unfolding
Definition 3.3 with respect to the statement M =1 < E(7).

To have M =1 <X E(7) (i.e., E is forced to be decided for &) we must either have
1 < E(m), which is not the case because E is undefined on 7, or else both (1) M =2 =<
E(Q) and (2) M |=3 = E(R). The first we indeed have, since 2 <3 = E(Q), so let us
consider (2). Successively applying Definition 3.3 and simplifying, we get:
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ME3=<E(R) (D)

iff 3<E(R), or (2)
M = M(Fy) 2 E(Fy), and 3)

M = M(Fs) < E(Fs), and “)

M = M(Fs) = E(Fg) &)

iff 0 <1 (as values in Fy), and (6)
1 <0 (as values in F5), and @)

0 =<1 (as values in Fg). (8)

In the first step, we must either have 3 < E(R), which we do not have since E is undefined
on R, or instantiate Y in the second bullet of Definition 3.3 by M, resulting in (3)—(5). As
F4, Fs5, and Fg are base-level dimensions, on all of which E is defined, these statements
respectively simplify to (6)—(8). The last of these conjuncts, (8), does not hold: 1 <0 in
Fg by definition, because interrupting the teacher is a con-7 factor. In other words, E can
be distinguished on Fg with respect to M, and so M does not constrain E to take a value
of at least 3 on R. We have thus verified that M = 1 < E(x) according to the logic of the
DHRM, so Emma can be denied her ice cream without violating precedential constraint.

We now vary the example in a way that makes Emma’s case lower bounded by the
decision that she is allowed to have ice cream. Consider a fact situation E” which is as
E except that we replace Fg by Fs, so E'(F5) = 1 and E’(Fg) = 0. Because M and E’
have the same values on the subordinate dimensions Fy, F5, Fg of R, we now do have
the lower bound M =3 < E'(R). Moreover, we also have M = M(Q) < E’(Q) because
M(Q) =2 < E'(Q) = 3. Putting these together, we now do have that M =1 < E'(7); so
Emma should be allowed to have ice cream.

5. Conclusion

In this paper we have responded to Trevor Bench-Capon’s criticism in [2,3] of hierarchical
result models of precedential constraint. We have argued that his point that the models
do not account for the possibility that intermediate factors are established with different
strengths by different base-level factors does not apply to [6]’s dimension-based version.
We have shown that in the analysis of some examples Bench-Capon seems to interpret
some intermediate factors as dimensions, and that applying [6]’s hierarchical result model
to these examples avoids Bench-Capon’s criticisms.
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Abstract. The increasing availability of legal documentation provides opportuni-
ties for applying empirical research methods that enable a comprehensive analysis
of complex legal data. Systematic Content Analysis offers a structured approach
for examining legal texts. This paper examines the possibility of anomaly detection
in legal text through the employment of machine learning methods. The conclu-
sions presented are formulated on a basis of a case study focusing on contractual
agreements concluded between public authorities and private service providers in
the field of cybersecurity. In this regard, we propose an approach to the detection
of anomalous legal text, providing a categorization of attributes that impact the de-
termination of anomalies and describing their significance in the selected domain.
Keywords. systematic content analysis, machine learning, anomaly detection, legal
text, cybersecurity

1. Introduction

Legal research focuses, primarily, on the examination of different legal documentation
(legislation, case law, contractual agreements, etc.), drawing conclusions from its thor-
ough reading and interpretation. The increasing availability of legal text provides oppor-
tunities for researchers to implement different empirical research methods enabling com-
prehensive analysis of complex legal data. Systematic content analysis provides a basis
for such analysis, facilitating efficient examination of textual information in a standard-
ized manner and application of different machine learning methods in this regard.

The main objective of this paper is the analysis of anomaly detection in legal texts.
One of the important tasks in machine learning is the identification of anomalies (out-
liers), and in this study we examine how this concept can be applied to contracts.
Anomaly detection refers to the problem of finding patterns in data that do not conform

ICorresponding Author: Pavol Sokol, Institute of Computer Science, Faculty of Science, Pavol Jozef Safarik
University in KoSice, Slovak Republic.
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to expected behaviour, identifying significant (and often critical) actionable information
in a wide variety of application domains [1]. To achieve this objective, we define the
following partial research questions: (1) What constitutes an anomaly in legal texts?;
(2) Which attributes contribute to anomalous contracts, and which characterize standard
(non-anomalous) agreements?

To answer these questions, we focus on unsupervised outlier detection methods ap-
plied to legal contracts in the field of cybersecurity. The dataset consists of contracts
whose subject matter is the provision of various cybersecurity-related services. In paral-
lel, we apply Systematic Content Analysis (SCA), which represents a structured em-
pirical approach for analyzing legal texts. This dual perspective—combining outlier de-
tection techniques with SCA allows us to identify anomalous contracts, explore attribute
categories influencing their classification, and distinguish between standard contractual
features and those contributing to anomalies.

The increasing employment of empirical research methods, including SCA in legal
research has been discussed in numerous studies [2,3,4]. Another research group focuses
on the detection of anomalies in the judicial system and legal texts [5,6]. The detec-
tion of anomalies in legal texts is closely related not only to the application of law but
also to the legislative process. In [7], the authors focused on improving the quality of
legislation and legal decisions through knowledge verification and anomaly detection.

2. Methodology

From a methodological point of view, this paper employs the SCA, which can be defined
as a methodical, replicable technique for compressing many words of text into fewer
content categories based on explicit coding rules [8]. The advantage of this approach is
that it can produce both qualitative and quantitative results by enabling the researcher to
compress long text into fewer content categories based on explicit rules of coding [9].

The analysis is based on a dataset of contracts obtained from the Slovak Central
Register of Contracts — a public database of contracts obligatorily published pursuant
to the Act No. 211/2000 Coll. on free access to information. The authors have analysed
273 contracts concluded in the time period 23.7.2019 — 1.1.2025, and used types of at-
tributes, namely numerical (e.g., the amount of remuneration), and binary (e.g., inclusion
of a contractual fine). Binary attributes represent the occurrence or the absence of a spe-
cific attribute. The analysis resulted in the selection and collection of a set of attributes
classified into the six groups.

For anomaly detection we used LSCP [10] (Locally Selective Combination in Par-
allel), a dynamic ensemble that, for each sample, (1) finds a small local neighborhood
(via k-nearest neighbors), (2) builds a simple pseudo-target for that neighborhood, (3)
measures each base detector’s competency as its correlation with that pseudo-target, and
(4) averages the scores of only the most competent detectors for that sample. We en-
semble six unsupervised detectors — PCA [11], ECOD [12], COPOD [13], Isolation-
Forest [14], HBOS [15], and KNN [16]. For each sample, LSCP builds a k-NN neigh-
borhood, forms a simple pseudo-target from neighbors’ consensus, and measures each
detector’s competency as its correlation with that pseudo-target. These correlations are
discretized into 4 bins; We set contamination to 0.05 as a standard unsupervised.

For the purpose of analyzing attributes and their impact on the anomaly of legal texts,
we employed the SHapley Additive exPlanations (SHAP) [17] method. We explain LSCP
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anomaly scores with SamplingSHAP—a faster alternative to KernelSHAP that preserves
reliable feature-importance rankings. SHAP compares each prediction to a baseline (the
model’s expected output on typical cases), so we use a compact background of 30 k-
means centroids to represent those cases.

3. Results and discussions

After running SamplingSHAP on the LSCP trained model, we obtained per-feature at-
tributions that can be visualized in the beeswarm plot (Figure 1). This plot shows how
all attributes contribute across the dataset, highlighting which features consistently drive
anomaly detection. This explanation allows us not only to detect outliers but also to un-
derstand the underlying reasons for their anomalous character.

3.1. Determination of contract anomality

A visual representation of all attributes is shown in Figure 1 in the form of a beeswarm
plot. In this visualization, each dot corresponds to one (row, feature) pair. The x-axis rep-
resents the SHAP value ¢;(x), indicating how much a given feature shifts the LSCP score
either upward (to the right, more anomalous) or downward (to the left, more normal).
The color encodes the raw feature value for that instance (red = high value, blue = low
value), while vertical jitter reflects the density of points. This plot allows us to observe
which features generally increase the anomaly score (right tail) or decrease it (left tail),
and whether high or low feature values are responsible for these shifts.

Contractual agreements examined in this paper and the individual attributes that
characterize their content, specifically focusing on selected legal issues (definition of
contractual subject matter, liability regulation, protection of confidentiality, etc.), pro-
vide a basis for the identification of ‘standard’ and ’atypical’ contractual regulation in
the selected area. The analysis of selected attributes provided in this paper identified how
individual attributes and their presence (or absence) in the contractual agreements exam-
ined aided to the determination of contract anomality. In this regard, three categories of
attributes could be distinguished, namely (a) attributes that add to the contract normality,
(b) attributes that add to the contract anomality, and (c) attributes without a significant
effect on contract classification.

The attributes, the presence of which in the contractual provisions is typical, and
therefore which add to contract normality include: (1) ‘Security_Solution’ — con-
firms the inclusion of cybersecurity solution as a service in the examined contrac-
tual agreements, reflecting the general nature of contracts selected for analysis; (2)
‘Fixed_Term’ and ‘Payment_Monthly’ — the limitation of contract effectiveness is stan-
dard in contractual relations concluded between state authorities and private suppli-
ers, as is the monthly payment of remuneration agreed between contractual parties; (3)
‘Priv_Supplier_Can_Withdraw’ — attribute confirming the standard protection of suppli-
ers through the right of withdrawal from contract and (4) ‘Confidentiality_Clause’ — the
protection of confidential information is inherent to provision of cybersecurity services.
Correspondingly, the absence of the above-defined attributes adds to contract anomality.

The attributes, the presence of which aids to contract anomality, include attributes
that cover (1) services defined in the contractual subject matter, such as the provision
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Figure 1. SHAP beeswarm plot for all attributes. Each dot represents one feature value, with the x-axis show-
ing its contribution to the LSCP score (red = high value, blue = low value).

of information and cybersecurity documentation, employee training, monitoring of IT,
security or external audit, (2) the form of contract solution, where contracts concluded
for an indefinite time period or with a one-time payment are atypical for the examined
contractual agreements; (3) the limitation of liability, where the inclusion of any pro-
visions that restrict liability, e. g. to the specific pecuniary amount or to the amount of
demonstrably caused damage, or exclude liability in defined circumstances or due to
the contractual party’s failure to cooperate, or act in accordance with the recommenda-
tions of the supplier, can be evaluated as contributing to the classification of contract
as an anomaly, and (4) sanctions that may be imposed in case of contract breach,
where, similarly, most attributes in this category including the stipulation of a contractual
penalty in the contractual agreement as such, or inclusion of contractual penalties for the
supplier’s failure to perform the contract, the state’s delay in remuneration payment or
for the infringement of other contractual obligations, contribute to contract anomality.

The last category of attributes with no discernible impact on contract classification
includes the provision of CISO (CISO_law) or cybersecurity consulting services (Con-
sulting_services) if included in the contractual subject matter, as well as the monthly peri-
odicity of contract renumeration payment (Payment_monthly). The dataset includes con-
tinuous attributes (" Turnover_Effective_Norm’, 'Revenue_Effective_Norm’, and 'Num-
ber_Employees_Norm’), the objective of which is to provide contextual information on
the contractual parties, which are not included in the provisions of the contracts.
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3.2. Discussion regarding contracts

As part of the discussion, we focused on a specific contract that exhibits the highest
anomaly (with ID 5821279), and a contract (with ID 6332291) that can be considered
standard. According to statistical data obtained from the processing of selected contrac-
tual attributes, the agreement exhibiting the highest level (ID 5821279) of anomalies de-
viating from the norm (-0.17) concerns the provider’s obligation to deliver consultancy
services to the contracting authority in the areas of information security, cybersecurity,
personal data protection, and IT service management. The contract shows the greatest
degree of deviation among the examined attributes with respect to the imposition of a
penalty on a public administration entity for delayed payment (+0.49), the delivery of
incomplete documentation (+0.37), and the limitation of liability for damages (+0.3).
Within the contractual framework established between the parties, the service provider
is entitled, though not obliged, to claim payment of a contractual penalty amounting to
0.5% of the outstanding sum for each day of delay. Ordinarily, late payment is sanctioned
by statutory or contractual default interest. The contracting parties further agreed on a
limitation of liability for damages capped at the price for a “chosen period.” However,
the contract does not explicitly define what constitutes such a period. The total contrac-
tual price to be paid to the provider amounts to EUR 154,800, which simultaneously
represents the notional ceiling of liability for damages expressed in pecuniary terms.

In contrast, the contract with the lowest level (ID 5821279) of anomalies (-0.17)
refers to the consultation on cybersecurity measures and the supervision of the oper-
ator’s cybersecurity and its cybersecurity manager. The least deviating attributes are
the turnover criterion (-0.15), definition of material breach (-0.14), and confidentiality
clauses (-0.12). The contract generally sets out grounds for withdrawal and requires both
parties to protect confidential information as they would their own, promptly report any
unauthorised use or disclosure, and cooperate in restoring its protection.

4. Conclusion

In this paper, we demonstrated a possible approach to the examination and identification
of anomalies within the scope of SCA of legal text, focusing on contractual agreements
concluded in cybersecurity as our case study. The proposed approach may find its appli-
cation in relation to other legal text with the objective of identifying the established legal
practice and possible deviations from it. The examined attributes focused on standard
aspects of contractual agreements regarding their subject matter, liability, confidentiality,
etc. In this regard, we calculated the impact of individual attributes on the classification
of contracts as anomalous and provided their categorization into different categories, re-
flecting their relevance for anomaly detection. The presence of certain attributes in legal
text aided in its classification as anomalous, or, correspondingly, determined the ‘stan-
dard’ formulation of contractual provisions in the examined case study.
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Abstract. Legal and administrative sources typically describe procedural steps that
are not recorded in structured data, which makes the application of process-oriented
analysis particularly challenging. In this work, we present an approach that uses
Large Language Models (LLMs) to extract events and dates from unstructured le-
gal texts. The methodology is applied to a dataset of Italian procurement notices
published since 2022 on the official EU platform, Tenders Electronic Daily (TED),
demonstrating how LLMs can extract valuable information, such as administrative
decisions adopted prior to tender publication. These elements are incorporated into
existing event logs, thereby enhancing the quality of process analysis. A sample
of the extracted data has been manually reviewed by legal experts to assess the
relevance and correctness of the automated detection. The results suggest that this
approach can help identify procedural steps hidden in free text, thereby supporting
more complete and accurate representations of legal workflows.

Keywords. Legal Process Analysis, Event Log Enrichment, Textual Analysis in
Procurement

1. Introduction

The growing availability of digital data has increased attention to legal research [3]. Le-
gal and administrative procedures, such as public procurement, are documented through
legislation, notices, and rulings, yet critical process information remains in unstructured
text. While information systems record standardised events, relevant procedural details
often appear only in free-text sections, hindering automated analysis.

This research applies Natural Language Processing (NLP) and Large Language
Models (LLMs) [25] to extract events and dates from procurement notices on the EU
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platform Tenders Electronic Daily (TED), enriching event logs for more complete pro-
cess analyses. We propose a two-stage, expert-validated framework that combines LLM-
based extraction with manual legal annotation to identify procedural steps absent from
unstructured data.

Our contributions are: (i) a pipeline leveraging LLMs for extracting information
from procurement notices with expert supervision through dual prompting and anno-
tation; (ii) an expert-based assessment of LLM potential and limitations in legal con-
texts, particularly for boolean detection tasks. Section 2 reviews related work; Section 3
presents methodology; Section 4 describes the dataset; Section 5 presents results; Sec-
tion 6 concludes describing the future work.

2. Related Work

The automated analysis of legal procedures can be approached through business pro-
cess management (BPM) [12] and, in particular, process mining (PM) [36], which re-
constructs workflows from event logs to identify bottlenecks [29,30], assess compli-
ance [31], and optimise resources [27]. However, structured event data are rarely avail-
able in legal contexts [14], where procedural information often resides in textual sources
such as regulations, rulings, or administrative documents [22]. Early computational mod-
els aimed to capture the normative structure of legal processes [15], while more recent
hybrid approaches combine structured data and text to improve completeness [8,26].

Information extraction has long supported the creation of legal knowledge bases
through rule-based and machine learning techniques [18]. Various NLP methods have
been applied to Named Entity Recognition in legal documents [2], from early statistical
models [11] to domain-specific corpora for Indian [17], English [4], and German [20]
legal texts. Yet, these methods remain sensitive to domain variability and linguistic am-
biguity.

The advent of LLMs has brought advances in summarisation, question answer-
ing [28], and event extraction [19]. In the legal domain, LLMs have been explored for
judgment prediction [37], contract analysis [32], legal summarisation [10], harmonisa-
tion [5,6], and entity—relation extraction [21]. Despite these successes, concerns about
bias and explainability highlight the need for expert supervision [9].

Building on our earlier work [35,27], which introduced a process-oriented frame-
work for event extraction from tender notices, this study extends that approach with a
two-stage expert-based validation strategy, achieving higher accuracy on a larger dataset.

3. Methodological Framework

This section outlines the methodological framework for identifying relevant events
within legal documents. Our approach integrates Large Language Models (LLMs) with
expert validation to extract structured data from unstructured legal texts. The framework
consists of two main stages — extraction and evaluation — supported by iterative expert
feedback, as shown in Figure 1.



358 1. Spada et al. / An Expert-Validated LLM Framework

Overview. The two-stage methodology (Figure 1) combines prompt-based event ex-
traction with legal expert evaluation. Each stage includes an extraction phase — from
prompt engineering to machine-readable linking — followed by manual expert assess-
ment of accuracy and completeness. Two legal experts participated in the evaluation to
ensure compliance with domain standards.

Preliminary : [ Event detection } [ Evaluation -7, :
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— ! LLM /P it Legal TtS
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Figure 1. Overview of the two-stage expert-based methodology for event extraction and evaluation

Preliminary Inspection. An exploratory phase was conducted with domain experts,
building on previous findings [35]. This phase refined the requirements and prompts by
analysing a sample of legal documents and updating the extraction guidelines. Keyword
and abbreviation filtering improved document selection (e.g., DL, DM, LR, DGR), en-
suring that only notices likely to contain relevant event—date pairs were included. Col-
laboration between legal experts and computer scientists defined both domain-specific
requirements and evaluation criteria, ensuring methodological consistency.

Stage 1. The assessment stage compared multiple prompting strategies across differ-
ent LLMs to assess: (i) zero-shot, (i) few-shot, and (iii) chain-of-thought (CoT) ap-
proaches. Manual evaluation of a subset of the dataset identified the best-performing
model-prompt combination according to expert guidelines, enabling selection of the op-
timal configuration for large-scale testing.

Stage 2. In the experiment stage, the selected configuration was applied to a repre-
sentative sample of TED documents. Multiple experts independently annotated the re-
sults, and inter-annotator agreement was measured using Cohen’s k [7]. This validation
confirmed the reliability and domain validity of the extracted data.

4. From Methodology to Practice: The Case Study

This section presents the case study and its application of the proposed framework. The
study analyses 27,841 Italian public procurement notices published on TED in 2022 [13].
The year 2022 was chosen because it followed the pandemic period and allowed com-
pleted procedures to be observed. While some sections of the notices follow a structured
template with standardised fields, others contain free-text descriptions of procedural acts.
In particular, the sections titled “complementary information” or “additional informa-
tion” often include decrees and decisions marking the start of procurement procedures,
which are the focus of this study.
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Preliminary inspection. Following our framework, we conducted an exploratory anal-
ysis of TED documents with legal experts, extending our previous work [35] that used
GPT-40 [33] for event—date extraction. Legal terminology and abbreviations from a reg-
ulatory database [34] (e.g., DL, DM, LR, DGR) were integrated to refine prompts and
improve document selection. The filtering pipeline progressively reduced the dataset to
2,839 relevant notices by selecting documents with “complementary” or “additional in-
formation” sections, well-formed Italian dates, and at least one legal keyword or abbre-
viation. This ensured both legal relevance and computational efficiency.

Stage 1. Building upon [35], we extended the analysis from 2019 back to 2016 [16].
Three models were compared: GPT-40 [33], Llama-3.1-8B [24], and Claude-Sonnet-
4 [1], each tested with zero-shot, few-shot, and chain-of-thought prompting. Manual
evaluation on ten sample documents identified Claude-Sonnet-4 with CoT prompting as
the most accurate and legally consistent configuration, particularly for handling temporal
dependencies and domain-specific terminology.

Stage 2. The best-performing model-prompt combination was applied to a larger sam-
ple. Two legal experts independently annotated 100 instances, achieving high inter-
annotator reliability (Cohen’s k), confirming the robustness and reproducibility of the
extraction process.

Implementation details. The framework was implemented in Python 3.12 (64-bit) us-
ing NLTK for text preprocessing and APIs from OpenAl, Meta, and Anthropic. All ma-
terials—including code, guidelines, prompt strategies and datasets—are publicly avail-
able?.

5. Results

Validation of the first extraction results. The first extraction was evaluated by two in-
dependent annotators using a three-label scheme (Yes, No, Doubts). The overall agree-
ment reached a Cohen’s k of 0.576, which corresponds to a moderate level of inter-
annotator reliability. This outcome suggests that, while the LLM-generated results are
generally consistent, the presence of the Doubts category introduced some ambiguity
into the annotation process, reflecting borderline or less clear-cut cases. After discussing
and resolving the doubtful cases, the two legal experts proposed a final assessment of
the events and dates correctly extracted by the LLM. Specifically, out of 121 cases, 89
answers were correct (74%), while the model was incorrect in 32 cases (24%). This out-
come is unsatisfactory, thereby justifying a second annotation with a new prompt and a
subset of notices to increase the percentage of successful cases.

Improved annotation guidelines. The two-stage annotation process enhanced guide-
line accuracy through iterative refinement and identification of previously undetected
edge cases. Legal experts revised the annotation scheme from tripartite (“"Yes/No/Doubt™)
to binary (‘“'Yes/No”) classification. This simplification eliminated the “doubt” category,
which introduced unnecessary uncertainty without discriminative value. Establishing
stricter, more explicit decision criteria from the outset reduced annotator uncertainty
and improved inter-annotator agreement. Additionally, the target term set was expanded

2GitHub repository: https:/github.com/roberto-nai/TURIX-2025
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to include “provision” (in Italian, “disposizione”), thereby marking events of particular
relevance that had previously been excluded.

Expert guidance enabled prompt refinement by selectively filtering concept quali-
fiers rather than entire categories. For instance, only legislative and law decrees were
excluded, as they refer to general procurement regulations rather than individual notice
lifecycles, whereas other decree types remained relevant to the analysis.

Assessment of strategies. The system prompt incorporates legal expert analysis of pre-
liminary TED instances, specifying the extraction task, relevant keywords with abbre-
viations, and elements to exclude during event detection. This design translates legal
reasoning into a computationally tractable format.

Three prompting strategies were evaluated. The zero-shot prompt (Prompt 1) pro-
vides a baseline that incorporates four expert-defined requirements, requesting JSON
output with the “event” and “date” fields. The few-shot prompt (Prompt 2) extends this
by adding three practical examples. The CoT prompt (Prompt 3) introduces explicit step-
by-step reasoning for entity extraction in the process mining context, including a demon-
stration.

Manual evaluation on 10 randomly selected instances compared the three strategies
across models with varying characteristics: Claude-Sonnet-4 (Prompt 1: 8; Prompt 2: 7;
Prompt 3: 9), GPT-40 (Prompt 1: 7; Prompt 2: 7; Prompt 3: 8), Liama-3.1-8B (Prompt 1:
2; Prompt 2: 6; Prompt 3: 4). The optimal configuration was Claude-Sonnet-4 with CoT.

Validation of second extraction results. Inter-annotator agreement between two legal
experts on 100 cases yielded Cohen’s k¥ = 0.896, indicating almost perfect agreement.
The model correctly identified 108 of 115 cases (94%), with 7 errors (6%), demonstrat-
ing substantial improvement over the initial extraction and confirming the effectiveness
of the expert-based framework in enhancing accuracy and reducing hallucinations. These
results represent a significant advancement for legal process digitalisation and optimisa-
tion.

6. Conclusion and Future Work

This work presents a two-stage framework for extracting legally meaningful events and
dates from administrative texts. Applied to large-scale procurement data, it enables the
identification of information useful for assessing public administrations’ performance
and provides an empirical basis for transparency and accountability analyses. From a
legal perspective, the method also helps address systemic issues such as limited trans-
parency and corruption. During evaluation, the LLM showed a partial ability to distin-
guish relevant from irrelevant information—correctly ignoring non-pertinent decrees or
resolutions in several cases—while still struggling with more subtle distinctions, such as
those between resolutions initiating or annulling a procedure.

A key insight is that legal meaning depends on institutional context and procedural
relevance rather than on isolated terms. By incorporating expert validation, the approach
demonstrates that legal knowledge is essential for guiding computational analysis and
producing data-driven evaluations of procurement processes.

Future work will explore the semantic modelling of procurement notices using ex-
isting ontologies and their automatic generation in queryable, explanatory [23] formats
using LLMs.
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Abstract. Machine learning is increasingly used in the legal domain, typically op-
erating retrospectively by treating past case outcomes as ground truth. However,
legal outcomes are often shaped by human interventions that are not captured in
most machine learning approaches. A final decision may result from a settlement,
an appeal, or other procedural actions. This creates label indeterminacy: the out-
come could have been different if the intervention had or had not taken place. We
argue that legal machine learning applications need to account for label indetermi-
nacy. Methods to impute indeterminate labels exist, but are all grounded in unveri-
fiable assumptions. In the context of classifying cases from the European Court of
Human Rights, we show that the way that labels are constructed during training can
significantly affect model behaviour. We therefore position label indeterminacy as
arelevant concern in Al & Law and demonstrate how it can shape model behaviour.

Keywords. Label indeterminacy, machine learning, legal decision-making

1. Introduction

With recent advances in machine learning, Al is increasingly applied in law, yet many
approaches remain ill-suited for legal tasks. Limitations include the retrospective nature
of machine learning, lack of faithful explanations [1,2], and, in generative models, issues
such as hallucinations [3]. One crucial machine learning issue that has not yet been ex-
plored in the legal domain is label indeterminacy [4], where the labels of certain train-
ing instances are inherently unknown because an intervention by a decision maker has
affected the final outcome. For example, in medicine, if life-sustaining treatment is with-
held, it is impossible to know whether the patient would have survived if treated [5]. The
resulting selectively labelled data can strongly influence model behaviour [4].

Many analogous scenarios exist in law, including bail decisions, settlements, and ap-
peals. When bail is denied, we cannot know whether the defendant would have appeared
in court if released. Similarly, if a case is settled or not appealed, the outcome that would
have resulted from litigation or an appeal remains unknown. Accounting for these inde-
terminate labels is vital. In this paper, we examine the legal task of court case prediction.
We investigate when and why decisions in non-appealed cases should be treated as inde-
terminate rather than ground truth, and review methods for imputing these labels. Using
European Court of Human Rights case data, we show that commonly applied strategies
for handling label indeterminacy can lead to substantially different model predictions.

Further details regarding this study are available at https://arxiv.org/abs/2510.17463.
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2. Background

Machine learning approaches to automated legal prediction constitute an established sub-
field, with various models attempting to classify case outcomes across different legal do-
mains [6,7,8,9,10]. Most prior research treats past case outcomes as fixed labels, assum-
ing the final judgement unambiguously resolves the dispute [11,12]. This assumption is
problematic under label indeterminacy, where outcomes may depend on interventions
such as appeals, settlements, or other procedural decisions.

Label indeterminacy differs from selection bias, which arises when datasets capture
only a non-representative slice of disputes [13]. Excluding settled cases would produce
selection bias, while including them creates indeterminate labels, as the true court out-
come is unknowable. Thus, a ‘final judgement’ in a dataset may not fully reflect the
underlying dispute.

Label indeterminacy is also distinct from jurisprudential legal indeterminacy, a de-
bate arising from realist critiques of formalism [14,15]. It argues that legal reasoning may
not yield a single inevitable answer because rules are underdetermined [16,17]. Critical
legal studies scholars add that outcomes are shaped by power dynamics rather than rule-
following [17,18]. Dworkin [19] rebutted this, arguing that even hard cases have a right
‘answer’ discoverable through proper interpretation. More broadly, the notion of ‘truth’
in law is often socially and institutionally constituted: Patterson challenges the corre-
spondence view, locating truth in accepted argumentative forms [20,21,22], an approach
also recognized in Al & Law research [23,24,25].

While we do not settle theoretical disputes, these perspectives support viewing legal
outcomes as contingent, procedural, and context-dependent. Treating all labels as fixed
ground truths risks misrepresenting the phenomena machine learning models seek to cap-
ture. Our experiments show that how indeterminate labels are handled can substantially
affect model behaviour, which may reinforce historical biases and ultimately undermine
the reliability of Al applications in law.

3. European Court of Human Rights

We investigate label indeterminacy in the domain of the European Court of Human
Rights (ECtHR), where we develop a machine learning model to predict case outcomes.
The ECtHR hears most cases in a seven-judge Chamber, decided by majority vote [26]. In
some cases, either on referral or after relinquishment, the case proceeds to the seventeen-
judge Grand Chamber, whose judgment is final. Referral is discretionary; many Cham-
ber judgments stand without review. This raises a modelling question: if a case is not re-
ferred, should the Chamber judgment be treated as definitive? Legally, Chamber rulings
are binding unless overturned, yet they lack the authority of Grand Chamber judgments.
From a machine learning perspective, we cannot model both simultaneously, as their de-
cisions can conflict, for example, when a case is appealed and overturned by the Grand
Chamber.

In this study, we treat Grand Chamber judgments as ground truth and regard Cham-
ber outcomes as indeterminate. This framework allows us to investigate how different
strategies for handling label indeterminacy, such as treating Chamber decisions as provi-
sional or excluding them entirely, affect classifier behaviour. We focus on Article 6 cases
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(right to a fair trial), the largest category before the Court, and frame outcome predic-
tion as a binary classification task (violation vs. no-violation) based on the facts section,
consistent with prior ECtHR outcome prediction work [27].

ID Name Description Assumption / Risk
corr Correct Chamber  Includes Chamber cases with-  Assumes past Chamber decisions
out altering their labels reflect Grand Chamber decisions
obs Observed only Trains only on Grand Chamber ~ Assumes missing at random,; fails
cases if appeal is outcome-related
obs+ip Observed + IP Trains only on Grand Cham-  Assumes positivity and no unob-
ber cases and applies inverse  served confounders
propensity weights to correct
for sample bias
nn Nearest neighbor ~ Imputes Chamber labels using ~ Assumes a valid similarity metric
the most similar Grand Cham-
ber case
expa All experts Uses each expert label individu- ~ Assumes all expert inputs are
ally with equal weighting equally valid, including conflict-
ing information
exPavg Average expert Averages multiple expert as-  Assumes the mean is meaning-
sessments into one label ful; removes disagreement infor-
mation
€XPmax Max expert Labels violation if at least one  Assumes a judge voting for vio-
judge voted for it lation is correct; dissenting votes
disregarded
eXPmin Min expert Labels non-violation if at least =~ Assumes a judge voting against
one judge voted against it violation is correct; other votes
disregarded
expagr Expert agree Keeps only cases with full ex-  Assumes unanimous agreement
pert consensus implies correctness; ambiguous
cases excluded
Table 1. Overview of methods used to impute the labels of Chamber cases.
4. Method

We use the dataset from the ECHR Open Data project [28], which contains 5,902 Cham-
ber and 191 Grand Chamber cases pertaining to Article 6 from 1968 to 2023. We train
on the facts section to predict violation vs. non-violation as determined by the Grand
Chamber. To account for temporal effects in the law, we use cases before 2015 as the
training set and cases from 2015 onward as the test set [29].

ECtHR cases are often long, so we use a Longformer ! that handles up to 4,096 to-
kens [30]. Chamber cases average around 2,300 tokens and Grand Chamber cases around
5,600 tokens, so many exceed the limit. We lightly preprocess to remove structural noise
and apply head-tail truncation for longer cases. The label distribution is heavily skewed
toward violations. To mitigate this, we create seven balanced training datasets for both

'https://huggingface.co/allenai/longformer-base-4096
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corr obs obs+ip nn

Prediction

€XPail €XPavg €XPmax €XPmin €XPagr

1.0 —_—

Prediction

Figure 1. Violin plots displaying the distribution of the predictions for models trained using different label
imputation methods.
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Figure 2. The mean prediction for two specific cases using different label imputation methods.

Chamber and Grand Chamber cases, each including all non-violation cases and an equal
number of violation cases with minimal overlap. Test sets remain naturally imbalanced.

We model Grand Chamber decisions and treat Chamber outcomes as indeterminate,
since they might have differed on appeal. To handle these indeterminate labels, we apply
and compare nine imputation methods to examine their impact on model behaviour, fol-
lowing Schoeffer et al. [4]. Table 1 summarizes each method, with brief descriptions and
the assumptions involved.

Each of the nine label imputation methods is applied to the seven balanced training
sets, yielding 63 datasets for training the Longformer. We then test the model on sepa-
rate Chamber and Grand Chamber test sets. For more details on model implementation,
training, and full results we refer to the full paper and our GitHub repository [31]. 2

’https://github.com/CorSteging/Label-Indeterminacy-in-AI-Law
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5. Results

For each label imputation method, we average results across the seven balanced training
sets. Figure 1 shows the distribution of predictions on both test sets, while Figure 2
illustrates the effect of different imputation methods on two specific cases.

6. Discussion

In this experiment, chamber case outcomes are considered indeterminate, so we cannot
judge the correctness of predictions on these cases. Furthermore, all nine label imputa-
tion methods rely on unverifiable assumptions (Table 1) and none can be regarded as ab-
solutely ‘correct’. They were chosen from the literature to illustrate label indeterminacy
in law, even if some assumptions may be especially implausible in legal contexts.

Figure 1 shows that predictive behaviour varies by imputation method: exp,,,, gen-
erally produces high predictions near 1.0, while nn is more conservative. Figure 2 high-
lights two example cases, where predictions range up to 0.91 across methods. Examining
the two cases revealed no clear reason for the divergent predictions. Both are Chamber
cases, one with a single dissent and the other decided by majority, suggesting that ordi-
nary cases such as these can be strongly affected by how label indeterminacy is handled.

Our results highlight the importance of accounting for label indeterminacy, as the
choice of method can substantially affect model behaviour. Predicting ECtHR case out-
comes is challenging even for humans [32], and serves mainly as an academic illus-
tration and illustrative case study. Similar issues arise in other legal contexts, such as
settlements, withdrawals, procedural defaults, bail, or appeals.

7. Conclusion

We introduce the concept of label indeterminacy to the legal domain and highlight its crit-
ical implications for machine learning. Certain legal outcomes are inherently unknow-
able because they depend on interventions whose absence or alteration could have pro-
duced different results. This creates indeterminate labels that cannot be ignored in pre-
dictive modeling. Using the ECtHR as a case study, we show that commonly applied la-
bel imputation strategies can yield different prediction behaviours, emphasizing the need
to explicitly address indeterminacy when designing and evaluating Al systems in law.
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Abstract. Guiding principles (Leitsétze) are central to German jurisprudence, cap-
turing the essence of judicial reasoning in concise, doctrinally precise statements.
Unlike general case summaries, they distill normative reasoning and key legal hold-
ings rather than recounting factual backgrounds or procedural details. This paper
examines how large language models (LLMs) can automatically generate guid-
ing principles from German court decisions, focusing on three dimensions: model
choice and adaptation, prompting strategies, and evaluation methods. Comparing
GPT-40 with LerLeoLM, a fine-tuned, domain-specific model, we find that GPT-40
outperforms even without fine-tuning, while lightweight tuning on only 100 cases
yields the best results. Human—LLM co-designed prompts further enhance quality,
surpassing both expert-structured and self-generated prompts. Finally, we show that
LLM-based evaluation aligns more closely with expert judgment than traditional
metrics, establishing guiding principle generation as a distinct task in Legal NLP.

Keywords. large language models, guiding principles, German court decisions,
prompt engineering, legal summarization, LLM-based evaluation

1. Introduction

Automatically generating guiding principles is a unique challenge, as it requires domain-
specific abstraction, conciseness, and legal precision that go beyond the abilities of stan-
dard summarization methods, which tend to reproduce factual details or yield vague gen-
eralities. Recent large language models (LLMs) show promise in legal reasoning [1] and
judgment summarization [2,3,4], but their effectiveness in generating guiding principles
remains underexplored. This study investigates the use of LLMs to generate guiding
principles from German court decisions. We address three core research questions:

1. RQ1: Can zero-shot prompting using advanced proprietary LLMs like GPT-40
rival or even surpass domain-specific models fine-tuned for this task?

2. RQ2: How much does expert-crafted prompting matter when models already
possess strong prior knowledge of the task?

3. RQ3: Are conventional evaluation metrics sufficient for guiding principle gener-
ation, or is LLM-based evaluation better aligned with expert evaluation?

ICorresponding Author: May Myo Zin, maymyozin@nii.ac.jp
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2. Related Work

Most research on applying LLMs to legal judgments centers on summarization tasks
[6,7,8,9,16,17]. Sharma and Singh [12] used InLegalBERT [13] embeddings with K-
Means clustering for extractive summarization, outperforming Legal Pegasus, T5, BART,
and ChatGPT-3.5, though producing case-like summaries. Glaser et al. [14] introduced
a dataset of German rulings with abstractive summaries, focusing on summarization
rather than guiding principle extraction. Deroy et al. [3] compared domain-specific mod-
els and general LLMs across legal datasets. Steffes and Wiedemann [10] conceptualized
the guiding principles generation task as a form of doctrinal summarization, reporting
limited effectiveness from prompt-based approaches and only moderate gains from fine-
tuned LLMs. Subsequent work [11] fine-tuned LLMs on judgments enriched with le-
gal entities and proposed a class-based evaluation framework. Despite these advances,
generated principles still fall short of professional quality. Overall, prior studies share
key gaps: they treat guiding principle generation as summarization, rely on surface-level
evaluation metrics, and face risks of hallucination [18] and doctrinal inaccuracy.

3. Model Selection and Fine-Tuning

We used GPT-40 as our primary advanced LLM, and LerLeoLM from Steffes et al. [11]
as the domain-specific baseline. It is a Mistral-based model fine-tuned on 4,319 German
court decisions paired with guiding principles, enriched with legal entity information fol-
lowing Leitner et al. [15], and represents the state of the art in German guiding principle
generation. We used the publicly available outputs” of LerLeoLM on the test set, with-
out retraining or modification. We also conducted lightweight supervised fine-tuning of
GPT-40 using 100 structured training pairs. Each pair consisted of an input that com-
bined a Prompt (with ChatCol-vI shown as an example in the case box in Section 4) and
a Court Decision, paired with the corresponding output, the Guiding Principle.

4. Prompting Strategies

As baselines, we designed three simple prompts reflecting how non-expert users might
typically instruct an LLM:
e SimplePrompt-vl: “You are alegal assistant. Write the guiding principle (headnote) for the following
court decision.”
e SimplePrompt-v2: “Read the following German court decision and formulate a Leitsatz that reflects
the central legal principle.”
e SimplePrompt-v3: “You are a legal expert preparing a Leitsatz for a case law database. From the

court decision below, draft a Leitsatz (headnote) summarizing the key legal principle or doctrine de-
rived from the ruling.”

To create the ExpertStructuredPrompt, we adapted the structured prompt design
proposed by Steffes et al. [10]. While it represents the most advanced legal expert-crafted
prompt available, it has two main limitations: (1) its question—answer format diverges
from the concise, declarative style of expert-written guiding principles, and (2) it often

2 Available at https://github.com/bs-000/bgh-1s-11ms-1ler
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produces overly long or additional outputs. To overcome these issues, we introduced two
refinements: UnlabeledStructuredPrompt, which removes the Q&A structure to align
more closely with expert drafting style, and UnlabeledStructuredPromptCol, which re-
formulates the prompt into a chain-of-instructions (Col) [5] format to enhance concise-
ness and legal fidelity.

The third prompting strategy, ChatCol, is a structured prompt composed of a chain
of instructions (Col), collaboratively created by a human and LLMs such as ChatGPT
through interactive dialogue.

— Interactive Dialogue for ChatCol Prompt Creation

Human: What does “Leitsatz” mean in German court decisions?

LLM (ChatGPT-40): [Explanation of the concept of a Leitsatz. |

Human: Yes, your understanding is correct. Now, could you suggest a chain-of-instructions (Col)
prompt for an LLM to automatically generate a Leitsatz based on a given judgment?

LLM (ChatGPT-40): [Proposed Col instructions, e.g.:

To generate a Leitsatz, you need to:

1. Understand the legal context — you must know what legal issue is being decided (e.g., remon-
stration, liability, official duties).

2. Identify the court’s conclusion — what did the court ultimately decide about that issue?

3. Extract the core legal principle — summarize that decision as a rule or principle in neutral legal
language.]

Due to space limitations, we only reproduce the shortest version of ChatCol (ChatCol-
vI) in the paper, which is presented in the case box above. Using the same interactive
dialogue in separate new chats, we also generated two additional variants: ChatCol-v2
and ChatCol-v3. A few-shot variant, ChatCol-3Examples, was also created, in which
the LLM was shown three example judgment-Leitsatz pairs, instructed to learn from
them, and then asked to suggest a Col prompt.

We additionally examined self-generated Col, SelfCol, in which the LLM au-
tonomously generated its own task-specific instructions during inference. In this setting,
the LLM was first prompted to design an internal “chain-of-instructions” for itself be-
fore generating the final Leitsatz. To account for variability, we executed the SelfCol
procedure three times under identical conditions.

5. Dataset and Evaluation Methods

We used two sources of German Federal Court of Justice (BGH) decisions. Montagspost
(2019 cases): we collected 120 decisions issued in 2019 in the domains of criminal
and administrative law from the Montagspost® service. Of these, 100 cases were used
for GPT-40 fine-tuning and 20 cases for in-domain evaluation. Steffes et al. evaluation
dataset (2003-2022): we additionally used the evaluation dataset of Steffes et al. [11],
which contains 763 BGH decisions spanning 2003-2022, primarily in civil law. From
this corpus, 20 cases were randomly selected for cross-domain evaluation.

For evaluation, we used widely adopted metrics: BLEU, ROUGE, and METEOR for
lexical overlap; and BERTScore, SBERT, and GPT embeddings (text-embedding-ada-
002) for semantic similarity. We also employed GPT-40 as a meta-evaluator. The model

3https://montagspost.rechtsinformatik.saarland
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Figure 1. Total word counts across 20 court decisions. Each bar represents the cumulative word count of
guiding principles produced using a specific prompting strategy.

Table 1. Comparison of different prompting and fine-tuning methods on the Montagspost (2019 cases).

Method BLEU-1 BLEU-4 METEOR ROUGE-1 ROUGE-L BERT SBERT GPT
ExpertStructuredPrompt 23.52 9.02 0.32 0.30 0.19 0.72 0.63 0.92
UnlabeledStructuredPrompt 25.40 11.07 0.33 0.32 0.22 0.73 0.60 0.92
UnlabeledStructuredPromptCol 27.67 10.33 0.32 0.34 0.22 0.72 0.60 0.92
SimplePrompt-v1 27.89 8.22 0.28 0.32 0.19 0.72 0.62 0.92
SimplePrompt-v2 26.21 7.53 0.26 0.32 0.20 0.72 0.60 0.92
SimplePrompt-v3 25.68 6.90 0.28 0.32 0.19 0.72 0.59 0.92
ChatCol-v1 25.80 8.19 0.27 0.30 0.18 0.72 0.60 0.92
ChatCol-v2 28.85 10.14 0.27 0.34 0.20 0.74 0.63 0.92
ChatCol-v3 26.18 7.32 0.30 0.32 0.19 0.72 0.60 0.92
chatCol-3Examples 28.01 9.12 0.29 0.33 0.20 0.73 0.61 0.92
SelfCol-v1 24.22 5.29 0.24 0.30 0.17 0.71 0.59 0.91
SelfCol-v2 20.31 4.20 0.21 0.27 0.15 0.70 0.54 091
SelfCol-v3 25.40 7.52 0.25 0.30 0.19 0.71 0.59 091
FineTuned_GPT-40 40.40 29.00 0.47 0.50 0.42 0.79 0.66 0.93

was prompted to act as a German legal writing expert and evaluate candidate guiding
principles based on three criteria: semantic fidelity, completeness, and conciseness, each
rated on a 0-5 scale. It also assigned an overall score (0—100) reflecting a holistic quality
judgment rather than a sum of sub-scores. An overall score of 50 served as the thresh-
old for acceptability. To determine whether automatic or LLM-based evaluation metrics
are sufficient for assessing generated guiding principles, we additionally conducted a fo-
cused human evaluation to serve as a gold standard. Human evaluation was performed by
a senior German legal scholar with expertise in civil law, legal informatics, business law,
and legal theory, ensuring that judgments reflect both doctrinal accuracy and drafting
conventions.

Table 2. Comparative evaluation of ChatCol-vI-generated guiding principles against Gold references. Sam-
ples with an LLM-Evaluation Score below the threshold of 50 are highlighted in red.

LLM-Evaluation

SamplelD BLEU-1 BLEU-4 METEOR ROUGE-1 ROUGE-L BERT SBERT GPT Score Acceptable/ Superior
(Gold or G
(Thresh = 50)
1 19.82 6.19 0.36 0.27 0.17 0.74 0.51 0.93 67 acceptable
2 24.27 11.30 0.34 0.25 0.13 0.67 0.27 0.85 13 unacceptable
3 1618 097 0.12 0.20 0.10 065 058 090 60 acceptable
4 1538 153 0.39 0.30 017 073 073 088 60 acceptable
5 20.95 9.05 0.29 0.21 0.13 0.70 0.36 0.87 0 unacceptable
6 2174 228 0.17 0.24 0.10 071 070 096 67 acceptable
7 29.19 1043 023 0.33 0.14 068 065 091 60 acceptable Gold
8 30.46 8.45 0.26 0.39 0.32 0.77 0.77 0.97 78 acceptable
9 4353 3220 0.48 043 0.40 078 076 095 54 acceptable Generated
10 1345 408 0.15 0.32 0.18 071 065 094 67 acceptable
11 16.59 497 0.16 0.28 0.16 0.70 0.68 0.93 20 unacceptable
12 11.54 1.60 0.25 0.21 0.12 0.70 0.59 0.92 78 acceptable
13 26.15 3.54 021 0.20 0.20 070 062 093 80 acceptable Generated
14 2342 3.08 0.20 023 0.16 0.68 0.43 0.90 67 acceptable
15 56.60 24.54 0.59 0.62 0.39 0.85 0.66 0.97 80 acceptable
16 30.00 433 0.19 0.30 0.12 073 065 090 68 acceptable
17 40.18 16.66 0.31 0.42 0.21 0.75 0.69 0.96 78 acceptable
18 39.83 15.85 0.39 0.37 0.25 0.77 0.77 0.96 78 acceptable
19 17.95 1.50 0.18 0.24 011 069 048 090 60 acceptable Gold

20 18.83 1.28 0.15 0.17 0.10 0.65 0.52 0.90 40 unacceptable
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Table 3. Comparison of different approaches on the Steffes et al. evaluation dataset (2003-2022).

Method BLEU-1 BLEU-4 METEOR ROUGE-I ROUGE-L BERT SBERT GPT
FineTuned_LerLeoLM 16.80 3.71 0.17 0.22 0.14 0.68 0.38 0.89
FineTuned _GPT-40 47.12 31.23 0.45 0.52 0.43 0.80 0.67 0.92
SimplePrompt-v1 22.40 5.63 0.23 0.26 0.15 0.70 0.49 0.90
SimplePrompt-v2 22.74 538 0.22 0.26 0.14 0.70 0.51 091
SimplePrompt-v3 20.73 4.68 0.24 0.25 0.15 0.70 0.51 0.91
ChatCol-v1 25.12 7.43 0.28 0.30 0.20 0.72 0.54 0.91
ChatCol-v2 24.62 6.20 0.29 0.29 0.17 0.71 0.55 0.92
ChatCol-v3 26.19 6.46 0.25 0.28 0.17 0.71 0.55 0.91

6. Experimental Results and Discussion

As shown in Figurel, fine-tuned GPT-40 produced guiding principles whose lengths
most closely matched the “Gold” references. In contrast, both ExpertStructuredPrompt
and UnlabeledStructuredPrompt, which rely on expert-crafted structure, yielded sub-
stantially longer outputs, indicating that heavy structuring can encourage verbosity. Since
conciseness is a defining feature of German Leitsétze, similarity in length can serve
as a partial indicator of stylistic adequacy, supporting the view that overly rigid expert
prompting may undermine brevity and precision, thus addressing RQ2.

Table 1 shows that fine-tuned GPT-40 outperforms all other methods across lexi-
cal and semantic metrics. Among prompt-only approaches, ChatCoI-v2 performs best
overall. To address RQ3, Table 2 compares automatic metrics with expert assessments.
The results indicate that traditional evaluation metrics are insufficient for assessing the
adequacy of generated guiding principles. Some outputs scored high on these metrics but
were judged unacceptable by human experts, while others with modest scores were con-
sidered acceptable. LLM-based evaluation, using GPT-40 as a meta-evaluator, showed
stronger alignment with expert judgment, making it a more reliable method for legal
quality assessment. Table 3 presents results based on the Steffes et al. dataset to address
RQ1, examining whether advanced proprietary models can outperform domain-specific
fine-tuned baselines. GPT-4o0, even without any task-specific training, outperformed the
fine-tuned LerLeoLM across all evaluation metrics. Notably, when GPT-40 was fine-
tuned on just 100 examples (drawn from 2019 criminal and administrative cases), it
achieved substantial performance gains despite the domain and temporal mismatch.

Overall, fine-tuned GPT-4o delivers state-of-the-art performance. Among non-fine-
tuned approaches, ChatCol prompts stand out for their robustness. Even without expert
knowledge, users can co-create effective prompts through interactive prompting with an
LLM. This highlights the practical potential of collaborative prompting in real-world
legal NLP tasks. All prompts used in this study are available in the online repository.

7. Conclusion

In this paper, we present the first systematic investigation of guiding principle genera-
tion using LLMs. Our results show that GPT-40 surpasses a domain-specific baseline
even with minimal and simple prompting, and that human—-LLM collaborative prompt
creation yields more doctrinally accurate outputs than expert-designed strategies. At the
same time, we highlight the limitations of surface-level metrics and propose LLM-based
evaluation as a scalable complement to expert review. While our study is limited by
dataset size and jurisdiction, it establishes guiding principle generation as a distinct task
that requires abstraction beyond summarization and opens new directions for research
on doctrinally faithful legal NLP.
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Abstract. This paper presents a Retrieval Augmented Generation (RAG) pipeline
adapted to simulate the process of resolving legal cases. It introduces two novel ap-
proaches to enhance the RAG pipeline for legal reasoning: 1) problem generation,
which automatically creates fictitious legal cases to improve retrieval performance,
and 2) query rewriting, which reformulates user queries to better align with rele-
vant passages. These methods are evaluated on a legal reasoning dataset derived
from real U.S. civil procedure cases. Experiments conducted across different re-
trieval methods (keyword search, tensor search, and hybrid search with re-ranking)
and language models (GPT-4, SAULM, Llama-3 8B) highlight the benefits of the
more advanced RAG pipeline. Notably, the query rewriting approach consistently
improves performance by enhancing the alignment between queries and passages.

Keywords. Retrieval Augmented Generation, Legal Reasoning

1. Introduction

Artificial Intelligence has significant potential to assist legal professionals by reducing
the time and effort required for complex legal tasks. Recent research has explored LLMs’
capabilities in legal reasoning through prompting-based approaches for tasks such as le-
gal judgment prediction [1], statutory reasoning [2], and legal exams [3], though lim-
ited attention has been given to open-source models [4] or their integration with closed-
source systems like GPT-4 [5]. RAG systems have evolved from basic retrieve-read
pipelines [6] to advanced modular architectures with adaptive retrieval flows [7-9],
though these sophisticated approaches often require substantial computational resources
and data [10, 11]. In the legal domain specifically, RAG-based systems have been devel-
oped for statutory law inquiries in different languages [12, 13], highlighting the need for
more comprehensive approaches to legal question-answering systems.

This paper addresses the task of legal reasoning over court cases, which involves
a two-step process: (1) retrieving the most pertinent passages from case text, such as
statutory provisions, precedents, or doctrinal explications, and (2) analyzing the retrieved
materials to determine the most appropriate resolution. It introduces LR? (Legal RAG
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for Legal Reasoning), a RAG pipeline specifically designed to address query-passage
misalignment issues that negatively impact retrieval performance in legal contexts.

2. Methodology

The proposed LR? pipeline builds upon the standard Retrieve-Read RAG architecture [6]
with two novel enhancements to address query-passage misalignment:

Problem Generation: Instead of indexing original passages directly, the system auto-
matically generates fictitious legal cases from each original passage using an LLM. For
each passage p;, a corresponding fictitious legal problem p’j is generated. The retriever
then computes similarity scores s(g;, p’j) between the user query and generated prob-
lems, ranking passages and returning the top-k original passages p; associated with the
top-scores generated problems. This approach aims to better align the knowledge base
content with typical user queries.

Query Rewriting: An LLM reformulates the user input ¢g; to extract the most important
terms, producing a refined query ¢/. The retrieval module then computes scores s(¢’, p;)
for each original passage, while the generation component uses the original user input g;
with the retrieved passages to produce the final answer. This method enhances retrieval
effectiveness by improving query-passage alignment.

The dataset used for evaluation is derived from U.S. civil procedure domain [14, 15],
converted into a multiple-choice question answering format using Multiple-Choice
Prompting (MCP) [16]. Each instance consists of a legal problem question, context in-
troduction, possible solution arguments, and annotated labels indicating correctness.

3. Results

GPT-4.1 demonstrated the best overall performance across all methods, with query
rewriting achieving the highest scores (Accuracy: 0.632, Precision: 0.620, Recall: 0.611,
F1: 0.613). For GPT-4, query rewriting yielded substantial improvements (Accuracy:
0.590, F1: 0.550) compared to the baseline Retrieve-Read approach (Accuracy: 0.515,
F1: 0.414). Llama-3 8B showed modest improvements with query rewriting (Accuracy:
0.410, F1: 0.402) over baseline (Accuracy: 0.401, F1: 0.382). SAULM, despite being
pre-trained on legal domain, demonstrated lower generalization capability in zero-shot
reasoning tasks. The hybrid BM25 with tensor re-ranking consistently outperformed
other methods. Query rewriting with this hybrid approach achieved the best retrieval
metrics (MRR: 0.368, R@1: 0.234, R@5: 0.563, R@10: 0.688), outperforming the base-
line Retrieve-Read method (MRR: 0.337, R@1: 0.219, R@10: 0.633). Problem genera-
tion yielded modest improvements (MRR: 0.359, R@1: 0.211) but did not match query
rewriting’s effectiveness. Methods relying solely on dense vector representations consis-
tently underperformed compared to keyword-based and hybrid approaches, suggesting
that explicit keyword matching remains crucial for legal information retrieval.
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Discovering the Potential of LLMs in
Annotating Legal Texts for Argument

Mining (Extended Abstract)
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3[RIT, Université Toulouse Capitole

Abstract. Argument Mining (AM) [1], the task of extracting arguments and their
relations (e.g. attacks, supports) from text, has lead to potential applications of
formal models of argumentation on real-world scenarios. However, AM methods
largely depend on Machine Learning (ML) techniques, which require high-quality
annotated data. This poses a significant limitation in domains like legal reason-
ing, where annotated corpora are extremely scarce. Current legal AM research re-
lies almost entirely on a single dataset from the European Court of Human Rights
(ECHR) [2], limiting the development of robust, argumentation-driven automated
legal reasoning systems. Addressing this data scarcity is essential for advancing
computational legal argumentation. To address this challenge, this paper briefly de-
scribes some preliminary results that demonstrate the promising potential of LLMs
to assist legal experts in annotating additional legal corpora. This advancement
paves the way for more robust, argumentation-driven automated reasoning systems
in the legal domain. More details on our approach and experimental results are pro-
vided in [3].

Keywords. Legal argumentation, Argument mining, LLMs

1. Argumentation Pipeline

Using 9 short and 6 long texts from the ECHR dataset as a baseline, we have queried an
LLM (meta-llama/Meta-Llama-3-8B-Instruct [4]) to extract arguments from these texts,
aiming to identify how many original (annotated) arguments are generated by the model.
Since LLMs may rephrase the content, we measured the similarity between original
and generated arguments using the sentence-transformers/all-MiniLM-L6-v2 similarity
model. A generated argument is considered a match if its similarity to an original one
exceeds a threshold 7. We tested different pipeline variants (outlined in Figure 1), with

or without providing examples of arguments.

ICorresponding Author: Karla-Denia.Salas-Jimenez @irit.fr.
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Figure 1. Schematic description of the three variants of our pipeline, where the text input is split in several
text windows, and then either (1) the LLM is used to extract arguments directly, or (2) the complaints in the
windows are identified before the argument extraction, or (3) for each complaint, there is a paragraph extraction
before argument extraction.

2. Experiments

Our initial experiments show that the first pipeline (direct extraction of arguments from
legal texts using examples) is the most effective. The number of arguments generated
by the LLM and their mean and maximal number of premises are the most similar to
those in the annotated dataset. So, we focus on this pipeline to evaluate similarity and
matching ratios between original and LLM-generated arguments. After a first set of ex-
periments, we introduced an improved prompt, which yields better results on two text
samples (short and long texts). Although matched arguments generally show high sim-
ilarity (over 80% on average), many generated arguments do not appear in the original
dataset. Our improved prompt allows to reduce this phenomenon. Results are shown in
Table 1, for short and long texts, before and after prompt modification.

Basedon 0-shot before after long-texts before long-texts after
Original 70.69 64.85  76.40 70.79 84.81

LLM 55.16 6244 6192 41.01 46.47
Table 1. Mean matching ratio, T = 0.75, for all prompt modifications. The first line refers to the values of the
original arguments and the second to the values of the LLM arguments.

3. Conclusion

The evaluation of our system shows promising capabilities for LLMs to help identify-
ing arguments in legal text, which would greatly reduce the burden of annotation. Be-
sides the results presented in this extended abstract, we have also evaluated another
LLM (Equall/Saul-7B-Instruct-v1 [5]) and a state-of-the-art AM approach (ArgueMap-
per/ArgueBuf [6,7]), as well as the similarity between claims and premises of the ex-
tracted arguments. As part of our future work, we plan to evaluate the efficiency of our
proposed pipeline as a support tool for legal experts in the annotation of legal texts. Ad-
ditionally, we aim to assess its versatility by extending its application beyond the ECHR
dataset, with the goal of generalizing the approach to a broader range of legal domains.
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Abstract. This study introduces Pro-Judice, a benchmark to assess how large lan-
guage models align with procedural fairness in judicial contexts. Using criminal
case data from China and US legal traditions, it reveals that models’ procedural
fairness perceptions vary by legal context of test dataset, model architecture and
version differences, and dataset-model interaction.

Keywords. Large Language Models (LLMs), Procedural Fairness, Judicial Alignment,
Legal Tradition

1. Introduction

In legal Al judgment prediction is a key focus, but concerns remain due to the
black-box nature of large language models. [1][2][3][4][5]. While prior work empha-
sizes human-computer decision making and distributive justice, procedural fairness is
underexplored.[6][7][8][9][10][11] [12] [13][14]Procedures are vital for legitimacy and
rights protection, especially in criminal law. Legal traditions differ: civil law stresses
fact-finding, common law values adversarial fairness.[15] Al models may inherit such
biases from training data.[16][17][18]This study introduces the Pro-Judice benchmark,
grounded in Rawls’ theory[19] and international human rights standards, using criminal
law data from China and the U.S. It evaluates LLMs’ alignment with nine procedural
fairness principles, evaluating five models—DeepSeek V3, DeepSeek R1, and Qwen-
2.5 from China, and GPT-40 and Llama-3.3 from the U.S. Results show that fairness
perceptions vary by legal tradition of model and dataset, and dataset-model interaction.
This study ran three experiments using procedural fairness means as metrics, and
applied Statistical Significance Testing (Table 1) to compare models, datasets, and their
interaction effects.E1 evaluates the mean of Procedural Fairness Awareness MPA =
Nno/Niotal- LLMs identify procedural unfairness with 80% accuracy. Evaluation on U.S.
datasets shows stronger procedural awareness. DeepSeek R1 performed significantly
worse than V3. E2 introduces MPV = (Nyro — Noup ) / Nootal, to assess the model’s prefer-

IThe first, second, and third authors contributed equally to this research.
2Corresponding Author: Antonino Rotolo, antonino.rotolo@unibo.it; Yun Liu, liuyun89 @tsinghua.edu.cn;
Weixing Shen, wxshen@mail.tsinghua.edu.cn. Dataset and code: https://github.com/CrexCheng/Pro-Judice
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Di Group E1 E2 E3
Group2 Groupl AMpy (G2 —G1) P AMpy (G2 —G1) P AMpp (G2 —G1) P
Dataset(LT) Dys Dew 0.100 <0.001%+* 0.841 <0.001%+* 22.341 <0.001%#*
Model(Ver) Mg Mys -0.231 <0.001%+* -0.004 0799 10.094 <0.001%+*
Model(LT) Mys M -0.022 0.057 -0.037 <0.001 %% 8.500 <0.001 %%
Dys(R1 Dys(V3 0.173 0.371 17.358
Dataset x model(Ver) us(R1) us(V3) <0.001%%% <0.001%%+ <0.001%%%
Den(R1)  Den(V3) -0.290 -0.378 2753
Dys(Mys)  Dys(Mc; 0.054 0.1 14.69
Dataset x modelLr) | Dvs(Mus) - Dus(Mex) 00 <0.001%5* 0160 <0.001%5* 696 <0.001%5*
Den(Mys)  Dey(Mew) 0.011 0.086 2302

Table 1. Statistical Significance Testing across models, datasetst-tests and their interaction effects
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Figure 2. Two-Way ANOVA Analysis of Model and Dataset Interaction on E3

ence between procedural and substantive justice. Models tested on U.S. data favor pro-
cedural fairness; those tested on Chinese data prioritize substantive outcomes and often
overlook procedural flaws. Deepseek R1 amplifies this difference compared to Deepseek
V3. Fig 1 shows core procedural fairness principles such as presumption of innocence
and protection against self-incrimination are consistently upheld. E3 employs mean of
the Procedure effect on the substantive sentence MPE = mean |Scompliant — Sviolation [tO
quantify the impact of procedural compliance on sentencing. Models tested on U.S.
datasets and using R1 show higher sensitivity to procedural impact, especially when
model and dataset share the same legal tradition background (Fig 2).
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Abstract. This paper proposes and evaluates a method for interpreting hierarchical
graph neural network (GNN) nodes created from criminal law texts. We optimise
a hierarchical GNN with extra loss functions to generate coherent abstract nodes
from Brazilian habeas corpus data. Four concept grounding (CG) methods (utilis-
ing semantic similarity and large language models (LLMs)) are evaluated for giv-
ing names to these nodes. Quantitative results demonstrate that optimisation im-
proves the quality of abstractions and predictive performance. Qualitative expert
evaluation favoured labels based on LLMs. This dual approach (optimisation and
grounding) provides a framework towards more trustworthy and explainable legal
Al systems.

Keywords. Criminal Law, Interpretability, Textual Graphs, Concept Grounding

1. Introduction

Explainability is crucial in high-stakes domains, such as law, where transparency is re-
quired for due process [1,2]. However, standard natural language processing (NLP) meth-
ods for explainable artificial intelligence (XAI), such as SHAP [3] or LIME [4], often
provide feature attributions as lists of important but structurally unrelated words. This
fails to capture the relational nature of legal writing [5].

Relational explanations using graph neural networks (GNNs) on text graphs (where
nodes are words and edges are dependencies) offer a promising alternative by explic-
itly modelling text structure [6]. However, while hierarchical GNNs can learn high-level
abstractions by grouping nodes, the conceptual meaning of these abstractions is often
unclear, necessitating concept grounding (CG), i.e. mapping these abstractions to real-
world concepts. Our work uniquely combines GNN training optimisation aiming at co-
herent abstractions with a comparative evaluation of CG strategies, building on recent
work in legal Al transparency [7,8] and GNN interpretability [9,10]. We thus investi-
gate: fo what extent can we map the abstract nodes of a hierarchical GNN into natural
language to explain how it reaches its predictions in criminal law cases?

!Corresponding Author: Thiago Dal Pont, thiagordalpont@ gmail.com. Code and materials at: https://
github.com/thiagordp/TextualHGNN/tree/jurix2025
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Our methodology involves generating and interpreting hierarchical representations
from a corpus of Brazilian Supreme Court pre-trial detention decisions, framed as a bi-
nary classification (released vs. not released), having 2018 documents: 515 released and
1503 not released (see [11]). Decisions become graph structures using dependency pars-
ing [12], where nodes are words (initialised with pre-trained legal GloVe embeddings,
see [13,14]) and edges are syntactic dependencies. We employed DiffPool [15], a hierar-
chical GNN, to learn multi-level graph representations by clustering words (level 0) into
abstract nodes at higher levels (Figure 1; abstract nodes to be grounded: A, B and C).

We trained GNN using a composite loss func-
tion (Ligrat = Lpredictive + ¥ AiLi) having a classifica- Pr°”
tion loss (Lpredictive) With regularisation terms (L;), o
to balance predictive performance with interpretabil- @ > tevel2
ity. Such terms were designed for structural faithful-
ness, enhance abstract node quality, and embedding
diversity [16,17,15]. The optimisation metric was the
Interpretability-Aware Performance Score (IAPS), a
hybrid metric balancing Macro F1-score with abstrac- |\ ¢
tion quality). We then propose four Concept Ground- — = =
ing (CG) methods: (1) semantic similarity to the aver-
age embedding of assigned words; (2) semantic simi-
larity to the abstract node’s embedding; (3) LLM-based (LLaMa 3.3 70B); and (4) using
the top assigned word.

Quantitatively, Macro F1 was measured against baselines, and IAPS assesses ab-
stract node quality using Concept Completeness (expressiveness) and Concept Confor-
mity (purity) [9]. For qualitative assessment, two legal experts evaluated 18 abstract
nodes on semantic coherence (1-5 Likert scale) and ranked the labels from all four CG
methods based on faithfulness, specificity, and plausibility.

Figure 1. Hierarchical graph

2. Results, Discussion and Conclusion

Our optimised Diffpool (Macro-F1 0.821) outperformed standard GCN (0.817) base-
lines, while improving abstract node quality (Concept Conformity rose to 0.890, p <
0.05; Concept Completeness was 1.000).

Qualitatively, experts rated the GNN’s abstractions as only moderately coherent
(2.82/5). But, they clearly preferred CG labels from the LLM-Based and Similarity from
Assigned Nodes methods, while the poor performance of using the GNN’s own abstract
embeddings directly for similarity search indicates they lack direct semantic grounding.

Returning to our research question, abstract nodes of a hierarchical GNN may be
translated into natural language to a moderate but promising extent. Our dual approach
is a viable path towards more transparent legal Al, with LLM-based and semantic search
methods showing the most success. The moderate coherence of the learned abstractions
and the small scale of our expert evaluation are key limitations requiring further valida-
tion. Future work will focus on integrating subgraph explanations (e.g., SubgraphX [18]),
multi-level explanations [19], regression [20] and expanding expert evaluation.

Acknowledgement: Paper partially supported by CAPES (Coordination for the Im-
provement of Higher Education Personnel) and by the “CompuLaw” project, funded by
the European Research Council (Grant No. 833647).
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Abstract. We have developed a system, based on prioritized default logic, for repre-
senting legal rules and their exceptions. Our system can help the law practitioner’s
reasoning in presence of scenarios that induce an exception to a rule. When there
is no known exception to the rule r; for a scenario, the system can help the user to
adapt the exception r} to a general rule r,.

Keywords. Default Logic, Handling exceptions, System description

Legal reasoning is highly sensitive to exceptions, i.e. situations where a general rule
would imply a given decision, but a more specific context leads to a different decision.
This kind of reasoning can be modelled with defeasible reasoning approaches [1], in
particular (prioritized) default logic [2,3,4], where the exception to a general rule has a
higher priority than the general rule. Now the question is: what happens if the exception
has not been anticipated? Consider this simple example: a rule r; forbids all vehicles to
drive through the park (for instance, implying a fine for the driver), and the driver of an
ambulance has decided to cross the park because traffic jam was preventing her to reach
the hospital fast enough to save her patient. A strict application of the rule says that this
action was forbidden (and thus the driver should receive a fine). But ethics would say
that saving the life of the patient was an emergency situation, which should lead to an ex-
ception. Our goal is thus to propose to the law practitioner (e.g. a judge) new exceptions
based on existing ones: imagine that another rule r, forbids all vehicles to cross at a red
light, with the exception r} that some vehicles (police cars, fire trucks, ambulance) can
cross the red light in emergency situation. Then we can adapt this exception to the case
of the park, and propose to the judge to use this new exception (and thus the ambulance
driver would not receive a fine).

Formally, we assume simple default rules [2] % = {ri,...,r,} where each r; is of
the form (p; A ... A pg) ~ c¢. All p;’s are propositional literals called the premises of the
rule (Z(r;)), and c is a literal called the conclusion of the rule (¢ (r;)). We assume a
consistent set of premises, i.e. Z(r;) I/ L. Given a rule base Z and two rules r;,r EXR,
ri is an exception to r; if Z(rj) C P(r;) and €(r;) A€ (rj) - L. Rules are ranked with
a priority relation > [3], i.e. if both r; and r; could be applicable, and r; > r;, then only
r; is actually applicable. General knowledge and the current scenario can be encoded in
a propositional knowledge base 7.

To select relevant rules for adapting their exceptions, we use the Hamming distance
between premises of rules: dg(r1,r2) = dy(P(r1), P(r2)) if €(r1) =€ (r2), and 0, a
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fixed constant larger than the number of propositional atoms in the vocabulary, otherwise.
Various policies can be used, selecting any r, with a minimal distance to ry, or also taking
into account a threshold. The choice of policy can be left to the user (law practitioner).
Then, to adapt the exception r’2 of rp, to rq, given the simple nature of our rules, we can
use the following adaptation method: «/dapt(ry,r2,ry) = P(r1) AN(P(r5)\ P(r2)) ~

The system that we have developed consists in a Web interface that lets the user
describe a scenario in natural language. An LLM parses this scenario into a set of facts
which is added to the current knowledge base. Then, the rules in the current rule base
which are applicable are shown to the user, which can iteratively select rules in order
to obtain conclusions (what is called an extension) from the default theory [2,3]. At
each step, the user can also choose to create a new exception using the formal above-
mentioned method; see the Figure below. The updated rule base including new excep-
tions can be saved for future usage. The source code of our system is available online,’
as well as a Web interface” and a demonstration video.? The current prototype contains
the logical encoding of our “ambulance” toy example, and some extracts of the French
penal code.

Process: Create en exception: J

Adaptation choice: Progress report on the extension generation

associated with the scenario:
*Extension generation

Rule 1

* cross_park => forbidden

he rule 4 : vehicle ~ cross_park => forbidden

~ forbidden => fine

Skip

We consider several interesting future works. The first one consists in encoding in
logic more legal texts. This may require a richer logical language than the restricted
default logic used here; e.g., with more complex rules than normal defaults made of
a conjunction of literals as premises, and a single literal as conclusion, or using rule-
based deontic logic. We also want to study other approaches for selecting the best rule
for creating new exceptions, and for adapting their existing exceptions into new ones.
Finally, using an LLM for rephrasing the new exception into natural language would be
a nice improvement to the current web interface.

'https://github.com/Ecobichon-Thomas/Exceptions-Legal-Reasoning.git

2https ://exceptions-legal-reasoning.onrender.com/

*https://github.com/Ecobichon-Thomas/Exceptions-Legal-Reasoning/blob/main/
presentation_video.mp4


https://github.com/Ecobichon-Thomas/Exceptions-Legal-Reasoning.git
https://exceptions-legal-reasoning.onrender.com/
https://github.com/Ecobichon-Thomas/Exceptions-Legal-Reasoning/blob/main/presentation_video.mp4
https://github.com/Ecobichon-Thomas/Exceptions-Legal-Reasoning/blob/main/presentation_video.mp4
https://github.com/Ecobichon-Thomas/Exceptions-Legal-Reasoning.git
https://exceptions-legal-reasoning.onrender.com/
https://github.com/Ecobichon-Thomas/Exceptions-Legal-Reasoning/blob/main/presentation_video.mp4
https://github.com/Ecobichon-Thomas/Exceptions-Legal-Reasoning/blob/main/presentation_video.mp4

394 T. Ecobichon et al. / A Tool for Handling Unexpected Exceptions in Legal Reasoning
Acknowledgements

This work has been funded by the French National Research Agency (grant AIDAL,
ANR-22-CPJ1-0061-01) and the International Research for Society Institute (IRSI, grant
Elan+). The authors thank Karla Salas-Jimenez for her work on the deployment of the
Web platform.

References

[1] Calegari R, Contissa G, Lagioia F, Omicini A, Sartor G. Defeasible Systems in Legal Reasoning: A
Comparative Assessment. In: Araszkiewicz M, Rodriguez-Doncel V, editors. Legal Knowledge and In-
formation Systems - JURIX 2019: The Thirty-second Annual Conference, Madrid, Spain, December 11-
13, 2019. vol. 322 of Frontiers in Atrtificial Intelligence and Applications. IOS Press; 2019. p. 169-74.
Available from: https://doi.org/10.3233/FATIA190320.

[2] Reiter R. A Logic for Default Reasoning. Artificial Intelligence. 1980;13(1-2):81-132. Available from:
https://doi.org/10.1016/0004-3702(80)90014-4.

[3] Brewka G. Reasoning about Priorities in Default Logic. In: Hayes-Roth B, Korf RE, editors. Proceedings
of the 12th National Conference on Artificial Intelligence, Seattle, WA, USA, July 31 - August 4, 1994,
Volume 2. AAAI Press / The MIT Press; 1994. p. 940-5. Available from: http://www.aaai.org/
Library/AAAI/1994/aaai94-144.php.

[4] Lawsky SB. A Logic for Statutes. Florida Tax Review. 2017;21(1). Available from: https:
//scholarship.law.ufl.edu/ftr/vol21/iss1/2.


https://doi.org/10.3233/FAIA190320
https://doi.org/10.1016/0004-3702(80)90014-4
http://www.aaai.org/Library/AAAI/1994/aaai94-144.php
http://www.aaai.org/Library/AAAI/1994/aaai94-144.php
https://scholarship.law.ufl.edu/ftr/vol21/iss1/2
https://scholarship.law.ufl.edu/ftr/vol21/iss1/2
https://doi.org/10.3233/FAIA190320
https://doi.org/10.1016/0004-3702(80)90014-4
http://www.aaai.org/Library/AAAI/1994/aaai94-144.php
http://www.aaai.org/Library/AAAI/1994/aaai94-144.php
https://scholarship.law.ufl.edu/ftr/vol21/iss1/2
https://scholarship.law.ufl.edu/ftr/vol21/iss1/2

Legal Knowledge and Information Systems 395
R. Markovich et al. (Eds.)

© 2025 The Authors.

This article is published online with Open Access by 10S Press and distributed under the terms

of the Creative Commons Attribution Non-Commercial License 4.0 (CC BY-NC 4.0).
doi:10.3233/FAIA251619

Normative Risk Assessment in the Al Act

Beatrice FERRIGNO #!, Marco BILLI 2, Yasaman YOUSEFI 2, and
Antonino ROTOLO @

2 Alma Al - University of Bologna, Italy
ORCiD ID: Beatrice Ferrigno https://orcid.org/0009-0007-9197-2970, Marco Billi
https://orcid.org/0000-0002-6807-073X, Yasaman Yousefi
https://orcid.org/0000-0003-1483-2978, Antonino Rotolo
https://orcid.org/0000-0001-5265-0660

Abstract. This work introduces the formal framework DLRisk, based on Defeasible
Deontic Logic, for assessing how fundamental rights are balanced under the EU Al
Act when new systems are developed. This approach enables qualitative, scenario-
aware reasoning by ordering rights, capturing demotions triggered by factual condi-
tions, and detecting collisions between rights and deployment contexts. The result is
an explainable assessment of trade-offs that supports compliance analysis and risk
mitigation.

Keywords. Risk assessment, Defeasible deontic logic, Fundamental rights

1. Introduction

Risk assessment is the core idea behind the European Al Act (AIA), the normative
framework that has been designed to regulate the introduction of Al systems on the basis
of their risk profiles. However, a key methodological issue remains: how can we evaluate
and mitigate the impact of technical hazards on fundamental rights?

This question belongs to a long tradition on balancing conflicting interests, where
technical progress may represent an issue for rights’ protection. In the context of the Al
Act risk mitigation, this work tries to propose a methodology to investigate how specific
features of an Al system may demote certain rights or generate collision between them.
This project aims to be a balancing test through which legal experts can evaluate whether
the benefits of an Al introduction overweighs or not detriments.

Following [1,2] we argue for an analysis based on risk scenarios involving interactions
among multiple risk factors, rather than a scope-oriented characterization. Building on
[3], we thus propose a way to formalize a balancing evaluation with formal method, to
avoid using opaque approaches to perform an interpretable analysis, that must support a
human-in-the-loop approach.

!Corresponding Author
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2. The framework

For this work, we propose a framework based on Defeasible Deontic Logic, DLRisk. This
framework is able to model reasoning patterns with a large spectrum of legal concepts
and issues [4], and with our operators is possible to organize rights hierarchically, from
the most essential to protect to the lower priorities, while linking their status to concrete
deployment scenarios.

Language Let PROP be propositional atoms and Lit = PROPU {—p | p € PROP} the
descriptive literals for scenarios (e.g., S;). Let Rights = {r!,r?,...} be the set of legal
rights (AIA). Following [3,5], rights are prioritized via n-ary operators ®" (n > 0). Let
Pref be the set of all ®-expressions. The reading of r! @ r? is: prefer r!; if demoted, prefer
r2. We annotate positions by subscripts, e.g., 1"1 ® rlé ®---Qr.

Operators We introduce a binary operator Promotes with degree: Promotes : Lit> x
{—2,-1,0,1,2} x Rights — expressions. Promotes(X,n,1) means that X promotes/de-
motes ¥ with degree n. For a more descriptive language, we write Promotes (Y, r¥) for
n > 0 and Demotes(Y,r*) for n < 0. Finally, if X C Lit, we write Collide(X,r*,r¥) to
denote that the rights r*, r¥ normatively collide with respect to X [6].

For any literal [, let [ be its complement. A set Y is consistent iff it contains no
complementary pair. Let PrDe and Coll be the sets of (possibly complemented) promo-
tion/demotion and collision literals, respectively. Lastly, we define rules. Let Lab be a
set of labels to represent names of rules: a rule r has the form r: A(r) = C(r), where: (i)
r € Lab is the unique name of the rule, (ii) A(r) C LitUPrDe is r’s (set of) antecedents,
(iii) C(r) = ¢ € LitUPrDe UPref is its conclusion.

3. Heuristics to Minimize Legal Risk

We elaborate on [3]’s metrics, to propose a weighted quantitative approach to evaluate
the overall impact on fundamental rights. For any deployment system %, we define the
degree of right impact Degree(Zs) = E — A, where E is the sum of the defeasibly derived
rights, plus an additional weight if D, - Promotes(Y,w,r, ) and 0 < w < 2. A applies
the same calculation to the demoted rights, so where —2 < w < 0, yielding an estimate of
the costs incurred by adopting Al in the given scenarios. This quantitative summary helps
policymakers assess impact at a glance (e.g., a negative value signals an excessive rights
burden).

4. Conclusions

We presented a transparent, qualitative method for evaluating conflicts between rights
protection and Al deployment. Although we have not yet validated DLRisk on real-world
datasets, it offers a principled basis for balancing under the AIA and for guiding future
compliance and mitigation strategies. A limitation of this work concerns the rights, which
cannot be exhaustively captured by formal operators. Accordingly, the framework assumes
a human-in-the-loop who supplies domain knowledge, weighs trade-offs, and can override
or refine symbolic outputs [7,8].
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Abstract. Precedential constraint is one foundation of case-based reasoning in Al
and Law. It generally assumes that the underlying set of precedents must be consis-
tent. To relax this assumption, a generalized notion of the reason model has been
introduced. While several argumentative explanation approaches exist for reason-
ing with precedents based on the traditional consistent reason model, there has been
no corresponding argumentative explanation method developed for this general-
ized reasoning framework accommodating inconsistent precedents. To address this
question, this paper examines an extension of the derivation state argumentation
framework (DSA-framework) to explain the reasoning according to the generalized
notion of the reason model.

Keywords. argumentation, explanation, precedential constraint, factors, inconsistent
case-base

1. Background: The Generalized Reason Model

The reason model assumes that a dispute has two sides: plaintiff 7, and defendant §.
It also assumes a factor domain .#, partitioned into pro-plaintiff factors .#” and pro-
defendant factors .. A case is represented as a tuple (X, 7,s) where X is a fact situation;
s is the winning side; and r = U — s is a rule, where U is the reason set (subset of pro-s
factors in X). For any side s € {m,8} and any fact situation X, the opposite side of s is
denoted as 5 (i.e., # = & and 8 = 7) and the set of all pro-s factors in X is denoted as X*
(e, X' =XNF*).

A case c induces a fortiori priority <. over reason sets. Specifically, for U C .#*
and V C .75, U <.V if U C X* and premise(r) C V. A case base (a finite set of cases)
I' induces a priority <r over reason sets U and V such that U <r V if there is a case
c in I' such that U <. V. An inconsistency in I', denoted as U LV, occurs if the case
base induces priority such that U <rV and V <r U for some reason set U and V. inc(I')
denotes all inconsistencies in I'. A case base is consistent if inc(I") = 0, and inconsistent
otherwise.

The generalized reason model [1], crucial for handling inconsistency, defines that
a side s is permitted Tt~ Px(s) if there exists a permitted rule r such that adding the
resulting case does not create new inconsistencies: inc(I'U{(X,r,s)}) C inc(I'), and a
side s is obligated T Ox (s) if s is the only side permitted.
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2. DSA-Framework for Generalized Reason Model

The proposed framework extends the original DSA-framework [2] as follows:

* Conclusiveness and Derivation State: A case base I is conclusive with respect

to X ifthere exists s € {7,8} such that X* <r X* and X* < X° and s is called a

derivation state for X with respect to I'.

Maximal Inconsistent Sub-base: Given a case base I, A maximal conclusive

sub-base is a D-maximal subset of I" that remains conclusive w.r.t. X, denoted

max([,X).

Derivation state argument (DS-argument) is a tuple (x,7,s) € 2% x 21 x {x, 8}

such that (a) ¥ C X; (b) Y € max(T, x); and (c) s is a derivation state for y with

respect to 7.

* DSA-framework is an abstract argumentation framework (Zx r,#) where Zx r
is the set of all DS-arguments. The attack relation R is defined such that argument
(x,7,s) attacks (x’,v,s’) if and only if

* (change derivation state) s # s', and
* (gain more knowledge) ¥’ C ¥, and
« (concise attack) no (x”,7”,s) in Zx r with ' C " C x.

* Argumentative Explanation for why s is obligated is defined as any admissible
dispute tree for a non-attacking DS-argument with derivation state s. The set of all
explanations is denoted as as &t x (s).

Theorem: I't~ Ox (s) if and only if &t x (s) # 0 and &t x (5) = 0.

The theorem means that a side is obligated if and only if there exists an explanation
for the obligated side and no explanation exists for the opposite side.

Future Work: Several challenges mentioned remain unanswered but we can foresee
some potentials. For example, this paper has not investigated an explanation for two-side
permissions (i.e., [t Py(s) and Tl P,(5)) but it may be possible by introducing parallel
explanations (i.e., T x(s) # 0 and &t x(5) # 0) or rebutting attacks (two-way attacks)
between arguments with the same situational knowledge but different derivation states.

Extended Version: https://arxiv.org/abs/2510.19263
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Abstract. The upsurge of policies and guidelines that aim to ensure Artificial In-
telligence (AI) systems are safe and trustworthy has led to a fragmented landscape
of Al governance. The European Union (EU) is a key actor in the development of
such policies and guidelines. Its High-Level Expert Group (HLEG) issued an in-
fluential set of guidelines for trustworthy Al, followed in 2024 by the adoption of
the EU AI Act. While the EU policies and guidelines are expected to be aligned,
they may differ in their scope, areas of emphasis, degrees of normativity, and pri-
orities in relation to Al. To gain a broad understanding of AI governance from the
EU perspective, we leverage qualitative thematic analysis approaches to uncover
prevalent themes in key EU documents, including the AI Act and the HLEG Ethics
Guidelines. We further employ quantitative topic modelling approaches, specifi-
cally through the use of the BERTopic model, to enhance the results and increase
the document sample to include EU Al policy documents published post-2018. We
present a novel perspective on EU policies, tracking the evolution of its approach
to addressing Al governance.

Keywords. Al governance, EU Al policy, topic modelling, BERTopic, thematic
analysis, EU Al Act

1. Introduction

The rapid advancement of Artificial Intelligence (AI) technologies, coupled with an in-
creasing number of Al-related incidents, has positioned Al as a key topic in global pol-
icymaking discourse. The European Union (EU) has become a leader in this landscape,
particularly after the enactment of its Al regulation, the EU AI Act [1], in 2024. However,
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multiple documents were issued both before and after the adoption of the AI Act that
have shaped the discourse in the EU. These range from the EU-High Level Expert Group
(HLEG)’s “Ethics Guidelines for Trustworthy AI” (2019) [2], to the guidelines issued by
the European Commission in 2025 on prohibited Al practices (C(2025) 5052 final) [3].
While EU Al policies are expected to be aligned in pursuit of a common vision of trust-
worthy Al they adopt distinct approaches towards Al governance, which is manifested
in their focus area (e.g. Al innovation, risk management, sector-specific requirements),
their degree of normativity (binding, non-binding), enforcement mechanisms, and tech-
nical and organisational measures they prescribe. There is also a temporal dimension to
consider, since these policies were developed at different times and therefore may not
address recent advances in Al capabilities.

In this paper, we aim to uncover Al governance concepts within the EU Al policy
landscape through identification of recurring topics and themes, both shared and diver-
gent. The research question this paper explores is: What are the prevalent themes in the
EU Al policies and guidelines post-2018 concerning Al governance?

One way of addressing the research question is through the use of qualitative the-
matic analysis approaches [4] from social sciences. Since thematic analysis is conducted
manually by domain experts, it can yield nuanced and high-quality insights, however it
is inherently subjective, time-intensive, and difficult to scale. To mitigate these limita-
tions, we adopt unsupervised topic modelling techniques from natural language process-
ing (NLP), which enable identification of frequent topics in large text corpora, in combi-
nation with thematic analysis to interpret, validate, and provide context to the discovered
topics.

In the remainder of this paper, we first review the body of work on the analysis of Al
policies in section 2. Then, in section 3 we discuss our methodology that combines topic
modelling and thematic analysis approaches. section 4 provides the identified Al topics
and themes. Finally, section 5 concludes the paper by discussing our plan for future work.

2. Related Work

There is a body of work that analyses the content of Al policies and guidelines to deter-
mine the degree of consensus (or divergence) as well as the gaps in Al governance and
ethical Al principles within the growing body of Al policies. These studies apply quali-
tative thematic analysis, quantitative content analysis (often using topic modelling algo-
rithms such as LDA and BERT), or a combination of both. In the following, we review
some of the related work on Al policies that utilised these approaches.

2.1. Automated Analysis of Al Policies via Topic Modelling

A pioneering work [5] within the realm of NLP-based Al policies’ analysis uses topical
distributions from LDA to perform clustering over 12 national Al strategies, and use the
cluster information to determine the strategic priorities of various governments in the Al
race. It is important to note that this analysis was performed over some of the earliest
available documents covering strategic directions laid by national governments with re-
spect to Al; and hence there is also more coverage on leadership in Al deployment for
innovation. Another work built on LDA-based analysis and visualisations mines China’s
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data governance policies to discover evolution paths within these [6]. One of the uncov-
ered themes is Al-based decision-making for data governance. Similarly, Wang et al. [7]
pursue via structured topic models a comparative analysis of Al policies from China, EU
and US uncovering significant differences in priority areas within the Al policymaking
landscape.

2.2. Combination of Automated and Manual Analysis of Al policies

Roche et al. [8] used a combination of automated data analytics tools and manual con-
tent analysis on a corpus of Al policies and governance frameworks to investigate the
inclusivity of ethical Al approaches. Specifically, inclusivity here focuses on the con-
tribution of voices from the Global South within the Al ethics discourse. Schiff et al.
[9] analysed the degree of global consensus on ethical Al principles by manual coding
of Al documents published by public sector, private organisations, and NGOs, followed
by a quantitative analysis of the coding. Works by Saheb and Saheb [10,11] perform a
mixed method analysis of Al ethics guidelines issued by national governments to iden-
tify the most pressing concerns with respect to the ethical aspects of Al Specifically,
their methodology involves the application of topic modelling? followed by manual ex-
traction of themes from within the documents. A very recent work by Kajava et al. [12]
attempts to track the discourse surrounding increased risks in Al landscape following the
launch of ChatGPT. Their method comprises the use of guided BERTopic in conjunction
with qualitative content analysis; and this was done to ensure scalability and trust in the
analysis of the discourse. Similarly, Suter et al. [13] track Al discussions in various par-
liamentary debates through a combination of BERTopic and manual classification into
interpretable themes by two independent coders. They specifically analyse debates from
US Congress, EU Parliament, Parliament of Singapore, and Swiss Federal Assembly and
this helps them uncover distinct national priorities in a post-LLM world. Essentially, the
findings of both works [12,13] reveal a greater focus on increasing literacy and ethical
awareness within the adoption of Al policies in a world that has been shaken by software
such as ChatGPT.

A key difference between our analysis and the existing ones lies in the way we track
the progress made by a single entity. i.e., the European Union, which has emerged as a
leader in AI governance and regulatory landscape. On a superficial level, this may seem
similar to the analysis by Kajava et al. [12]. Still, their primary focus is on tracking
changes in risk discourse within EU policy circles following the launch of ChatGPT.
Conversely, ours seeks to understand the discourse as a whole, tracking overall continu-
ities and shifts over time. This is especially important as implementation of the Al Act
is dependent on the development of guidelines, codes of conduct, codes of practice and
technical standards. The Act is also subject to changes via implementing and delegated
acts as well as revisions arising from the EU Omnibus Programme that aims to minimise
needless duplication of compliance and oversight effort. This presents a complex and
changing body of texts that must be monitored and analysed to understand changes to
the expectations and effect of the original Act. Moreover, our analysis is complemented
by a comparison conducted by experts from law, computer science, and social science,
resulting in refined themes that effectively capture the complexities and nuances of EU
policymaking efforts regarding Al governance.

2They use the LDA variant embedded in the tool WordStat.
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Figure 1. The overall methodology
3. Methodology

As shown in Figure 1, our methodology comprises four key steps: (1) corpus creation
of EU AI policy documents, (2) manual thematic analysis, (3) unsupervised topic mod-
elling and (4) interdisciplinary expert analysis of topics to identify themes and derive
additional insights. For the purpose of this paper, we consider a topic as a concept iden-
tified automatically by a topic modeller from text (algorithm-driven), and a theme as a
broad interpretable semantic concept derived through expert interpretation, either from
the topics generated by a topic modeller or directly from the text itself (human-driven).

3.1. Corpus Creation

Our study focuses on EU Al policy documents issued between January 2018 and August
2025, covering the period from early trustworthy Al guidelines through the recent reg-
ulation setting efforts. Our corpus includes legislation, official guidelines, and codes of
practice from relevant EU institutions. Given that English is one of the official EU lan-
guages, all of the documents were published in English, which we used for our analysis.
The list of documents that constitute our corpus is provided in Table 1.

3.2. Thematic Analysis

Thematic analysis is a popular method of qualitative data analysis that systematically
organises datasets, and helps to identify patterns of meaning commonly referred to as
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Table 1. EU Al policy documents included in the corpus

ID Document Issuer Type Year

01 Policy and investment recommendations | EU HLEG Recommendation | 2019
for trustworthy Al [14]

02 Ethics guidelines for trustworthy Al [2] EU HLEG Guideline 2019

03 Assessment List for Trustworthy Al (AL- | EU HLEG Guideline 2020
TAI) [15]

04 Sectoral considerations on policy and in- | EU HLEG Recommendation | 2020
vestment recommendations for trustwor-
thy AI[16]

05 EU AI Act [1] EU Council and | Legislation 2024

Parliament

06 Commission Guidelines on prohibited AI | European Com- | Guideline 2025
practices established by the Al Act [3] mission

07 Commission Guidelines on the scope of | European Com- | Guideline 2025
the obligations for general-purpose Al | mission
models established by the Al Act [17]

08 EU Code of Practice for General-Purpose | European Com- | Code of practice 2025
AI Models [18], including transparency, | mission
copyright, and safety and security chapters

themes [19]. First described in the 1970s by Houlton — albeit the term itself had been
in use even earlier — it became more prominent in the late 1990s with researchers like
Boyatzis and Hayes [4]. In recent times, thematic analysis has been understood as an um-
brella term for different approaches. While popular in qualitative interview data analysis,
computer-assisted expert thematic analysis of legal texts, such as legislation or policy
documents, appears to be less commonly employed.

We performed qualitative analysis of a subset of the corpus, including the EU Al
Act and the HLEG “Ethics Guidelines for Trustworthy AI” with the use of NVivo soft-
ware. As explained by Dhakal, NVivo is a CAQDAS programme that assists, rather than
replaces a human researcher [20]. NVivo analysis is, thus, expert-led and in this project
it was performed by a legal researcher. The documents were imported into NVivo and
thematic coding was performed by selecting a section of text and then tagging it with a
node corresponding to a theme. Rather than being preassigned ahead of time, the nodes
were created in situ, as was deemed necessary by the human researcher. As a result, the
EU AI Act analysis resulted in 59 themes, while the HLEG Guidelines resulted in 52
themes, with multiple themes overlapping across both documents.

As mentioned above, in this project thematic analysis was conducted on a subset of
documents in parallel to topic modelling. The outputs of two methods were then com-
pared, with the results of the manual thematic analysis serving to validate the topic mod-
elling approach.

3.3. Topic Modelling

Topic modelling refers to identification of prevalent topics in corpora of text using unsu-
pervised machine learning techniques and is primarily used for uncovering topics within
large sets of documents. However, this work only deals with limited number of docu-
ments that should be processed separately. Therefore, to enable applying a topic mod-
elling algorithm on a single document, we treated each document as a set of smaller doc-
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uments. For this, using the PyMuPDF library in Python, we extracted the text from the
PDF file and then split the text into smaller parts, in this case sentences, and stored them
in a CSV file.

There exist a variety of unsupervised topic models (for evolution of such models
see [21]). Among the existing topic models, in consultation with NLP experts, we ini-
tially considered Latent Dirichlet Allocation (LDA) [22] and BerTopic [23]. We applied
both topic modelling algorithms to a sample of policy documents (the EU Al Act, HLEG
trustworthy Al guidelines, and UNESCO’s guideline on the ethics of AI [24]%) and com-
pared their outputs against the results of manual thematic analysis. Our findings indi-
cate that BERTopic outperforms LDA in the context of Al policy texts, offering higher
accuracy and better interpretability. This is aligned with the findings of Kajava et al.
[12], which compared the interpretability of these two topic modellers for EU-related
documents and news articles on Al

Before application of BERTopic, we employed common NLP approaches to ap-
ply minimal preprocessing using the nltk library for: (1) lowercasing , (2) remov-
ing non-alphabetic tokens (e.g. punctuation marks), (3) removal of tokens that con-
sist solely of numbers, and (4) exclusion of tokens shorter than two characters. We
did not remove stop words or perform lemmatisation prior to embedding, given that
BERTopic uses transformer-based embeddings, which require the text to be persevered
for better accuracy. We remove the stop words, after generating embeddings, using
the CountVectorizer when initialising BERTopic. We fine-tuned BERTopic model
in a iterative manner to ensure that the model identifies at least 3 topic categories for
each document. The snippets used for preprocessing and topic modelling are available
on GitHub under the MIT licence at https://github.com/DelaramGlp/forsee_
topicmodelling.

3.4. Expert Analysis

The expert analysis was conducted in two phases, each serving a different purpose:

1. Validation of topic model: This phase aimed to identify the degree of topic mod-
elling accuracy by comparing its outputs with the results of manual thematic anal-
ysis. An analysis of the HLEG trustworthy Al guidelines and the EU AI Act as
representative case studies was conducted by the authors, who are experts in law,
computer science and social sciences. The results serve as a basis for applying
automated analysis to the remaining documents in the corpus.

2. Topic interpretation and theme discovery: This phase involved qualitative re-
finement of the BERTopic results. The first and second authors of this paper, both
experts in EU Al policies, independently analysed the generated topics and as-
signed themes to each topic category. The proposed themes were then discussed in
a joint session and consolidated into their final form.

3Since the UNESCO recommendation is not an EU-specific policy, it is out of the scope of the work pre-
sented in this paper. However, we included it in this step as a comparative reference to ensure the generalis-
ability of our approach across different policy contexts.
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4. Al Governance Themes Identified in BERTopic Results
4.1. From Topics to Themes

Applying the BERTopic model to each document produced 227 topic clusters in total
(see the breakdown of the topic clusters in Table 2). The output of the topic modelling
for each document is visualised using both bar charts and word cloud digrams, and the
corresponding results are stored in CSV format.

Our analysis of outputs from BERTopic was conducted manually to assign themes
to each topic cluster. Despite text pre-processing and hyperparameter optimisation of
BERTopic, approximately 14% of the clusters exhibited insufficient coherence to allow
meaningful thematic interpretation. Additionally, while some topic clusters were coher-
ent, they correspond to multiple themes. We adopted a minimalistic approach when as-
signing themes, i.e. attributing the smallest set of themes to each cluster. In cases where
comprehensive representation required multiple themes, we established a constraint of
assigning a maximum of 3 themes to each cluster. The analysis resulted in 100 distinct
themes in total. Table 2 shows the number of topic clusters and themes, along with
the key themes identified in each EU Al policy document. Figure 2 provides an aggre-
gated thematic overview using a word cloud visualisation, highlighting the most preva-
lent themes across the corpus.
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Figure 2. Word Cloud of the identified Al governance themes from EU Al policies

4.2. Evolution of Themes in EU Al Policies

Our analysis shows a shift in the Al policy discourse in the EU following the adoption of
the EU AI Act. As shown in Figure 3a, the pre-Al Act thematic landscape predominately
focused on ethical Al, data governance, and risks particularly those that impact vulner-
able groups. This emphasis aligns with both the non-binding nature of the EU HLEG
documents and their mission to promote ethical Al, raise awareness of Al risks, and pro-
vide a strategic roadmap, particularly in 2019-2020, when the concept of trustworthy Al
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Figure 3. Word clouds demonstrating evolution of Al governance themes in the EU

was emerging as a popular yet still unfamiliar topic. Themes from the post-Al Act era
(Figure 3b) illustrate a clear shift from aspirational ethical Al toward operationalised le-
gal A, with particular emphasis on regulatory enforcement. In addition to concrete com-
pliance tasks such as documentation and risk assessment, the Al Act and its associated
guidelines distinguish between entities that are involved in development, deployment and
use of Al systems, i.e. Al value chain, indicating the need for involvement of multiple
entities to achieve trustworthy Al. Post-Al Act themes also revealed the focus on spe-
cific Al use cases that impose significant risk. The transition in the Al policy discourse
is clearly illustrated in the stream graph of top 10 themes in Figure 4b.

The emphasis on risk and data protection remains consistent from the pre- to post-
legislation period, with the latter reflecting the influence of the EU GDPR. However,
certain themes appear to be overlooked in this shift. To have a better understanding of
such themes, we analysed the evolution of the bottom 10 (least mentioned) themes in
Figure 4a. The stream graph shows a waning of attention to environmental impacts of Al
as well as its broader effects on the future of work in the post-Al Act era.

5. Conclusion and Future Work

This study has demonstrated the efficacy of employing BERTopic, validated and refined
through expert interdisciplinary thematic analysis, to identify the complex and evolving
landscape of Al governance within the EU. The identified themes cover a wide-range, in-
cluding fundamental rights, risk management, technical capabilities, regulatory enforce-
ment, Al literacy, support for innovation, and market investment. Our work advances the
state of the art in three key ways: (1) it employs a combination of topic modelling and
thematic analysis enabling scalable yet human-centric approach to analyse the evolving
body of Al policies, (2) it provides a holistic and temporal view of EU Al policies, and
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Figure 4. Stream graphs demonstrating evolution of most and least prevalent topics over time

(3) it concentrates specifically on Al governance and success criteria for the responsible
development and deployment of Al

In future work, we plan to expand our analysis and investigate Al governance themes
that emerged in the guidelines set forth by supranational bodies, such as UNESCO, The
Organisation for Economic Co-operation and Development (OECD), and the Council of
Europe. Given the importance of technical standards in the implementation of trustwor-
thy Al guidelines as well as the EU AI Act, we also aim to identify the themes in Al stan-
dards developed by international and European standardisation bodies, namely ISO/IEC
JTC 1/SC 42 and CEN/CENELEC JTC 21. Comparison of the themes identified from
these two types of Al documents will assist in clarifying the interplay between techni-
cal standards and trustworthy Al guidelines and regulations. Moreover, from a method-
ological perspective we aim to incorporate more refined and interpretable topic models
[25] leading to increased scalability across a larger set of documents. Our methodologial
approach aims to optimise human-Al collaboration in policy document analysis.
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Table 2. Overview of the topics and themes associated with each document

ID

Document

No. of
BERTopic
clusters

No. of
themes

Key themes

01

HLEG policy and investment
recommendations [14]

26

23

Al literacy, SME, Education, Data gover-
nance, Ethical Al Investment, Innovation

02

HLEG ethics guidelines [2]

28

27

Ethical AI, Rights, Vulnerable groups,
Compliance, Risk, Fairness, Diversity and
inclusion, Bias, Safety and security, Over-
sight, Privacy

03

HLEG ALTAI [15]

14

Human intervention, Bias, Discrimination,
Trustworthy Al, Privacy, Data governance,
Cybersecurity, Safety and security, Al
standardisation

04

HLEG Sectoral considera-
tions on policy and invest-
ment recommendations [16]

Health Care, Innovation, Risk, Copyright,
Sector-specific Al, Trustworthy Al, Invest-
ment

05

EU Al Act [1]

70

47

Regulatory enforcement, Certification,
Data protection, Monitoring, SME, Bio-
metrics, Market surveillance, Traceability,
Sandbox, Al value chain , General-purpose
AI model, Harmonisation of rules, Dis-
crimination, Documentation, Compliance,
Risk, Cybersecurity, Oversight, Data
governance, Al standardisation, Sector-
specific Al

06

Al Act’s prohibited Al guide-
line [3]

62

33

Sensitive  data, Law  enforcement,
Surveillance, Privacy, Manipula-
tion/deception/exploitation, Profiling,
Criminal justice, Data protection, Emotion
recognition, Biometrics, Transparency,
Regulatory enforcement, Rule of law,
Human autonomy, Vulnerable groups,
National security, Psychological harm,
Workers’ rights, Social scoring

07

Al Act’s general-purpose Al
guideline [17]

Regulatory enforcement, Al value chain,
Computational capabilities, Model training

08

AI Act’s general-purpose Al
code of practice [18]

Risk, Risk assessment, Safety and security,
Risk mitigation, Al value chain , Docu-
mentation, Compliance, Copyright
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Abstract. In the devolved legal system of the United Kingdom (UK), legislative
provisions may apply differently across regions such as England, Wales, Scotland,
and Northern Ireland. Accurately determining this territorial scope is essential for
legal interpretation and Al-assisted legal tools. However, metadata capturing juris-
dictional applicability is inconsistently format, as only a few Acts include Terri-
torial Application Annexes. This study presents a case study using the Education
Act 2005 to evaluate the accuracy of automated methods for identifying territorial
scope. We found that only 46.9% of sections matched in jurisdictional coverage.
The best-performing approach achieved nearly 80% accuracy, showing that LLMs
can effectively support scalable and explainable territorial disambiguation.

Keywords. Territorial Disambiguation, Legal—DocML, Large Language Models

1. Introduction

Legislation in the UK operates under a devolved structure, dividing authority between
England, Wales, Scotland, and Northern Ireland. Determining where a provision ap-
plies—its territorial scope—is vital for legal interpretation and compliance automation.
The National Archives provides statutes in Akoma Ntoso XML (LegalDocML) format,
using jextent; tags to indicate territorial coverage. However, practical application may
be narrower: a section marked as extending to England and Wales (E+W) may, in ef-
fect, apply only to England, depending on institutional references or legal context. This
leads to ambiguity when <extent> alone is used for territorial inference. The Education
Act 2005, which includes a detailed Territorial Application Annex, provides a unique
ground truth to evaluate and improve automated territorial scope extraction using Al-
based methods. As highlighted in the paper, many Acts lack such annexes, making ter-
ritorial classification a manual and non-scalable task. This motivated the exploration of

!Corresponding Author: Livio Robaldo, livio.robaldo @swansea.ac.uk.
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Al-driven inference techniques that can mirror human-style reasoning by analysing legal
structure, content cues, and institutional references. [1]

2. Methodology

This study used the Education Act 2005 as a benchmark to evaluate automated ap-
proaches for territorial classification. Each section of the Act was extracted from its
LegalDocML representation and paired with its corresponding ground-truth jurisdic-
tion(s) from the Territorial Application Annex. The dataset was structured to include sec-
tion text, hierarchical context (Part/Chapter titles), and jextent; metadata. Four progres-
sively enriched methods were evaluated: (1) Extent-tag baseline, which directly mapped
jextent;, territories to predicted scope; (2) Named Entity Recognition (NER), which used
jurisdictional mentions to refine classification; (3) LLM-based inference, where large
language models (DeepSeek-R1 8B and 32B) were prompted using structured context
to infer territorial scope; and (4) LLM with legal knowledge cues, which augmented
prompts with domain-specific rules (e.g., references to Secretary of Stateimply England,
Estynsuggests Wales). Model outputs were compared against the Annex, and accuracy
was computed across all 128 sections to assess performance improvements across meth-
ods. All code and evaluation tools are publicly available?.

3. Results and Discussion

The baseline extent tag approach achieved 46.9% accuracy, revealing that current meta-
data does not reliably represent territorial scope. NER improved performance to 61.7%,
while the LLM-based methods achieved 63—-73% accuracy. When enriched with legal
knowledge, accuracy reached nearly 80%. These results demonstrate that combining
structured context and simple legal cues can significantly improve Al-based territorial
inference. However, manually embedding knowledge in prompts is not scalable, empha-
sizing the need for integrating legal knowledge graphs [2] in future research.

4. Conclusion and Future Work

Manual identification of territorial applicability in UK legislation is slow and challenging
due to nuanced legal language and cross-references. This study shows that Al models
can analyse statutory text to suggest likely territorial scope, reducing dependence on
manually crafted annexes. Future work will focus on exploring more techniques to add
external knowledge [3] and enhancing interpretability so that each Al-generated decision
is supported with clear reasoning and can be easily verified.
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Abstract. Czech courts operate without formal sentencing guidelines, relying on
implicit principles that remain unmapped and inconsistently applied. This poster
presents an early-stage project developing a four-phase pipeline to extract unwritten
sentencing rules from Czech higher court decisions. The methodology combines:
(i) thematic analysis for reasoning pattern identification, (ii) LLM-Based rule ex-
traction and classification of rules (iii) cross-decision semantic matching and cita-
tion network analysis, and (iv) planned expert validation with criminal law schol-
ars. The pipeline aims to reveal how principles emerge and propagate across the
court hierarchy, from district courts to the Supreme Court. This work will provide
the first systematic mapping of Czech implicit sentencing rules and a transferable
methodology for other criminal law jurisdictions.

Keywords. Sentencing principles, higher courts, judicial discretion, legal argument
mining, semantic role labeling, citation network analysis

1. Introduction and Motivation

Unlike continental jurisdictions with formal sentencing guidelines (e.g., Finland [1]),
Czech higher courts lack explicit frameworks for principle-setting. While appeals are
filed in approximately 10% of criminal cases, with courts modifying 25% of appealed
decisions (primarily sentences), the Supreme Court generally does not review sentenc-
ing, leaving appellate courts as the de facto source of sentencing jurisprudence [2]. Yet
research on post-communist Europe has focused on statutory frameworks rather than on
how these courts actually create and apply rules, making systematic analysis essential to
understand actual sentencing [3,2]. This project uses LLM-enhanced analysis to extract
implicit sentencing principles from the decisions of Czech appellate courts, high courts,
the Supreme Court, and the Constitutional Court, providing the first computational map-
ping of how principles are articulated and propagated across the court hierarchy.

2. Methods

As visualized in Figure 1, research is based on a four-phase interpretable pipeline that
processes criminal sentencing decisions from Czech higher courts (Appellate Courts,
High Courts, Supreme Court, and Constitutional Court) to identify and validate unwritten
rules while maintaining transparency for legal experts:

I Corresponding author: tomas . knap@prf . cuni.cz



416 T. Knap / Extracting Unwritten Sentencing Rules from Czech Higher Courts’ Verdicts

Phase I: Thematic Analysis. The decision corpus is thematically analyzed to identify
recurring reasoning patterns and normative themes. Structured prompting helps distin-
guish general principles from case-specific facts and outline initial candidate rules [4].

Phase II: LLM-Based Rule Extraction and Classification. Instruction-tuned large
language models transform identified themes into candidate IF-THEN rules. Through
iterative prompt engineering, few-shot examples from domain-specific terminology (ag-
gravating/mitigating circumstances, proportionality principle) enable the models to clas-
sify outputs as genuine principles or case-specific holdings [5].

Phase I1I: Cross-Decision Analysis. Validated rules are traced across decisions via se-
mantic similarity (sentence-BERT for Czech legal texts), citation-network analysis cap-
turing “following” and “distinguishing” relations, and temporal tracking of doctrinal evo-
lution [6,7].

Phase IV: Expert Evaluation and Refinement. Criminal-law experts assess doctrinal
accuracy, applicability, and consistency with the Criminal Code. Their feedback informs
the iterative refinement and final synthesis of findings.

Examples
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PHASE II (Rule/Non-rule) K Extraction =
Definitions Refinement :
<<auto>> . E
3 s Qimilor Cross-decision Network and ' 5
PHASE III Semantic Similarity H Matching P Evolution : a
<synthesis>
Synthesis S Domain Expert
PHASE IV of Findings el ¥ < Evaluation

Figure 1. Methodology Architecture

3. Current Stage and Next Steps

This research is in its early stages, currently focused on corpus collection and annota-
tion development. My immediate priorities include: (a) building a comprehensive cor-
pus of Czech higher court sentencing decisions, (b) developing annotation guidelines
for thematic analysis to identify reasoning patterns and normative themes, and (c) con-
ducting pilot annotations to refine the taxonomy. Following this groundwork, I will test
LLM-based rule extraction capabilities and assess the generalizability of extracted rules
across different case types and courts using the annotated data. The pipeline described
above represents my planned methodology, with phases I and II currently under active
development.
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Abstract. This study introduces LeAK-GraphRAG, a framework that leverages
knowledge graphs tailored for legal papers to enhance the semantic understanding
of large language models (LLMs) regarding specialized legal academic knowledge
and reduce hallucinations. Using a corpus of legal papers, we automatically
extracted entities and relations with LLMs to construct a knowledge graph and
systematically evaluated the performance of three retrieval methods and five LLMs.
Experimental results demonstrated that the hybrid retrieval strategy achieved the
best overall performance across most evaluation metrics, effectively combining
semantic similarity with the structural relations of knowledge graph entities.

Keywords. GraphRAG, hybrid retrieval, legal information retrieval, knowledge
graph, hallucinations

1. Introduction

In specialized areas of legal research, the knowledge provided by large language models
(LLMs) remains fragmented, lacking domain-specific expertise. Therefore, LLMs
frequently hallucinate when addressing specialized legal academic questions, often
producing inaccurate, irrelevant, or fabricated information [1]. Retrieval-augmented
generation (RAG) combines LLMs with external knowledge bases, improving the
accuracy and relevance of generated content. Its effectiveness has also been validated in
the legal domain [2,3,4]. On this basis, graph retrieval-augmented generation
(GraphRAG) [5,6] integrates the relational reasoning capability of knowledge graphs
with the semantic understanding capability of vector retrieval, further mitigating the
hallucination issue in LLMs [7]. Considering that constructing knowledge graphs from
domain-specific legal papers could enhance the output capabilities of LLMs in academic
legal contexts, this study proposes a GraphRAG framework—LeAK-GraphRAG?.

! Corresponding Author: Jia Liu, jialiu@hust.edu.cn. This research is supported by National Key
Research and Development Program of Ministry of Science and Technology “Research on Legislation System
for Trusted Artificial Intelligence” (No. 2022ZD0120100) and Interdisciplinary Research Support Program of
Huazhong University of Science and Technology “Similar Case Recommendation Based on Enhanced
Knowledge Graph Attention Network” (No. 2023JCYJ019).
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2. Methods and Results

In the knowledge graph construction stage, we used the China National Knowledge
Infrastructure as our data source and applied the following search formula: topic =
(“training data” OR “dataset” OR “artificial intelligence training data”) AND (“legal
regulation” OR “regulatory framework” OR “governance” OR “law” OR “risk”). This
search retrieved 29 relevant papers, which were divided into text chunks for entity
relation extraction, as shown in Figure 1. The resulting knowledge graph comprised 1163
entities and 1113 relations. Additionally, 1091 legal question-answer pairs were
generated based on the extracted text chunks, serving as test datasets to support
evaluation. Evaluation metrics included diversity, comprehensiveness, empowerment,
directness, semantic similarity, and accuracy. The semantic similarity was computed and
evaluated using BERT, while we used DeepSeck to determine the accuracy of the
answers and invited legal experts to manually compare and verify the accuracy rate of
each model using different retrieval methods. In the knowledge retrieval stage, we
adopted three retrieval methods. Vector retrieval achieves semantic matching retrieval
by calculating the cosine similarity between query text and the textual descriptions of
entities and relationships in the knowledge graph. Cypher retrieval integrates semantic
matching with graph structural features, calculating a hybrid score using vector similarity
and graph relationship weights. Hybrid retrieval merges results from both methods. In
the answer generation stage, we employed selected LLMs to generate answers for legal
questions in the test dataset, combined with relevant texts obtained in the previous stage.

Experimental results indicated that hybrid retrieval achieved the highest scores for
comprehensiveness, diversity, empowerment, and directness across the LLMs because
hybrid retrieval combined the flexibility of textual semantics with the structure of graph
relationships, compensating for the inadequacy of vector retrieval in handling structured
relational information and overcoming the limitations of Cypher retrieval in capturing
unstructured information. The semantic similarity scores and accuracy rates among the
five LLMs were generally high, indicating that the answers generated by all models were
closely aligned with the corresponding reference answers.

Ask question Retrieve LLM m
_— query —_— _— a

User Answer

Knowledge Graph

chunk

AN
.l - = chunk

chunk
Papers .

Figure 1. LeAK-GraphRAG Workflow Diagram

3. Conclusion

This study proposed LeAK-GraphRAG, a GraphRAG framework on legal academic
knowledge. Evaluation results demonstrated that LeAK-GraphRAG could enhance the
output quality of LLMs in the legal academic domain and reduce hallucinations.
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A GraphRAG Approach to Enhancing the
Ability of Causal Reasoning in
Autonomous Driving Cases

Jia LTU*"! and Xingtong CHEN®
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Abstract. Large language models (LLMs) are significantly limited in causal
reasoning in the legal domain. Determining legal liability in autonomous-driving
traffic accidents inherently involves complex causal relationships, thereby providing
a typical scenario for exploring and enhancing the causal reasoning capabilities of
LLMs in legal contexts. In this study, GraphRAG is employed to provide more
accurate and interpretable causal reasoning pathways for LLMs to determine legal
liability, thereby enhancing their causal reasoning capabilities in the context of
determining autonomous-driving traffic accident liability. We construct a
knowledge graph from expert-annotated judicial documents using Neo4j and
integrate it with LLMs using the LangChain framework. After referencing the legal
causal reasoning paths retrieved from similar cases, LLMs could generate causal
reasoning processes and final legal liability determinations for unresolved cases.
This study could provide insights into judicial practices in autonomous-driving
traffic accidents and advance the application of LLM-based causal reasoning in the
legal domain.

Keywords. GraphRAG, causal reasoning, knowledge graph, autonomous driving,
legal Q&A

1. Introduction

Large language models (LLMs) exhibit high hallucinations and poor interpretability in
legal question-answering tasks [1]. These shortcomings are particularly pronounced in
tasks that require legal causal reasoning [2]. Determining legal liability in autonomous-
driving traffic accidents involves complex causal relationships [3], providing a typical
scenario for investigating the causal reasoning capabilities of LLMs in the legal domain.
Accordingly, this study aims to utilize GraphRAG to provide LLMs with more accurate
and interpretable causal reasoning pathways for answering legal liability determination
questions, thereby enhancing their causal reasoning capabilities in determining
autonomous-driving traffic accident liability[4,5,6].

! Corresponding Author: Jia Liu, jialiu@hust.edu.cn. This research is supported by National Key
Research and Development Program of Ministry of Science and Technology “Research on Legislation System
for Trusted Artificial Intelligence” (No. 2022ZD0120100) and Interdisciplinary Research Support Program of
Huazhong University of Science and Technology “Similar Case Recommendation Based on Enhanced
Knowledge Graph Attention Network” (No. 2023JCYJ019).
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2. Methods

We use publicly available judicial documents on autonomous-driving traffic accidents
from China Judgments Online as the foundational corpus. These documents contain
comprehensive information, including case facts, adjudication bases, adjudication
reasoning, and adjudication results. Using techniques such as knowledge extraction and
fusion, we construct a knowledge graph using Neo4j. To obtain more accurate and
comprehensive information that better aligns with legal logic [7,8], we integrate relevant
laws and regulations [9] applicable to autonomous-driving cases and rely on legal experts
to annotate legal causal reasoning paths for cases in the knowledge graph. Annotations
include legal causal types (e.g., direct and indirect causation) and legal causal
relationship patterns (e.g., single cause-single effect and multiple cause-multiple effects).
We construct a test dataset containing information on autonomous-driving cases and
questions regarding legal liability determination, organizing legal experts to answer these
questions. The cases in the test set cover complex scenarios involving multiple parties,
behaviors, and causal relationships potentially influenced by factors such as vehicle
malfunctions and human intervention errors. Based on LangChain, LLMs are integrated
with the knowledge graph. LLMs retrieve relevant information (e.g., legal causal
reasoning paths) from cases similar to the unresolved case in the knowledge graph [10].
By referencing legal causal reasoning paths from similar cases, LLMs generate these
paths for unresolved cases and answer questions related to legal liability determination
[11]. The overall process is illustrated in Figure 1. To further enhance LLM
interpretability, our improved approach offers users traceable similar case-matching
analysis processes, causal reasoning paths that adhere to legal logic, and reliable liability
determination results when answering questions. The results obtained by the proposed
approach will be evaluated against those generated by only LLMs, both quantitatively
and qualitatively, using the answers provided by legal experts as reference answers.
Specifically, the causal reasoning capabilities of the proposed approach will be assessed
from aspects such as comprehensiveness, interpretability, and accuracy.

Expert Annotations of Legal @
Causal Reasoning Paths &

AU Knowledge Graph of Autonomous-Driving Details and Questions of Autonomous-

Sl At iy Traffic Accident Cases Driving Traffic Accident Cases Unresolved

Augment

Legal Causal Reasoning Paths for ik .
m Autonomous-Driving Traffic Accident Cases ST Answers of Legal Liability determination

Figure 1. Legal liability determination process in autonomous-driving cases

3. Conclusion

In this study, GraphRAG is applied to enhance the accuracy and interpretability of LLMs
for legal causal reasoning tasks in a specific legal scenario. This approach could offer
insights into judicial practices in autonomous-driving traffic accidents and advance the
application of LLM-based causal reasoning in the legal domain.
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Automated Identification of Criminal
Offences from Case Descriptions Using

Ontologies, Rules and LLLMs
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Abstract. This paper presents a system that automatically identifies criminal of-
fences from Montenegrin court decisions. Factual attributes are extracted using
LLMs and mapped to an OWL ontology with SWRL rules to infer applicable le-
gal provisions and sanctions. Evaluation conducted on a dataset of court decisions
demonstrates consistently high levels of accuracy and recall, confirming the feasi-
bility of integrating LLM-based factual extraction with ontology-driven legal rea-
soning.

Keywords. rule-based reasoning, prompt engineering, automated legal reasoning,
criminal law, legal ontology

1. Introduction

Automatically identifying criminal offences from unstructured legal narratives is chal-
lenging due to complex language and variability in narrative expression of factual de-
scriptions. Previous work has demonstrated that ontology-based reasoning can support
automated decision-making in the criminal domain [1,2]. In this study, we integrate large
language model extraction with an OWL ontology [3] and SWRL rules [4] to identify
theft-related offences (Articles 239-242 of the Criminal Code of Montenegro [5]) from
Montenegrin court decisions. ChatGPT [6] is used to extract factual attributes, which are
instantiated within the ontology.

2. Methodology

Our dataset consists of 2,357 basic court decisions from the official judiciary portal [7],
of which 841 contained at least one theft-related offence. The system represents legal
knowledge using a three-layer ontology comprising the Legal Norm Layer, which en-
codes articles and their hierarchical structure; the Legal Case Layer, which captures en-
tities such as offenders, victims, and offence elements (e.g., intent, execution, and cir-
cumstances); and the SWRL Layer, containing 42 rules that infer applicable legal pro-
visions based on instantiated facts. The ontology and rules are available online [8]. Fac-
tual attributes are extracted from unstructured case descriptions using 28 prompt ques-
tions posed to ChatGPT. Each answer is mapped to a triplet in the ontology; for exam-
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ple, a response of “Yes” to “Did the accused use force?” is represented as (Of fender,
hasExecution, Force). Rule-based reasoning then applies SWRL rules to deter-
mine the relevant legal articles. A sample rule for theft (Article 239, Paragraph 1) can be
expressed as:

Case (?case) » hasOffender (?case, ?2offender) *

hasIntent (?offender, UnlawfulGain) *~ hasStolen(?offender,
?goods) ~ StolenGood(?goods) —>

ruleBasedInferred(?case, Article_239_Para_1)

3. Results

We distinguish six categories to match the system output and the qualifications found in
the decisions, with the overall performance summarised in Table 1.

Table 1. Evaluation results by category

Category Count  Percentage (%) Mapped as
Absolute match (article+paragraph+point) 493 20.92 TP
Match + additional articles suggested 286 12.13 TP
No articles expected or detected 1333 56.55 TN
No articles expected, some detected 183 7.76 FP
Articles expected, detected none 53 2.25 FN
Partially recognised 9 0.38 FN
Accuracy = 89.6%, Precision = 81.0%, Recall = 92.6%, F1-score = 86.4%

The classification metrics by offence type are shown in Table 2.

Table 2. Classification metrics by offence type

Crime Accuracy | Precision | Recall | Fl-score
Theft 0.899 0.683 0.944 0.791
Aggravated Theft 0.938 0.729 0.965 0.832
Robbery Theft 0.996 0.308 0.800 0.444
Robbery 0.938 0.133 0.957 0.233

4. Discussion and Conclusion

Combining LLM-based extraction with ontology and SWRL reasoning achieves high
recall and reliable classification of theft-related offences. Most errors arise from semantic
ambiguity and overgeneralised LLM outputs. The system demonstrates feasibility as a
decision-support tool for preliminary legal qualification. Future work will expand the
ontology to additional offences and explore local LLM deployment to preserve sensitive
data.

Acknowledgements. This research has been supported by the Ministry of Science, Technological Develop-
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Abstract. Principles of law (PoLs) offer a framework for case interpretation and
ensure legal consistency, especially in areas lacking specific legislation. Courts use
PoLs to establish binding precedents that guide decision-making. However, PoLs
are expressed in a non-standard way in rulings, making them difficult to iden-
tify at a glance without interpretative reading. Our study tested ChatGPT, Claude,
and DeepSeek in extracting PoLs, verifying their results with Regular Expressions
(RegEx). While Large Language Models (LLMs) showed promise, their outputs
required significant expert oversight, revealing limitations in legal research, partic-
ularly in terms of accuracy and quantity.

Keywords. Principles of Law, LLMs, RegEXx, Extraction.

1. Introduction and Methodology

When judges encounter new demands not addressed by existing laws, they create PoLs
through their decisions [1,2]. Once stated or reaffirmed in a judgment, PoLs become
precedents [3]. Precedents promote legal certainty and fairness, particularly when laws
are absent or unclear [4,5]. Analyzing precedents to identify the core PoL(s) is crucial,
as judgments are typically written in various styles that affect how PoLs and related
citations are presented, making prompt identification challenging [6]. After addressing the
issue [7,8], we focused on automatically extracting PoLs using ChatGPT [9], comparing
its performance with RegEx [10,11]. This paper extends the comparative analysis by
including various LLMs and conducts a retrospective evaluation with a RegEx baseline,
generated by ChatGPT and applied via a simple text editor. This approach guarantees
that the process can be reproduced and verified for falsifiability [12,13]. As tested, we
prompted ChatGPT to generate a Python script [14] using RegEx to extract paragraphs
with quoted text and specific keywords [15].The script processed .docx files, extracted
PoLs, and outputted a separate CSV file for each document. PoLs were extracted from
29 randomly selected Italian judgments in .docx format from the De Jure database.
The judgments were divided into two sets: originals, annotated manually by three legal
experts, and copies, processed using LLMs and RegEx. Annotation followed guidelines
identifying: explicit direct PoLs, clearly stated in quotation marks, often starting with an
introductory phrase, and explicitly connected to a prior citation; explicit indirect PoLs,

ICorresponding Author. Email: marianna.molinari2 @unibo.it.
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paraphrased versions of direct PoLs, presented in various styles, and also explicitly linked

to a prior citation; and implicit PoLs, inferred from context, not explicitly stated, and
paraphrased in different ways”.

2. Findings and Results

Table 1 presents the extraction results for ChatGPT, Claude and DeepSeek3:

Total PoLs  Implicit Direct Indirect Hallucination Not-PoL  PoL not found by annotators

Annotators 395 49 173 173 0 0 0
DeepSeek 179 14 98 67 3 27 3
Claude 126 9 70 47 0 18 5
ChatGPT 74 5 42 27 4 19 2
RegEx 188 6 129 53 0 49 0

Table 1. Details of the experiments.

The corresponding confusion matrices have been calculated, as shown in Table 2:

Annotators DeepSeek Claude ChatGPT RegEx

Yes No Yes No Yes No Yes No Yes No

PoLs 395 7 PoLs 179 223 PoLs 126 276 PoLs 74 328 PoLs 188 214
not PoLs - - not PoLs 30 not PoLs 18 - not PoLs | 23 - not PoLs 49

Table 2. Confusion Matrices.

The precision, recall, accuracy, and F1-score are summarized as follows:

Annotators  DeepSeek  Claude  ChatGPT  RegEx

Precision 0.982 0.445 0.313 0.184 0.468
Recall 1.0 0.856 0.875 0.723 0.793
Accuracy 0.982 0.414 0.300 0.174 0.417
F1-score 0.991 0.586 0.461 0.296 0.588

The number of PoLs identified and their completeness or partiality are as follows:

* Annotators (Total PoLs: 395): 395 fully, O partially;
* DeepSeek (Total PoLs: 179): 150 fully, 29 partially;
* Claude (Total PoLs: 126): 111 fully, 15 partially;
ChatGPT (Total PoLs: 74): 43 fully, 31 partially;

* RegEx (Total PoLs: 188): 187 fully, 1 partially.

3. Conclusions

This study highlights that while LLMs can provide a general overview of judgments, they
remain susceptible to bias, hallucinations, and inaccuracies. These issues are especially
problematic when dealing with PoLs, which can be mixed, reported partially, or confused
with passages that are technically correct but do not constitute actual PoLs (Not-PoLs).
Since the validity of PoLs depends on accuracy, it is crucial for domain experts to remain
involved in overseeing their extraction.

2 All rights reserved by Giuffré Francis Lefebvre: the publisher provided consent for the use of the data in the
present research only. Therefore, the text of the judgments cannot be shared.
3ChatGPT (September 2024), Claude (3.7 Sonnet), and DeepSeek (April 2025).
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Abstract. This work-in-progress paper introduces a reusable system that opera-
tionalises thematic analysis for legal research as a reproducible, agentic workflow.
Researchers upload a JSON corpus keyed by case identifiers; plain-language intent
(scope, granularity, focus, presentation) is mapped to a fixed sequence of phases or-
chestrated from the frontend. A lightweight web UI streams intermediate outputs and
offers optional checkpoints with reversible edits. The workflow is model-agnostic,
multilingual, and stabilises codebooks and candidate themes without ad-hoc prompt
retuning on representative case-law datasets. Concretely, I package and expose in a
frontend the approach explored by Drapal, Westermann, and Savelka and collabora-
tors. The current prototype is fully operational through candidate theme generation
(Phase 3); the final consolidation and assignment stages (Phases 3b—4) are planned
for completion by JURIX. Overall, the system lowers time-to-first-theme, improves
refinement safety, and increases portability across jurisdictions and languages.

Keywords. Thematic analysis, legal research, LLMs, qualitative coding, agentic
workflows, case law, NLP

1. Introduction and Motivation

Thematic analysis (TA) identifies and interprets patterns of meaning in text [1]. In legal
research it supports close reading of case law to surface codes, propose themes, and
map arguments [2], complementing information extraction of court-established facts
in criminal-court opinions [3]. Manual TA is slow and hard to port across corpora and
languages [4]. I therefore target a practical metric—time-to-first-theme (TTF-Theme)—to

free expert time for curation while retaining approval.

I package the approach explored by Drapal, Westermann, and Savelka into a frontend-
orchestrated, instruction-responsive workflow with explicit human-in-the-loop check-
points and audited, rule-based edits [2,5]. The design aligns with prior strands on segmen-
tation, fast similarity search, cross-lingual transfer, and zero-shot legal annotation [5,6,7].
Our model-agnostic, multilingual architecture reduces bespoke prompt engineering and

increases reproducibility across jurisdictions.

ICorresponding author: vojtech.pour@gmail . com
2Code and demo: https://github.com/vojtechpour/typical _crimes_jurix.git
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2. Workflow, UL, and Human-in-the-Loop

Overview. A frontend orchestrates TA phases P2—P3—P3b—P4 with lightweight
checks, explicit checkpoints, and cross-document aggregation to stabilise codebooks and
candidate themes. The pipeline operationalises the Drapal-Westermann—Savelka approach
in a UI with reversible edits and consistent exports.

Modules. Five modules correspond to TA phases:

1) Data & Theme Explorer (pre-flight): upload a single JSON keyed by case_id;
preview schema and per-case text; a quality panel flags duplicates, missing fields,
and token-length outliers.

2) Initial Codes (Phase 2): per-case code pills with Regenerate/Add/Edit; optional
user-supplied seed codes; adjustable code granularity; quick CSV/HTML exports
and progress tracking.

3) Candidate Themes (Phase 3): cluster-and-label codes across cases; themes stream
progressively with short descriptions and evidence snippets; automatic consolida-
tion with optional user regrouping.

4) Final Themes (Phase 3b): planned merge/split/rename/move operations with
audit-tracked edits; finalize the theme set.

5) Assign Final Themes (Phase 4): planned application of the final theme set across
all cases with thresholds and summaries; export enriched JSON and compact
reports.

User control over Al outputs. Users can shape Al behaviour through a model selector
(options including the GPT-5, Claude, and Gemini families), quick instruction pills and a
free-form instruction box in Phase 2; per-case Regenerate and Add more codes dialogs
accept custom instructions; Phase 3 also exposes the model selector; and an optional
Theme Assistant panel supports conversational requests with provider-dependent toggles
for reasoning effort and verbosity.

The system expects a single JSON object keyed by case identifiers. On upload, the
explorer validates the schema and reports issues. Users may begin at any phase and may
bring annotated or synthetic data for earlier steps (for example, jumping directly to P3
with an existing codebook). As of October 2025, the prototype is operational through
P3; P3b—P4 and finer UI controls are scheduled for JURIX. Looking ahead, an agentic
controller will run phases independently, iterate on subsets, edit specific codes or themes
under constraints, and execute analyses over the JSON while reusing the same action
schema and audit trail.

3. Conclusion and Artifact Availability

I package TA for legal research as an instruction-responsive, end-to-end workflow with
checkpoints, audited edits, and traceable exports. The system lowers time-to-first-theme
while preserving methodological control and portability across jurisdictions and languages.
The repository with code, prompts, configuration, and sample datasets is available at
https://github.com/vojtechpour/typical_crimes_jurix.git; a demo will be
shown at JURIX.
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Abstract. Autonomous vehicles (AVs) must abide by the Highway Code. An AV
agent would make plans which incorporate legal reasoning. Such plans must ac-
count for contingencies wherein the agent chooses between following a current plan
that would lead to a violation of the law or providing an alternative plan which
would not lead to a violation - a diversion. The paper utilises Defeasible Deontic
Logic representing norms and encoded in Answer Set Programming (ASP) which
is integrated with planning in ASP. The paper introduces diversions to address con-
tingencies with respect to legal reasoning.

Keywords. defeasible deontic logic, answer set programming, planning, autonomous
vehicles

1. Introduction

Planning is critical in many domains in order to attain goals. However, contingencies may
arise, leading to changes in plans. We refer to such variant plans as diversions. Planning
in a legal setting introduces legal norms — obligations, prohibitions, or permissions — on
actions along with sanctions and reparations where the norms are violated. An agent’s
plan and behaviour may vary depending on its disposition towards legal risk or penalty.
The research focuses on plans of autonomous vehicles (AVs) which have to abide by the
Highway Code?.

Taking a logic-based approach, the research builds on an encoding of Defeasible
Deontic Logic (DDL), which represents and reasons with legal knowledge, in Answer
Set Programming [1], and utilising ASP planners — DDL-ASP planner. The contribution
enables the DDL-ASP planner to reason with contingencies and propose diversions. The
research is scoped: one type of legal signal - the stoplight; one prohibition (on crossing a
red light); dispositions of agens legalis and agens economicus; no reasoning behind the
type of agent; limited cost/benefit analysis; a small environment; and no mitigations. The
system is the basis for future work.

2. Defeasible Deontic Logic, ASP, and Planning

Defeasible Deontic Logic (DDL) is an efficient rule-based, non-monotonic formalism for
legal reasoning [2]. It combines features of Defeasible Logic for the natural and efficient

I Corresponding Author: Galileo Sartor, galileo.sartor@swansea.ac.uk.
2The source code for this paper is available at https://github.com/Gilbocc/asp-av-planning
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modelling of exceptions with deontic logic, including deontic operators (obligation and
permission), and the ability to reason with violations and compensatory obligations. An-
swer Set Programming (ASP) has been established as a powerful formalism for declarative
problem-solving [3]. DDL has been encoded in ASP [1]. And ASP has long incorporated
planning [4]. The reader is referred to the literature for technical details.

3. Autonomous Vehicles

The complexity of autonomous driving motivates a hierarchical planning architecture
which distinguishes between global, strategic route selection and local, context-aware
decision making [5,6]. A global planner cannot account for contingencies, e.g., status
of traffic lights, other road users, etc.; a local planner has no strategic reasoning [7].
Planning in AVs is generally limited to trajectory prediction [8,9]. There are different
logic-based representations of traffic rules, e.g., as BDI models [10,11] or controlled
natural languages [12].

In this context the global and local planner share the basic world model, differing
in their access to the dynamic components, operating respectively under uncertainty
(optimizing the plan by estimated time) and with access to the perceived state (optimizing
also by norm compliance). The dynamic information is included in the ASP theory for
the local planner before the grounding phase. This includes: the updated position, the
current direction, the window size, the goal, and any mitigating circumstances such as
being in an emergency.

We use the ASP optimization mechanisms so the local planner can optimize in
different ways, depending on the explicit optimization criteria: minimising the number
of violations; minimising the time to reach the goal; or some combination. In the Python
code, the optimization is set when calling the local planner. While in the current state
the reasoning with violations and optimisation is limited. In future developments, the
reasoning will be made more context dependent.

The agent operates under a set of norms that regulate its behaviour[13]. A prescriptive
rule obligates the agent to stop at red traffic lights, with a monetary fine in cases of non-
compliance. A constitutive rule identifies the conditions under which we have a failure
to stop, namely, when the agent is obligated to stop yet acts. Exceptions are modelled
using a permissive rule that allows the agent to disregard red lights during emergency
situations. In the short planner, where the execution of an action in a state were to lead
to a violation, we say that the plan contains a violation. In such a case, a new long term
plan may be calculated.

The environment is modelled as a directed graph consisting of nodes, some of which
contain traffic lights. The agent can move between adjacent nodes, with actions modelled
in terms of pre- and post-conditions, or stop in the current node. Where the action is
taken, the agent’s new position and direction are updated.

If the local plan is compliant (i.e., no violation would occur), it is executed, and the
local plan is called on the next state. Otherwise, the global planner is invoked to find
alternative paths to the global goal.

The analysis illustrates the benefits, in terms of simplicity and consistency, of a shared
DDL-ASP logical representation which integrates the environment, actions, planning,
and with reasoning about norms.
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Abstract. Automated decision-making in administrative law holds the promise of
considerable efficiency gains, enhanced consistency, and increased transparency.
This extended abstract distills a qualitative study based on semi-structured expert
interviews that adopts a grounded theory approach to investigate the preconditions,
constraints, and opportunities for embedding the concept of Digital Twin of Ad-
ministrative Law (DTAL) into legislative and administrative processes while safe-
guarding the Rule of Law.

Keywords. Legal Ontologies, Semantic Interoperability, Ontological Alignment,
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1. Introduction and Methodology

Public administrations worldwide are increasingly exploring automated decision-making
(ADM) systems to improve the efficiency and consistency of administrative processes
such as taxation, social benefit determinations, permitting, and enforcement. How-
ever, deploying sub-symbolic aritifical intelligence, e.g., models trained using machine-
learning algorithms, in public decision-making raises significant concerns regarding the
Rule of Law, i.e., the principle that governance should occur through publicly disclosed,
consistent, and impartial laws. The legal stakes are high, as poorly designed algorithms
can undermine due process, transparency, and equality before the law [3].

Today, agencies and implementers often re-code identical provisions, producing du-
plication, inconsistent outcomes, and fragile maintenance when parameters change [10].
A potential solution would be to publish digital twins of legislation: authoritative,
machine-readable counterparts to legal texts that serve as a single source of truth for
computations and explanations [6, 8, 7]. Previous work [13, 12, 14] outlines the vision of
integrating legal ontologies with digital twin technology in administrative law, proposing
the promulgation of legislation together with a machine-readable, logically-founded rep-
resentation. Building on the broader concept of digital twins from engineering [5, 15],
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this study investigates how digital twins could support ADM in administrative law that
complies with the Rule of Law.

This extended abstract summarizes the results of a qualitative study (see [4] for fur-
ther information on qualitative research), where five anonymized interviews with nine
senior experts—spanning the European Parliament (policy, IT strategy, innovation), a
national parliament (legislative counsel), academia, notarial practice, and public-sector
ERP software development—were conducted (each 60-90 minutes long, either in En-
glish or German), transcribed, and coded (open — axial — selective) to theoretical sat-
uration. Rigor measures included constant comparison, memoing, member checks, and
an audit trail!

2. Discussion and Conclusions

By analyzing the experts’ narratives, we derived key themes that shed light on both the
limitations of automating law and the preconditions for success in that endeavor. Our
findings identify four critical success factors for enabling ADM: (1) embracing only par-
tial transformation, acknowledging that not all decisions in law can be automated; (2)
achieving semantic standardization and ontological alignment; (3) Transforming legis-
lation into high-quality ADM supporting structures; and (4) adapting drafting processes
for legislation and governance mechanisms to accommodate ADM. The results indicate
that partial automation is feasible, particularly in deterministic domains such as taxation
and subsidies but legal frameworks require hybrid models that allow for human judgment
and interpretative flexibility.

The findings support the conceptual design of the concept of a Digital Twin for
Administrative Law (DTAL). Drawing on methods used in industry for digital twins [2]
as well as on the concept of blockchain-based smart contracts [9, 1], this research posits
a four-layer structure for a digital twin for administrative law:

1. Statutory Text: the natural-language law as traditionally published.

2. Ontology: a formal structure encapsulating the law’s semantics.

3. Configuration Model: adjustable parameters which would include the typical
axioms of the ontology (e.g., tax rates, exemption thresholds).

4. Executable Logic: the computational rules for enforcement (e.g., formulae, con-
ditionals).

The findings of this study are based on a small European sample. Futurer work will
broaden the scope with cross-jurisdictional studies. Future work will also investigate ap-
plication of the DTAL concept in other domains and formalize digital-readiness criteria
for legislative pipelines.

Grounded in empirical evidence, our study investigates how the DTAL concept sup-
ports explainable ADM that complies with the Rule of Law. These findings serve to de-
velop a blueprint for code-based administration, establishing a foundation for trusted and
citizen-centric digital government. Associated DTAL artifacts, including ontologies, ex-
ecutable rules, and step-by-step implementation guides, will be released online? under
an open license.

IThe study concept and coding tree are available online [11].
’https://lawdigitaltwin.com/
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Abstract. We show how to represent U.S. Supreme Court briefs as a structured
argument model that relies entirely on the briefs’ existing structure.
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Mitigating the public’s misunderstanding of how the U.S. Supreme Court makes decision
is important [1]. Instead of predicting the outcomes of Supreme Court decisions, we show
how to transform the legal arguments presented during the decision-making process into
a more digestible form for the public. We focus on the arguments from the Supreme
Court briefs, which can influence Supreme Court judges’ opinions [2].

Supreme Court briefs, filed after a writ of certiorari is granted, can be modeled as a
structured argumentation framework because they follow a strict structure [3]. This rep-
resentation helps the public and stakeholders to understand what arguments were made
on their behalf (by the petitioner, respondent, or amicus curiae), and how the debate
unfolded.

We chose the Acheson Hotels, LLC v. Laufer® case as an example. Figure 1 shows
the table of contents of three sample briefs and how we modeled them: 1) petitioner’s
brief that was filed before the respondent’s brief; 2) the respondent’s brief that was filed
in response to the petitioner’s brief; and 3) one amicus brief that supports the respon-
dent.> We model each brief as a structured argument. The subsections under the ARGU-
MENT section are premises that support the conclusion (content in the CONCLUSION sec-
tion). Here, we deem each subsection to support the conclusion independently, and the
inference from the subsection, as a premise, to the conclusion is defeasible. For example,
the part of the respondent’s brief we showed in Figure 1 has Sections I and II that support
the conclusion, and Section I is supported by Sections I.A, I.B, and I.C.

Attacks are from a later-filed brief to an earlier-filed brief, and the two briefs should
not favor the same sides. By keeping the order in which attacks were made, we main-
tain the decision-making process. Otherwise, it would be counterintuitive for a party to
file a brief to attack future arguments. Therefore, arguments in the respondent’s brief
and the amicus brief in Figure 1 attack the argument in the petitioner’s brief. Attacks
are classified as undermining (targeting a premise), undercutting (targeting the support

ICorresponding Author: Heng Zheng, hengzheng @uky.edu
2Acheson Hotels, LLC v. Laufer, No. 22-429 (U.S. Dec. 5, 2023).
3Petitioner’s brief, Respondent’s brief, and Amicus brief from Disability Rights Education & Defense Fund
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Part of the Petitioner Brief

ARGUMENT .o ssinsssssanes 1
I TO ESTABLISH STANDING,
LAUFER MUST DEMONSTRATE A
CONCRETE, PARTICULARIZED,
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Figure 1. Modeling excerpts from the petitioner brief (middle), the respondent brief (left), and an amicus brief
that supports the respondent (right) as a structured argument model

relationship), and rebutting (targeting a conclusion). For example, the respondent’s brief
concludes that the First Circuit’s judgment should be “vacated,” which is a rebuttal of the
petitioner’s brief’s conclusion: the judgment should be “reversed.”

Constructing the structured argument models can be time-consuming. We explored
whether LLMs can assist the construction process by summarizing the sections in the
briefs and identifying the attacks between the briefs. LLMs have shown their potential for
argument summarization using a benchmarking dataset of U.S. Supreme Court briefs [4].
To see if LLMs can identify attacks between the arguments, we used Mistral7B for an
initial experiment on five briefs for the Acheson Hotel case, and compared the results with
Author 1’s manual identification of attacks. We chose Mistral7B because it performs
relation-based argument mining successfully on several non-legal datasets [5]. While a
lack of annotated data makes meaningful evaluation challenging, we found the output is
still promising.

Our initial attempts support further investigation on combining the strengths of
LLMs and computational argumentation to help non-legal experts analyze U.S. Supreme
Court briefs. We will investigate how to use LLMs to generate the argument models au-
tomatically and use formal semantics, such as ASPIC+ [6], to interpret the briefs further.
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